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| Disc Found I

To begin testing the media before
installation press OK.

Choose Skip to skip the media test
and start the installation.
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Cent0S release 6.4 (Final)
Kernel Z2.6.32-358.el6.x86_64 on an x86_6H4
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ﬂ;@ﬂﬁﬂj::

(D #EAHPEHx (KH3-.

[root@locahost —] # cd
[root@locahost —~] # cd —~

(2) x[alEE A H s 2 5 BT 1 H 3%
[root@locahost —~] # cd -
(3) [\ gt H .

[root@locahost —~] # cd ..



(4) el FEPH Hx (ATRARHED .
[root@locahost ~] # cd ../..

(5) LA LHSEAEN od ZEALTH] .
[root@locahost ~] # cd !$

(6) PJiEHR Hx MY tmp HKe.

[root@locahost ~] # cd /tmp

222 ITAFBE 154

& Windows {1 ] #5 2 1) Hs 4 SCAF it rar #% 30, {HAE Linux |, rar §% X JF A GER N
s B4 Linux 470547 ) 4 T H A7 —Fig X7 Windows A1 Linux F#figefli H , A st 2 .zip
P A o ARTHR2E 2 FE Linux AEE N 5 P SO 4T RURTIE B 1) 7 7 .

F Linux gz % 0000 He 4 SO0 % o DA tar Ml.gz 2511, BRILZ AMid AT bz2, zip 55,
£ Linux 24, Xl AN 544, AHE 46 XA iy a4k 44, 1IX 80 1 Al
A6 A MR 4 T H R4 1, i) A e b g i X AN SCfF . BL R8s WL Je 4844
FIT0E VR e 46 T H

o gz: gzip I4i T H K413

o bz2: bzip2 K4 T E4a11 301

o tar: tar fTEFRFFT RIS (tar HEA E4RThHE, FOEE—AH AR

o targz: KWL AWML AT, BISEH tar 740, 5H gzip M4

o tarbz2: IFE[A] [, SEH] tar T4, - bz2 K4q.

1. gzip ti%

azip e N ) 2 R4t 2, gzip 0] LA IS zip 5 gzip BAF 468 11 30« 117 gzip
B I 48 S R84 R gz (W*.gz), [RI gzip fift s sl R 4 4R 2 5 SO Bk - gzip i
I

FERPN

gzip [Z#] (301

-d: fi# k.

H#: a5 (#UEVEEN 1~9, Hrd 1 Egaac 2, 9 ME4itds, 6 HERINZEDD.

AN

(1) 45 bunfly AR R4S E44 J.gz XA . % bunfly CAFE4A)E, X RSO HE
PEIATEAE, 80 ] DABRAE A R SO E AR R 46 A

[root@locahost tmp]l# gzip bunfly <==K4ibunfly Xf}|
[root@locahost tmpl# 1s <==BHMEEERLEERE §RSCF /30 E
bunfly.gz <==1st 2 W4 R (R4 4

%
(2) ¥ bunfly.gz BRI EGSCIHIRIE . RIEIG, [FIRE 4R B A i J5 11 ;

FARAI RGN
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XA
[root@locahost tmpl# gzip -d bunfly.gz <==fi#/kbunfly.qgz/E4aH
[root@locahost tmpl# 1s <==EH RG4S RTE A I3/ 30
bunfly <==1st XA MWL K (HELR)

(3) gzip 2 A LUE4E Hak. Jefildt— FileDirectory H =%, Jf#iH gzip FileDirectory
i 24 FileDirectory H AT 545, M gzip fin 23— M2/~ “FileDirectory /&
—ANHR. I s i EE,  KININI R s 4 R AR I B AT )

[root@locahost tmpl# mkdir -p etc/ <==fll@#% Hetcl) {3k

[root@locahost tmpl# 1s <==A 407 Hx FBTE 3/ 30135
etc bunfly <==lstn ¥4 L
[root@locahost tmp]# gzip etc <==h4ietc |3

gzip: etc/ is a directory - ignored<==gzipmr@#IATE R, ERAGEEYE C1FE

2. bzip2 W%

bzip2 & H TG gzip FFfefe L 4 M IR 4i i Re, bzip2 VA gzip JL-FHHIA], {HHs
A SCAF IR e 22 bz2 (Rll=bz2), B ANA] CAR e/ a4 SCAF % . F bzip2 fif He B0 4 2 A R
WA, 5 gzip —FF. FRENHUIT.

ik

bzip2 [ZH] [3XfF]

LT B 2 4 -

o d: fifl.

o -z: K4,

ZNCAL N

(1) Hl bzip2 fiy 24Tk AJLAH] “bzip2 —z bunfly” 4% bunfly SCAFHEAT M4 -z A&
IR4R 125, EANSEGE T LLAIE . flin “bzip2 bunfly” 54, ELIANOL FEET “bzip2

—z bunfly ”,
[root@locahost tmp]# bzip2 -z bunfly <==HKFibunfly X}, HMBErbunfly3Cf|
[root@locahost tmpl# 1s <==fr&[ar B NPT /e
bunfly.bz?2 <==lst 2 AWML R (JE4R4R)

(2) H bzip2 fy Ak . bzip2 a0 F-d Z2HU5, E4idr 2w Bk i a2 .

[root@locahost tmpl# bzip2 -d bunfly.bz?2 <==f#FEbunfly.bz2 /- FFHER

[root@locahost tmpl# 1s <=8 407 B3 SBETA A/ SCfF3-
bunfly <==1sm 2 EMME R ELR)
3. tar ;i

ozip. bzip2 ANFEHGE A, fH tar a2 Al i B 4 gzip. bzip2 SFEAF IS, tar
A DA R B 4 e (2 234D, 47 X e 444 0 gz bz2 &, tar fif kB s
Ao, ARy, W,



ik

tar [ R4 (#1830

o -z: 7 lA I gzip 4.

o -j: SETTIHI ] bzip2 4.

o x: k.

o -t: A tar £ HL[HI PS4

o —c: M tar B,

® -V: E.Wlﬂﬂic

o f: WIREAN N L-f 238, WRREG)E 3N filename; W0 A e 5 hn £
Z30, WERIRMRIE filename XM IR EZ NS HAGHNEO Faf-f, WF 240
f 535 .

NI

(1) H tar ig 2 =46 bunfly 3. RS AU tar g 24T R EG s,  JSORIP ST A

4 MR 11

[root@locahost tmp]# tar -cvf bunfly.tar bunfly
<==¥tbunfly X/ E4iibunfly. tar

[root@locahost tmpl# 1s <—=BHHJETHX FPFENE
bunfly bunfly.tar <==PF7 4l Hx M4 R

(2) H] tar iy % 45 bunfly.tar CPF. A tar fift s S5 0 SO & R4 a0 10 X244, AT A
HAOR, XEPATT 25 mm MR bunfly TR

[root@locahost tmpl# rm —-rf bunfly <==fFx 481 B FH Mbunt 1y ff
[root@locahost tmpl# 1s <==tFH4u H3x FETH N
bunfly.tar <==AA 401 Hx M4 R
[root@locahost tmpl# tar -xvf bunfly.tar <==f#Fbunfly.tar/k4gitl
[root@locahost tmpl# 1s <==tFHYu Hx FRFTH N
bunfly bunfly.tar <==%F YHHI H XM &R

223 Hum ASA

1. Is 72>

Is iy ] ?751: list lfl’]?{ﬁ 3, list tl’*ﬁi'daﬂxré “ ﬂnﬁ” I‘TU Is iy M < H?Fﬁiﬁﬁ—ﬁ, VFJﬂIHE
A A W T SO A o SO N I8 i A

ik

1s [Z3] [HXxX4AMK]

S o I o
o -a: HIHATHI SO, BFERUESCE Rk . I3CHE) CHHD. "
I SCEE R TE . MRS CHAD. ,
=

FRAI RGN
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e -n: A UID. GID, 1dEM ) FH ) H 2455
o -S: DICFR/NHE
o -t: LAWIIAIHE.

AL U

(1 Is AR Hsx 4%, WZRRAH 207 H s NI X, HEGEOCEA 251 H

[root@locahost —] # 1s

anaconda-ks.cfg install.log install.log.syslog
[root@locahost —~] #

(2) HUH a0 H > B IR SO R s 2, R H5 B S

[root@locahost —~] # 1ls -—-al

BHE 76

dr-xr-x---. 4 root root 4096 12/ 27 00:17 .

dr-xr-xr-x. 23 root root 4096 12F] 26 17:40

—rW——————— . 1 root root 1098 12J] 6 18:09 anaconda-ks.cfqg
-rw-r--r-—. 1 root root 9458 12J] 6 18:09 install.log
-rw-r--r-—-. 1 root root 3091 12/ 6 18:07 install.log.syslog

[root@locahost —~] #
(3) Ar&ETRE Hx/tmp FIAFTA L.

[root@locahost —~] # 1s /tmp

bunfly vum.log
[root@locahost —~] #

(4) &€ Hak/mp R CME JEPE AR

[root@locahost —~] # 1s —-al /tmp

SHE 192

drwxrwxrwt. 7 root root 4096 12H 26 22:49 .

dr-xr-xr-x. 23 root root 4096 12H 26 17:40 ..

-rw-r--r-—-. 1 root root 0 12J] 25 18:06 bunfly
—YTW——————— . 1 root root 0 12H 6 18:05 yum.log

(5) Is-1 g2l AR ALR 1, AF 4R 7E Hag BT XA RN S B .
[root@locahost ~] # 11 <==HH 5 Hx F X R AR
BHE 3

—YTW——————— . 1 root root 1098 12H 6 18:09 anaconda-ks.cfqg
-rw-r--r-—-. 1 root root 9458 12J] 6 18:09 install.log
-rw-r--r--. 1 root root 3091 12} 6 18:07 install.log.syslog
[root@locahost —~] # 1s -1 <==mHFHEHX F XM ESE. BPR
BHE 3

—rW——————— . 1 root root 1098 12J] 6 18:09 anaconda-ks.cfqg



-rw-r--r--. 1 root root 9458 12H 6 18:09 install.log
-rw-r--r—-—. 1 root root 3091 12J] 6 18:07 install.log.syslog

2. pwd %

Linux ' pwd 7% /& Print Working Diredctory 145 5, TLDiRe2&FT B4 ar 11 TAE H 2%,
KA Linux S A] LA pwd dn 2R & A 407 TAE Hx 588k L. & mBH TiiEnt, &
AT AT AR H s FEAACH R 24T A B, 7T LU pwd SR 52 247 H %75 S0 R
NI B . TR RV, s nl BEE O pwd i 2 Bl A2 B AT T 7E I H R EER AT

vk

pwd [Z%]]

28
p: o SEERER AR, AR Y AR AR
N

[root@locahost ~] # pwd <==FTE/ B/ [ aj 12
/root <== Wt HX, /root#/~iR H%

3. touch fji2>

touch iy A RN IIRE: — & T30 CAFE ST I (A bR 25 5O O AR 48 24 i TR CERIA
T8, BT A R B A S OR B R A B R BN EEHT 1975 304

[FERPAE

touch [Z8] [ZHXMF] X4

ZH

o r: ¥R CAFER H I H BT () S48 1 B o N2 26 SCAF R H s 18 H I ) AH (4] .

o -t: UFHFRE N H BN R], iy JEDLAE 1 (]

AR s 7E root Hag N30 ex2, FIAT I a2 o] UKELSCA ex2 KA
0, KT

[root@locahost —~] # touch ex?2 <==filliFex2 TA|
[root@locahost ~] # 11 <==11m2tFHex2 KN
HEHE 0

-rw-r--r--. 1 root root 0 12f 25 19:03 ex2

[root@locahost ~] #

4. In 2>

In iy 2 7E Linux H&—/ N EFW EEZ G2, ERIEEE A A SRS — M B T
—ANELD B . IX N O M A R A R R, I NS E-s XAy . 2N b-s S
A — AN RE, WRANIN-s 2%, W68 ok it s A et

B

1In [-s] [#3CAF] [HXAR]

S
2
=

FRABI RGN
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PRI 25 .

s: QLB IR

AN AL N

(1) B8 /ete/issue [F) 3 5EHE 1ssue.soft,

[root@locahost tmp] # In -s /etc/issue /issue.soft

(2) G4 S f/etc/issue |1 HE+E 1ssue.soft,

[root@locahost tmp] # 1n /etc/issue /issue.soft

5. cpmi®
cp A4 copy IRIFK, copy TS “SH”, FiLA ep fr4 1I4E M 5 I SO 1

&, RAAT VSISO, AT RIS B3 cp fr4 115Kk 1 T LA
ABE, BB ZA, HF LA BEIT

FERPR
cp [Z%] EXF [HARS]

ZH

o -l: HHATHEBEREERL ORI/ EZH, mIEEHI AL .

o : HIHE, HTEHIH.

o —s: Bl “PFET” S

o —u: WM HFRSCHELIESCAEIE, W EEET H AR S0

AU .

(1) Hifil/root H3 T .bashrc X/ 2|/tmp H%F, FFEdr 44 4 bashre 31

[root@locahost ~]1# cp —~/.bashrc /tmp/bashrc

(2) HISCPF R LR S

[root@locahost ~1# cp -a /var/log/tmp 1 tmp 2 <==8#31F R H BT
[root@locahost ~1# 1s -1 /var/log/tmp 1 tmp 2 <==BFHBHD XM ETTE
-rw-rw-r-- 1 root root 96384 Sep 11 12:00 /var/log/tmp 1

-rw-rw-r-— 1 root root 96384 Sep 11 12:00 tmp 2

(3) ZiflZA A2 H %o
[root@locahost ~1# cp -a tmp 1 tmp 2 tmp 3 /tmp <==8ilZ£3f}3|/tmpH*x

6. mv Mm%
mv 7 % & move [K PR, move [ E B “M8)7, TP mv iy 2 1EH L2425

tF, H mv @& rf IS U5 Hax, B4 . mv ar @ S ETUABCE, P
AL 24, UK TT .

ik

mv [Z8] [JEXAF] [ H SR



S
.-ff%ﬁﬁmuﬂ&ﬁ,WWK#L#E
s W H PR ST AE, W5 250 ) A ] DU o

ANy a) 5 AT AR AT 78 i o o
SWLNE & OF

xMﬁ ﬁnF ¥ /tmp H =& 1Y) Hello XA 3 3] /root H 2% .

[root@locahost ~]# mv /tmp/Hello /root

7. rm 2>

rm 7 2 4 remove [ TH R, remove [F)57 ] o B

SCPF, AT BB SCPFER H 3%
i

rm [ZE] [CFFERH K]

BT

o -f: WRIIIHAT, ZUEALFLE. B
-r: MR, HH T H SRR .

2NN

(1) MlEr/mp H s FRIZAN 30

FE .

[root@locahost —]# cd /tmp
[root@locahost tmpl]# 1s

Testl Test?2

[root@locahost tmp]# rm Testl Test?2

rm: SEHMEREE S/ “Testl” 2y
rm: e MFREIE L/ “Test2” 2y

(2) fHER/tmp H T ete LA,

[root@locahost tmp]# rm ./etc

rm: CIEMIER " ./etc" ¢ B—NHZR
[root@locahost tmp]# rm -r ./etc

rm: EEMBEEHR " ./etc" ?y

8. cat i

cat fif &+ concatenate XK, HT En¥5

e MR, BT L rm iy 2 (T2 MR

<==ik N\ /tmpH K

<==FI|H 180 H & R ETA S/ 30k
<==%IH P 34}/ A
<==MIETestl, Test?2

<==y®R/RK “B7; ng¥R “H”
<==y&R/R “B7; nRR ‘B

<==MFx 40 Hx Fetc, HIW MR

<==frmi )G, M-rZHENA]
<==ky A\ yBla]

E SN A4, R &S SN AT

2T tac, nl 25, {H tac i 25 cat i 2 S AHRITT, KA cat iy 22 ML 58 —4T T 4G

N, Wﬂtac 72 e NI B G — AT TG B o

o -A: BERETINIATHRS W H K.

o -b: FIHATYS, HZEEAT AR RS AT S

e -n: FHAiTS, HFAITHIT SIS ERER.

2NN
(1) A& /tmp/Hello LN % .

FRAI RGN

o]
n

N W
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231 Kf&

[root@locahost ~]1# cat /tmp/Hello <==&f/tmpHEFMHello /W
hello bunfly <== “hello bunfly” MHelloXfIWN%#

(2) & /tmp/Hello SCAFN A LA-n ZE50E R,

[root@locahost ~]4 cat -n /tmp/Hello <==&f/tmpHFXHFHello /N
1 hello bunfly <==oR AN B IFRAT S Bon ok

(3) A /tmp/Hello XN LL-n ZEE K.

[root@locahost ~]4 cat -A /tmp/Hello  <==¥ {75 B H K
hello bunfly$ <==¥45 BEWiiTH7s a2k

23 MRS BE

KRR E H s i@ I UHRR AL AT 3746 — 4E S0 .

Linux " —Y) i & & XA, M XA S A RER Y, 2E SCAFRRR & 4145 B nT LA

i 1s -1 iy 2.

AR AEAmp H 3 B ITA SO SO EN S B .
[root@locahost tmpl# 1s -1 <==1rF 407 H % FITA SHREGE B

BHE 12
-rw—-r—-—-r——. 1 root root 0 12H 24 19:57 2
—rw-r--r——. 1 root root 10240 12H 24 22:24 2.tar

B R, RATERE 2.2.3 5 TR 1s dr i [ £ R b A s SE B JCH E

=2, B+ “rwemee- 7, RH € r W 7 BN R SO AT ERAEIIARLTR . ALFR 23N 4
41, WE 2.34 fliogs.

K 234
g4 -7 AR NI . “d” ARRZEA U PN HF. “In” AR

RIXACAF & — DR

55 “rw-" AR AT PONIEAN SO R A T A5 [ ERCRR .

[ I 1ti'%§£lH§fL'EJJ§£AIFF&ﬁPﬂ”ﬁ}(ﬁﬁﬂ

FPYL “---7 AR LA XA S AT AT AR

BB NS = H UL =R L, X = AN B r(read) . w(write)



x (execute), K rwx =PRI ERER), rACREAN A3, wARRXAN s,
X RRFEZXAN AT PAHAT o WIRALE XA SCAFAAR, s EAEX A B “-7 AR,

232 A%

Linux [{) 3PP g2 A8 A3 — A /o XZORAL A I FRO0AR H >, Iy SCPAT H s A8
FFIAEAR HokZ 5 ATELAT Is /i @ UEAT &

[root@locahost ~]# 1s / <==®rF H R FFrf A/ k<
bin dev home libé64 media opt root selinuxsys usr
boot etc lib lost+found mnt proc sbin SrVv tmp var

[root@locahost ~]#

Is /usr/sre i) / ka2 e s, BUE R usr Hax A sre H s 9 i 43 S0 &
HA 7 I ACRME Hox, Wk
[root@locahost ~]# 1ls /usr/src <==14/usr/srcHx FIra XA/ 3k

debug  kernels <==%F /usr/srcH3 FEA A/ 301 e R
[root@locahost —~]#

Linux [ H > 458 LU 5, — MRAE ete Hak B IOSCAFERCE A, 7E bin N SC/FZ
THERIRTAAT SO, AR Lib RSO R T EE S
B PNEXRRAWMEHEEH AT —DHKHx, Hikeft/home AT, FFUAEE
M A AR, EAHxBE T BN FR Hax, o] e R IEEEHRE, AR
ARG MR TER W . (HAIRSE oot A7, ZX H kBRI Ae/root, #HRAERALZIEHE. By
root [FIBLERIRK, & Al LLZMS AL BRI, WORFRAEA 2 AT HE 0 R GUIE A o
2 2.1 MR H o W 2 H o i

*x 21
HFx NHEEEAR
/bin {fE/bin R F148 4 0] LL#E root 5k 358 FH P AF HH, =295 cat, chmod. chown. date, mv. mkdir,

cp. bash %5H H¥454

/boot FEJE S| IT/{JD’-‘&/FIJ_‘— FHORIISCAT, ALFE Linux %030 AR B LE B 5 HH LT 75 B e A S 5%

/dev f Linux R4 I, A% B 5 ok # EHBU’I HIESAFA T ENHxHY . R ZUi B
MHX FRFEADN, S TAINENRE . XU F%miks. USB s RANE
il % 2% . #iltn/dev/ttyl, /dev/usbmon0

Jetc G FT AT IR MR E SO, as TH T EshAs BRI S s F 5G] shell BIA .
{91 11/ete/resolv.conf.. /etc/logrotate.conf

/home Fr H 5 B home H s AF b A1 AR % . 1] a/home/hadoopuser, /home/otheruser

Mb /b R HRHCE 2 FPHLI & SR B0, LR AE bin o8/sbin (145 4 20T 1M i) 6 4 e

/media  HH TR B ahix SRR H . #linH:3#; CD-ROM [1)/media/cdrom, FEH{AKELIKA)#1

/media/floppy
/mnt i de Hak, RoEH G e LSS RS
/root ARG EHEAMNKHX

sbin  Linux 743 245 & R BEE RAIIHEN, IXLEHES LU root I/ A BEFRBE RS,
b 5 KRR AT O JCAE/sbin G AL B BT RG240, BAEITHL. B8, iE -
J5 R G o B 1

mp ARG LN ST . A F RSB AR AT, L B

Just fust 7 Linux $ 15 R G0 5298 BRCE I H 5%

N W

FRBI RGN
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24 X B #®1E

KT SCAF A a2 DR R AT 3130 — HERS L
241 x#LHaxE

£ Linux R4 &, —VIEXMF. B, WADGEE L@ LA Hx U, R)eilid
PeVEIXAN H R, &R b, SR E 1E SO SRR 2 5%
W, HootE, W& tE. mEctE. Bt H, g =ANER R IEAS T S

el SO ORI b . SUARSCF LD ASCI S JE A7, AR 1,
A UGB 0 b SO DA A g 1, EE B — @ AR TR A LA, — &
e BMg. aTPUTREF

W 08— VO BAE M &3, BT VO FH AR 1) 34T 5 A ML
IHEAE. P AL TRV TN, e 24 Il st B8 E SO —HF o B8 SO o A b
WM AR, PRSI Z R LA B AU . iR & e bRz 28
1) LA P35 R AT AT o B — D X N — AN 24 S0, A7 7AE/dev H sk

WSO oM R R AR . PR R LS A SO FR 44, AT CLELAE A
Windows F G )Pt 7 20 BfE R 5 O RE A A, #2 0 TR O34 A
[F) oty SR BRI S #8 42 . 389 DAL PR 22 45 S Vi B A7 A S5 U Ak

WA ELE A DX IR AR ? XAl AR 1 g 2R & EH T EN SO RN G B, &—AT
5 — B IS — AN A AARER B S XA SRR A R

* -: %ﬁlﬁlﬂf’f*c
Hx.
EE A
: Pue s 3tk
SR & B E L
R
: EH.

1. 4unfig i Sk

fE Linux HPA}4 & — AR 2 Il XA ER A2, Bl X AP e bkl . 4[]
P i AT ES i, XA E Linux SCHF 8k 2 E e . #
/root/mfkddd/file, file /& A, B EEH & /root/mfkddd. 7F Linux #', K425 H
2 ) % 440 FTAH T #6428 1A

X R BRI EE e MR H X / JTh. 910 cat /root/mfkddd/file. X 4%iE1)
e e B E file XA IINE, cat Jo 1 FR I /& 28 %) BE 42

X RIS BRI EVEAN S AR H s iG . B, Bt A% mfkddd Hx, nLL
i cat file IX M2 HIEAE file SCAEPIINE, EXHT cat JG IR file SXAFAHXT mikddd
1105 5k A2 AR R A28

[ ]
T v o o T o



2. BEH MG H A
1) linux R4 5 WISk H % (LR 2.2)

F 22
15 15t AR
AR =1 H %
& L—JZHX%
- A& — > TAEH %
~ RELFH P IZEH R (K HXXFRA home H )
~account A& account IXANFH 5 H =%

HAHx MM HS: “7 M “”, hERAmwH M EEH %, ZERH>XT
i 1s -a g LA, nTEUE R Hak FAFEAE “.7 M “7 BANHx, XA H BN
FBR5E4>—380, XU Haxrg <7 f «” ZFE—AH, R 22 fin.

2) W HERAEH XA

(1) cd: PJHHx.

[root@locahost ~]1# cd /tmp <==ﬁ]ﬁ%¥ﬂ/tmpﬁﬂz<."¢'
[root@locahost tmp]# <==H ka5, HHZNtmp

W EERE, od A U4, cd JSTHIER T tmp & AHXT 4R, od tmp iy 211 & BLE M
UHTH R HE] tmp H ok XA S tmp 1A ERAS, A8 AN B AR IR AT 2 H b H
KA NS ATAE

WAHRIEIA ed 30# cd ~, AERPBEEHZE K Hx. A cd ALK 2] —4T1F
H %, i\ cd /root/mfkddd /X A\ mfkddd H %, iXH cd JGHEER L4 K2, FrLlfE
(T4 H 3% RN\ ed /root/mfkddd iy 4 #a] LLiE A mfkddd H 3.

(2) pwd: B xZ00 H s P EFE

il hn, Se4F root H ik FAIEE-—4 mfkddd H 3%, 578 B —A file {4,

[root@localhost /]1# cd /root <==HiH Aroot Hx
[root@localhost root]# mkdir mfkddd <==fl|g@t Hx

[root@localhost rootl# cd /root/mfkddd <==HH i AmfkdddH
[root@localhost mfkdddl# vi file <==fE A IF NS

G 2 SO AR SO R AR AT N 2, W “www.bunfly.com”, % Esc 5 %A
“wq”, TRAFIFIRH.

M T AT HE#S TG, Al DAl pwd dn R & WSO R4 T o 76 mfkddd H =% Féi A pwd
2, 1 ENH K /root/mfkddd #4422 /& mfkddd H sk [H4ax %42, Wik

[root@locahost mfkddd]# pwd
/root/mfkddd

(3) mkdir: 37 —ANH 1 H 3%

mkdir #ir4J5 17T LIEHE m 2% p 240, m Fos T LA QIR HSRBER AU, p o]
SREZTE S

=
2
=
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WMARARATIN p ZEEVE 2R H ok, 20mbs 24T BN “AAT XA SR H ok 7 1927
RIA 24007 H o B 3AT testl IXANHok, FTUKAEE, ST test2 Al test3 HARBANER G

[root@locahost mfkddd]# mkdir testl/test2/test3 <==fat H 3
mkdir: LTVEGIEEHSE " testl/test2/test3 " : WHIBAN AL H 3% <==fl @k
root@locahost mfkddd]#

AT RPN, 7E mkdir J5 N E—N2E “p”, REMSIAMSE G EE test],
SN G RO 2 test2, Hcfa Bl &: test3, W1 FER1E.

[root@locahost mfkddd]# mkdir -p testl/test2/test3 <==f| L HHFR
[root@locahost mfkddd] #

PLYEAT T “mkdir —p testl/test2/test3” fird, WEAH B, AL UIOIH R, T
DT Y A A N test H3%, WURAERINMEN, FonB HOId M, W Rl

[root@locahost mfkddd]# cd testl/test2/test3 <==1J)# H %
[root@locahost test3]# <==0V) 2k H 3%

(4) mmdir: MR — 70 H k.

rmdir iy MR H o I /s 22— 2 kAT, i EARMIER I H sl 2002 25 H oo WER
R Hox PRI W EAIER, 75 2248 rmdir % Ja i N_LE “-p” 4.

2 HAR mdir iy M2 HH KR, RIS RE B HaA N2

[root@locahost mfkddd]# rmdir testl/ <==MErtestl H 3
rmdir: M " testl/" KW : HRXIEZ <==fH| B4z R M

[root@locahost mfkddd] #

TR iR, 7F rmdir sy 2 )E N S5 “p”. mdir HAEEXTH %, FHH
i N AT FLA SRR 0 A FH o o L B M B H sk SCE BRSO, v DA rm i 2 R SEHE

[root@locahost mfkddd]# rmdir -p testl/test2/ <==Mkr 2 = Hx, ﬂﬂ—p?ﬁ:ﬁ
[root@locahost mfkddd]#

3) RTPAT K202 = SPATH

MPAT AN, W ls, RS RIE PATH [ € 2851 PATH & XK H % F vk
SCAEAA A Is TR AT AT SCA - G SRAE PATH 52 I H kR &5 2 344 0 1s [ ml $ AT 34
A2, 56 Ak 211 [F] 44 3 25 S BT

fili ] echo $SPATH iy & 1] LA A AW LL H sk Lo echo iy 2 AE A A& 2 BT Bl SC
EN %, 1l PATH i N $& s G 122w, JTbla W H v PATH.

[root@locahost —~]# echo $PATH

/Jusr/local/sbin:/usr/local/bin:/sbin:/bin:/usr/sbin:/usr/bin:/root/bin

PATH & KNG, XNLEIPINEH K& H x4k, FPMHXMH - 2k, 80
H kG MY 2 57 Joie At root i HAW H F* #5545 /bin 8¢ /usr/bin X ™ H >k 7E PATH 28 & N,
FIr DL B8 AF A An] b 5 BT 1s iy 2 >Rk 2/bin/ls 04T 30«



(1) 7F PATH 4p InN H =P 7301 F o B W 2EATAn] H s ) n] $47/root H % R IH A4,
B2 5kt /root in N 3] PATH 4Rl A],

[root@locahost —~]# PATH="S${PATH:/root}"

(2) PATH [ 50 R

o AN[A G4 H i it PATH AR, T g8 bl w0 AT 138 2 AN [H] .

e PATH ;& 1] DMEUIH .

o i FH Z850) B AT BUAH O B AT HLRE TR € AN 2 I U A AT AT, & AFk PATH IE
F A B ey

o MAMIZEMEFMIPIHRT, BATA SR AH.

o AHiHX () fHiFAZNE PATH .

3. XIS HAERE

D AE XS H% s

Is /& list ITRTRR, AR E. Is da 2200 SCREH = T SO 18

k.
i
1s [Z80 [3XfF]
o -a: NI, &R B A H

f: ELT%?J:L R ﬂ‘ﬂTJﬁﬁﬁF
o -R: EFTHXMANE— t?JLLE{% XA Z H X T WA= W
o -S: DISCHFHIRAERE, A S AR
o -t: DASCAFREE B I, AN AR 24P
KR s s AT “-17 X248, FrAPRAE DT 2 155 (6] 1 Is -l
AN
(1) FIH/AF tmp Hx R SO/ SCF k.
[root@locahost tmpl# 1s /tmp <==fftmp H%X FIIATHE X

bunfly bunfly.tar
[root@locahost tmp]#

(2) H#EM Is tn %, Roan&F =00 H s MR OIS0k

[root@locahost tmpl# 1s <==PF 4l Hx N BT AT
bunfly bunfly.tar
[root@locahost tmp]#

(3) & 207 Hax AT A vl & 15 B
[root@locahost tmpl# 1s -1 <==tH480 H X FITE XA E B =
SBHE 16 5
-rw-r--r——-. 1 root root 52 12H 25 00:09 bunfly %

FRAI RGN
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~-rw-r--r-—-. 1 root root 10240 12 24 22:24 bunfly.tar
[root@locahost tmp]#

2) &l WEg. #5): cpy rm, mv
HAKT 22 2.2 WIEARG LN &
4. BEFNZE
1) HEEA XN cat, tac, nl
FAEE B G A 1T 5E e imp H 3% T ] vi bunfly #4585 dt—4 bunfly SC1F, 378 RiE 5 A
1~3 TN HAEWT:

[root@locahost tmpl# vi bunfly <=={F Hvigmig a8 +T H 3L
1 Hello bunfly 001
2 Hello bunfly 002

3 www.bunfly.com

FE223 VTN T cat iy 2T, AATVEEAN4 tac a2 AT AT cat iy 21X )
(1) tac 2 HREE CHNBEL, RAL tac & Mg — 17 786 Bos XA E R
5 cat iy 2 WU AH % . tac bunfly 7y U1 T

[root@locahost tmp]l# tac bunfly <==M&J5—ITHIH E"buntly 3|
3 www.bunfly.com

2 Hello bunfly 002

1 Hello bunfly 001

[root@locahost tmp]#

(2) nl g2 REEEHEMWY, EY cat 3 tac (KX AFET nl a5 2 EINTHAT S5 B N 25
vk

nl [Z3] [XfF]

24,
o -b: IREAT TN, TEAFMHM.
¢ -ba: RaphAiegBAZET, WEFHHATS (1L cat -n);
o bt: WA, TR —ATAY AT S ERIMED.
o -n: YIWMAT SRR T, EEAHL .
o -nln: 175 7EPER: & 2o J7 B
o -nm: AT SAEFTHER I A )7 B, HAN 0:
o -nrz: T 5EITERENEA T B8, Hno.
o -w: TS HER N AT EL
nl —b a bunfly @iy 2 7~ H 1 T -

[root@locahost tmpl# nl -b a bunfly
1 Hello bunfly 001
2 Hello bunfly 002

3 www.bunfly.com



4 <==717 (EHBHH—1T)
5 <==7T (BEHBIH—IT)

[root@locahost tmp]#

nl —b t bunfly @y 2 7~ W1

[root@locahost tmp]# nl -b t bunfly
1 Hello bunfly 001
2 Hello bunfly 002

3 www.bunfly.com
[root@locahost tmp]#

2) FHIAE A NZ: more. less

(1) more fiy % & — W — T HL B/ 5 B . 7E more i iz fTilf2d, nJLMAEHLELT
R IHT ]G 2R AE, Wk 2.3 P,

Fz 23
1RgE I ge
Enter &M MR —AT
/ REAXNBRNEFR, W FAEHE “FRF7 XY
£ SR s O BA R H SR s AT 3
Q fRELZIE H more, AR ATFHE
B REAT IR oL, 3 E oo e H
N R RE— N

(2) less 745 more iy 2 IJHERML, X AliE less iy 2 AEiafT il FEH nf LIS FH LLEE 2.4
It /s P A% B 364 T i 21k .

F* 24
787 Ih&E
o T ] i —
PgDn ] & — 0L
PgUp ] L — L
/ M M EE AT D RE
? M F4g “F57 IRe
n BRI R
N S5 [m] b B A i — R R
g s BEA S S —AT &
G s RIX AN S e e — AT &
q BT less XA R

3) K4 : head, tail

(1) head fy& 2 &I LN AR T2, B rl LRE S BTG

head [Z#] (31141

w2 AT EL

=
2
=
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e 0 AR int REACE, BTN 3, SR A MATELE SR 3 47,
RegE 5 MBS R 10 17
head bunfly fiz 4750l 41 F

[root@locahost tmp]# head bunfly
1 Hello bunfly 001
2 Hello bunfly 002
3 www.bunfly.com
4
5

[root@locahost tmp]#

(2) tail P4 BT S, BREMIE AT R AT I FLASHs il o ok
ik

tail [Z%#] file

I 524

o -n: n UK nt BAE Y, [RREFWEN 3, BoaBNENTTEE B2 34T,
RATRESE, WEVA R R )E 10 1T

o -fi RSN B,

tail -10 bunfly @72 7~ W1 1

[root@locahost tmp]# tail -3 bunfly
3 www.bunfly.com

4

5

[root@locahost tmp]#

4) od fiy & & A WA S a2
FERPAE

od [Z%] [XfF4]

o -t: Jalfn]LAEERAY (type) 1.
o a: FIHBOAM AT HE .

o c: ffifl ASCII ‘45T .

od —t ¢ bunfly iy 27~ W1 F

[root@locahost tmpl# od -t ¢ bunfly

0000000 H e 1 1 o b u n £ 1 vy o 0 1
0000020 \n H e 1 1 o b u n £ 1 vy 0
0000040 2 \n W W W . b u n £ 1 vy . C O m

0000060 \n \n \n



0000064
[root@locahost tmp]#

g e 305 — ) LA\ BEHI R 7 17) bytes %5 .

5. RS HomBRAUPR S5 RE0sPR

1) umask iy 4 F T BCE RN SCAFRL PR 1 4

umask 172 A& T WCE H P AR A SIS BRI, 78 RGP ol e H sk BRI,
H s 8O I B A B ERABR A& i umask (B € 1

[root@locahost —~]# umask
0022

[root@locahost —~]#
[root@locahost —~]# umask -S
U=rwx, g=rx, o=rx
[root@locahost —~]#

TGS, MERIAEA fTHAT () AR, Hfar G2 flw (5) FAPRE,
WAL B KR 666, ERUAARUIT: -rw-rw-rw-.

CAFHECEE S, WHTx 5&GTUREAILH A, FUEERA TR AR,
B 777, BROBPRWI TR : drwxrwxrwxo

EBRUEI T, 10 we x [OMES B2 42 20 14, umask [(940 5038 “%BRIME 2
AR, BT 28 s “5” JURR, WA 2 75 miaREEwR AR, WA 4
J7e 1A umask 4 002, KoK user. group A B EFRALIALR, A1 others PR #
T 2%, /2t others i E i T H5AR .

2) AFFSGEE M4 chattr. lsattr

(1) chattr iy 2> /& B SCAF B & P iy 2 .

ks

chattr [+ - 1[Z¥] [

o +: WK MRS, HAURALFESEINAL).

o - BERI—MFRSEL HAbLRAFAESH AL

o a: WA aa, XN REREINGE, At #EREER, 247 root 41

o i MHE 1 )G, WX “ARewaMBr. hda. e B RER L e e elop 5 27,
[N A& gr e att, HAT root R E B

LN JE T2 a f 1, HARZ J& 14T root A e &

[root@locahost tmpl# touch attrtest <==fill#attrtest X}

[root@locahost tmp]# chattr +1 attrtest <==#attrtest AT 1AL R 335
[root@locahost tmpl]l# rm attrtest <==MHE: attrtest =%
rm: AMPREIE S " attrtest " ? ¥ <==z2=MER, "EENY G2) 9
rm: TTIEMIER " attrtest " @ ARARVFIIERIE <==MlfR KM =

FRAI RGN
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[root@locahost tmpl# chattr -i attrtest <==frattrtest L/ 2P iR
[root@locahost tmpl]# rm attrtest <==MErattrtest

rm: & MBREE T M " attrtest " ? Y <== Mk, WEIY &)
[root@locahost tmp]# <==WH MR, KamEERDh

7E ik 48) 70 F touch attrtest {7 2612t T —> attrtest 44, F5 ] chattr +1 attrtest 1y 2>
45 attrtest UMY 1 AP, 28 )5 FH tm attrtest 7y 2[4 attrtest 3244 o i rm & H 2774 mm:
cannot remove 'attrtest' : Operation not permitted”, A RVFHATIEREAE, KA chattr -1
attrtest iy il 25 attrtest SCIF(1) 1 AR J5 A BEMI B3 attrtest SC4F

(2) lsattr iy &7 o 7 SO Bk & 1 11 i & o

13%{-2:

lsattr [Z%] [3fF]

ZHL

® -3: E’fl\ﬁﬁﬁﬁﬁrc

o d: WIHBNEHN, WAALERHXAS @M m A HxWIn 4.

o -R: E[F T HxMXI—iEErs.

[root@locahost ~]# cd /tmp <==P)#HF 3|/ tmp
[root@locahost tmp]# touch bunfly <==fE 34 Abunfly
[root@locahost tmp]# chattr +aiS bunfly <==MNbunfly XA/ &EE
[root@locahost tmp]# lsattr bunfly <==R 7xbunflyC/FEER T BT
--§-ia——————- e- bunfly <==®Fbunfly @4

[root@locahost tmp]#

3) AEMFRA: file
P SCFE TR SR EAAS B, W& T ASCIIL. data 5(#5 binary 5. /8L
(2 A ASCII #4030 7 304

[root@locahost —~]# file ~/.bashrc
/root/.bashrc: ASCII text

w7 passwd [ 3G B WSCAF 1) suid AR | #E25 Intel x86-64 [1F)HE /41 & 4l ] Linux
10 2.6.18 18T 15 EERS .

[root@locahost ~]1# file /usr/bin/passwd
/usr/bin/passwd: setuid ELF 64-bit LSB shared object, x86-64, version 1
(SYSV), dynamically linked (uses shared 1ibs), for GNU/Linux 2.6.18, stripped

6. kv A1

1) which iy 2 & &k 5 € 2 P 7E B 12 10 i 2

which 2 #5240 5545 & PATH FIr VO 1) B84 & w40 AT SO 1 S0 44
vk

which [Z#8] [Ww2]



-a: FPT AT B PATH H sl LA B 235710, A B2 — 4B 1 a2 4 K .
AR N
(1) #rif) ifconfig My 2 1153 AT 44 .

[root@locahost ~1# which ifconfig

/sbin/ifconfig

(2) HH which 4% 1 which [f] Y44 . EoxHAs which, AN g alias 720144, 4
A which 25T J5 0 H H a2

[root@locahost ~]# which which
alias which='alias | /usr/bin/which --tty-only --read-alias --show-dot
—--show-tilde’

/usr/bin/which
(3) A ify history g2 1 5¢ B 44 .

[root@locahost ~]# which history

/usr/bin/which: no history in (/usr/local/sbin:/usr/local/bin:/sbin:/bin:/

usr/sbin:/usr/bin:/root/bin)

fEdfa— N, history IXANE H an24k 3], 204 history x2& bash [N a4,
if] which BRIA 5k PATH P AT REYE 1) H 5% .

2) B 44 wherets, find

(1) whereis g% . F37E L8452 I H sk P & TR € i 2 ik ie.

i
whereis [Z%] [X1F]

o -b: H A& bmary %21 XA

o -m: M AIKAEH] manual 42 T [ 301
ZNCALIINE

2r 4k ifconfig 1) 3 A/F 44 .

[root@locahost —~]# whereis ifconfig

1fconfig: /sbin/ifconfig /usr/share/man/man8/ifconfig.8.gz

H A )AE man B[] [¥) passwd 5.

[root@locahost —~]# whereis -m passwd

passwd: /usr/share/man/manl/passwd.l.gz
%
2
c

whereis 772 £ E L5 4 bin/sbin H 3¢ F KT XA, LA A2 /ust/share/man H % T[] man
A, B LN E T H S T A 4k, FrDUE AR . mT AT ¢ whrereis 17 #¥ 5 whereis

FRAI RGN
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I H K.
[root@locahost —~]# whereis -1
whereilis [ -sbmu ] [ -SBM dir ...
[root@locahost —]#

(2) find 5%

—f ] name...

Linux [ find my 2 MAER & 7E H ok g5 i Z 30, FFHUATTR € 14E/E . Linux F find
AP TA Y Z A g4, ThiedEs ek, Bl find &I AER £ . A7/ 48 find

9 39000 2 R0 51 4 19 find 4.
ik

find [AWEE] EM] (S5

126 I -

o -name: JEMSCIEFRE I
o _path: $55¢ H 3% F SCLRIT LI £ o
o -type: PRHKHE— LAk

ZHL:

e b: L&At
e d: Hoxk.

o c: PRI
* p: %ﬁIﬁ

o l: FF5HEfE L.
o f: il it
ZANCAL U

A 3k R 2 I TR B SO 1 30

LI ST

[ AN ZE]

i3l find —atime -1 iy 1] DL &) 21— R NIE L

[root@locahost —]# find -atime -1

.5sh
.Ssh/known_hasts

— el e

.bash history
./ .vimrc
[root@locahost ~]#

MR Ay k. illn, il find / -name mysql 774 7] DAZEAR H 5% N 425 & mysql

KT

[root@locahost —~]1# find / -name mysql

/usr/share/mysql
/usr/1lib64 /mysql
[root@locahost ~]1#

3 E e . 1, W) find / -type f -name * log 72 A] ZEAR H =% F &l T f5 DL log



JE 1) 0 A

[root@locahost —~]# find / -type f —-name *.log

/root/install.log
[root@locahost —]#

AT H IR HE . lan, JEL find /tmp —type d | sort iy A] A& ] #] tmp
W H, JFHER Boast k.

[root@locahost —~]# find /tmp -type d |sort
/tmp

/tmp/.ICE-unix

/tmp/Jetty 0 0 0 0 50070 hdfs w2cul8
[root@locahost —~]#

S EL NN £ S &

[root@locahost —~1# find /tmp -size +1000c -print
/tmp

/tmp/Jetty 0 0 0 0 50070 hdfs w2cul8
[root@locahost —~]#

242 RAPAPFHPAPH%EIE

Linux REGE N2 H T ZAEENBIERS . (B PNEHRGE R WA ), EB
A R E i g — K S, AR RIEIK S E R RS

KRG O el DX B AT s K 103 P AT ER R, R A AT T R4 U
v R P aT LA B A P Al 2y, GE A PRt et R . A
M5 A —ANME— I A2, H P EE s A EBIHE S A0 2 5, A
N RS

1. Linux &EH Pk 510

F P K5 1R 3 A = 2008 S K5 s B SO IR

1) ks

KT useradd 4 PR A 9400 — 4EbS U F .

IS o8 IR P K =54 useradd iy 2>

ﬁ%ﬁt:

useradd [Z#] [H/4]

2.

o d: FREH)IFEH®.

® -U: ﬁﬁEﬁHIHH@ﬁHIH%%D Iiﬁ!l

2L NN =

(1) glEt—4H . il useradd hadoop i 4 7E Linux R4 H I —44 4 hadoop 5
=

FRAI RGN
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KA, ARGORAE home H >k T hadoop I G5 —~ LA A i 44 130k

[root@locahost /]# useradd hadoop <==fi|## 44 Hhadoop H I
[root@locahost /1# <==RIEREAE R, —HekRfl gk

(2) BlEE—"1H P g ETe e Haxcbhl . useradd —d /home/spark hadoop3 iy 4 7E
Linux RGHEIE T/~ hadoop3 M7, FFEHTEE hadoop3 H T IHIZ H R AE
/home/spark H g F. /home/spark H g AFEAFLE, 4404 T useradd —d /home/spark hadoop3 iy
L& A RGZ H R

[root@locahost /]# useradd -d /home/spark hadoop3

(3) feE Mz H ¢ H Al hadoop3 H ', nJLLilIL cat /etc/passwd fig 2 A& T3 H
PR

[root@locahost /] cat /etc/passwd
hadoop:x:500:0::/home/hadoop: /bin/bash
hadoop3:x:501:502::/home/spark:/bin/bash
[root@locahost /]#

2) MERIK =

KT userdel iy & [ PHARE LA AT $945 L — 0T —4ERS A

R C A 17 H 7 4 userdel iy 4.

WA P K S AN TR, AT PR userdel iy 4 MR Ge IR - MBS P ik 5
A T 7 fete/passwd SCAFFUAH G SCAF AR 45 2 I o id b B, 0 ZE I 77 ZE AR F 7 1
FH>%.

ik
userdel [Z#] [HP 4]
ZH:

-r: U H s RS .
AN VLU

(1) MR P d@id userdel hadoop2 iy < X Mk hadoopl 7/etc/passwd SCAFH ik
{83 H SR FFBATIER -

[root@locahost home]# userdel hadoop?2 <==MFrhadoop2F, AMIFRIHEHZ
[root@locahost homel# 1s <==fﬁ%%)ﬂ)ﬂﬂ’ﬂ$ﬁ.‘i
hadoop hadoop2 Master0 spark <==H]Hlhadoop2 H F* ) 3 H 3 AR 4 B

(2) MR {5 5 . it userdel —r hadoop2 iy 24 hadoop2 7f/etc/passwd A
Fd sk, FFE hadoop2 ﬁﬁf‘ (1) H sk —IEMHER

[root@locahost homel# useradd hadoop2 <==H i) Ehadoop2 H I
[root@locahost homel]l# userdel -r hadoop?2 <==fHBfhadoop2 K H: ¥ H

[root@locahost homel]# 1s



hadoop Master0 spark <==A]4llhadoop2 I H 3 C. M

3) Beiks
B K548 B usermod 7% . B 7K S e AR B S B O SE ORI A K
M, WS, EH. H4. Bk shell .

ik
usermod [Z#] [H/F4A]
S

o -e: BUK T AR,

o 1. BHMUHIIKS PR,

o L: BiEH "%, %ML

o -U: MRFR#EHIE.

4) AP AR

passwd 14 H 60 P 3T S HE . AP SR EEN A S 0418, H
PRSI NEE 14, B#iRgG00e, LEATH, S hILTee 02 s 4 v AL
T2 FRE 7)o

TREME N T 4 1) shell fip4-7¢ passwd, B LA™ Al LG B CORI AR R A
e 4, HlH T HesiE a A 4.

ke

passwd [ZH] [H 4]

ZHL:

o I BiEHS. FMIKS.

o —u: A1,

o -d: K5 ILH%.

o f: sIHH ) FUOERMNBEHRIT4.

WA passwd i 2B A AR, WERESCH T B4 A0 B 51 F 7 T4 @ A4
HPREa4S, i EEeESRE S FaH BN E D40, passwd i 2S5T
Wi J5 4, SO G TR EER A SN PRI RT 42, W RPN 3, U XA
ARG . MEB P A EH e AR, MATEMERDS. AT RS
gk W, M MNAZEF R E RN 4, W RS+ NERF 58077 FHEWR .

passwd —d hadoop? 7% 7& 4 hadoop2 HI )" 7€ — 7S w2, AILAELL exit iy 2R H 24
AT, Z 7 8 ) hadoop2 I 5%, H] hadoop2 FjJ7 &5k F| Linux HR 402 AN 2
WA EAT

[root@locahost homel# passwd -d hadoop?2 <==fHBhadoop2 H 7 i) % 15

i bR H P %18 hadoop2.

passwd: FAERKD) %

[root@locahost homel]l# su hadoop?2 <==)#f] Fhadoop2, A E%&M 5
=
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2. Linux £EH P41 a

MAH PG —HPH, RGO —DNH P A R pra R g s . |
Y B R I P s . M BR AIE 5. FH P AL as . ) B RS sz s Lt A X
Jetc/group SCAHH) BB
1) groupadd g%
i Hl groupadd x4 7] LA In—AN 8 FH 4
ik

groupadd [Z# [HFH 4]

o —g: TREHH AR (GID).
o —0: HautH A GID n] A ARG A H P 41 GID #H A .

ZNAL N

(D) o] RGET 3G N groupl 40, Hrdl KA AR IR S 21 200 O A MR bR R 5 1 3EA
1.

[hadoop@locahost ~]# groupadd groupl <==¥sINH P4

[hadoop@locahost ~—1#
(2) RGN group2 4, [FIN T @B 420 PR 15 7& 101.

[hadoop@locahost ~]# groupadd -g 101 group2
[hadoop@locahost ~—]1+#

2) groupdel 1y %
WL MR — A A4, ATLMdE A groupdel i
ik

groupdel [H /4]
AT s BRI groupl ZHER .

[hadoop@locahost ~]# groupdel groupl
[hadoop@locahost ~—]1+#

3) groupmod %
RSN A &, nf LAEH] groupmod iy 4>
ik

groupmod [Z#] [HFH]

BH
o _g: GID 4l 4R B ALbR
o WG FEAF AT



NI
(1) ¥ group2 AHIFZH bR EMCA 102,

[hadoop@locahost ~]1# exit <==iHHHETHF, #Aroot
[root@locahost ~1# groupmod —-g 102 group2 <==¥fgroup24triREM 102

(2) ¥ group2 4RI SEECA 10000, - H¥ group2 411414150 group3.
[root@locahost ~]#groupmod -g 10000 -n group3 group?

4) ZHH

mRE— 1M EN R T2 A, IR efUEZ AN Az my)#e, HEaf
AR P LA . Fi AT DRSS A newerp Ar A R BB 4L, XA A4 1
ZH e HesH P 4

AR N

[hadoop@localhost —~]$ newgrp root

IR 2% A H P U1 R root 4L, ATHESH AL hadoop HH i SE & T root 4 B
e, RPFHP KSR, R A B T DLl A B R 40 BT HOR S5E R

3. SHPK SR AR5

SERH FVE B TAEAVF 2 A7, (B8 7158 b a2 XA % 1 R e AT
BEok. AR A A SRS B AR — e R g b rh, XL H ete/passwd
/etc/shadow. /etc/group &5, I IHI 23 A/ X LE AR N 25

1) /etc/passwd

Jetc/passwd A& F & s E, o pssen 7 A4 s AR P R Al R

SN

name: password: uid: gid: comment: home: shell

W

e name: H]/"Ex4.

e password: H/" & BRI A2 MER, W x Rox. HJH &R RGN,
RGN A KB [F 0 5032, Sl g w87 teisg . e o =%, &
W% OGSk B AT E 4

o uid: FREM I UID. &Rt RG )G, Rgulhizd, mAZH 2R

o gid: WIHR RS EXAH R — B AT A0 R IO, A FH A8 .

o comment: FRORATH 0 LS4 AN N 47T .

e home: F57EH 113 HRIM 4] K12

o shell: IR EFXAE, W EHAT I dr 2 B4R BRAT AR X — X8, &l LA

(AT 7%
AR N Fa
root: x: 0: 0: root: /root: /bin/bash 2

=

FARAI RGN
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=

root Il kA5G BB 6 A “ 7 FF g bR It, I T AN X, R EPREFEREIX 7 A X
%%A{HJE\G
B
B
=B
FIYEL:

PR
NV Ji () A
UID H /7 #Ride
GID 4 #5iH.

whE: Hians.

woNB: R H .

HUB: A E s UHATHEAT T

2) /etc/shadow

/etc/shadow LA (1K) 10 56 AT S /ete/passwd H ] —— X} N, ‘B H pwconv iy 2 HE i
Jetc/passwd s A3 4, ERISCFE R S/ete/passwd /1L, A HAFBRAR, F
Btz A “:” BB,

% 3K

name: passwd: 13675: 0: 99999: 7 :

F—172

FE 1
TE 2.
T 3:
TB 4
FES:
FE 6:
FE T
B 8:
B 9:

—NRRERIK S E CEAE R, BB 27 BRI
?1—.)( 53X/~ shadow %% H *H_Jﬁﬂﬂéﬂﬁ%%%ﬁﬂ{iﬁ .
B INE ) 2E
H 1/1/1970 2, 685 0 R
BNLKE W VB AT R B (0 R “ AT ZEATAT B (a5 20 ) .
R E0K s FH PSSO B & 0 2 i R EL (1 RoR “TRIEHAREIE L) .
Az wr, PR T A R (-1 o “CEEEET).
L2 J5, REHBVERK S R 1 RR “GKEASTER.
ZI AR IR OREL (-1 o “ZIK D
O B PR R AT

H¥WJﬁD1:

hadoop:

gﬁ“ﬁ%:
B
=B
FIYEL:
T
CIVAYE'E
CIRWEE
CYINCE
I

: 17480: 0: 99999: 7 .

hadoop /744 .

R

B B I ISR
AN ] A AR B R AR
R A AR B R RN
AR SR A JLR T .
"5 RN (]

I ECYH I 1]

TR 7B

99999 F /AN T BLAR I

3) /etc/group

B 7 02 08 Linux 24070060 P 304748 B8 Sz 0l v i BCRR 11— Fp o7 =8 BN 46



JmTRAMSH, AP 2, AR s T E2AARBAH. B4
I RIS 2 Z AN P R RO I, Jete/passwd SOl sk 2 T g i E 41, i 8 %
I P e BRI AL, iy AR 2 AR D B In 4

FI 7 20y e) JE PR INZH ) SCAF S, e 205E A H] newgrp v 4E H C R BT 2 17 11 41
[P GE FH T AL BT A B A7 AT ete/group SCPFAR S IESCPRIA A AUt 2R 4BL T /ete/passwd

SCAF, W4T s I T B

% 3K

name: passwd: gid: list

AT — MR S TR, AFEUT ¢ BT

e name: )%,

e passwd: i,

o gid: AFriH.
o list: 4INH A1k,

4. ftmiEsm

RIS F 71 & B4 Linux R45585 B B (0 4 R fig
IJLAMNERJLTANHP, AKRATREMH] useradd iy S &—ds N, AR EH —FIEIE K

0

IR E v
Linux R4t 71 KB 80, aTCARpZIad REH /-, PERUT.
D) Gaf—ANSCAH ;S
R —pl{z Mi/etc/passwd F AL A AH S, 2R IH 44, UID, home
H R AT LAAR ], A s ad ] DL R AR BTN x 5.
0 SCAT usertxt N AW

user001::
user002::
user003::
user004::

user005::

user00n::

601:
602:
603:
604:
605:

60n:

100:
100:
100:
100:
100:

100:

user:
user:
user:
user:

user:

user:

/home/user001:
/home /user002:
/home/user003:
/home /user004:
/home/user005:

/home/user00n:

2) ¥ user.txt Z( i 5 A passwd
DL root B3 FAAT iy & /ust/sbin/newusers, M P11 H A user.txt b S5 A s, 4

R

/bin/bash
/bin/bash
/bin/bash
/bin/bash
/bin/bash

/bin/bash

[root@localhost —~] # newusers < user.txt

SR JE AT LU cat B vi iy 240 B /ete/passwd SO RTINS AN H G . A
Hrfrifi/home H g F AR HILH ) H %

3) 4T fy 4 /usr/sbin/pwunconv

¥ /etc/shadow ;=4[] shadow RN, IR JE [R5 2] /ete/passwd H, Ff44/etc/shadow

LB T 1 & an B s i L1

FRAI RGN

=
7|

N W



Hadoop+Spark X #77#% K ( #RIK )

[¥) shadow % AL A= M 4. JXJEON T 5 “ K207 B E i TAE, MJEHGE shadow

password 1 fj¢ .

[root@localhost ~]# pwunconv

4) G REAS T E FESCAF
WG S passwd.txt N ZRUTF

user001: *%fig
user002: %05
user003: g
user004: 05
user005: %G

user00n: %05

L root & /7 44T 7 % /usr/sbin/chpasswd.
G %, chpasswd 234448 i /usr/bin/passwd iy 2> 2 i il 1) 3% 65 5 N /ete/passwd
IoE Iy =

[root@localhost ~]# chpasswd < passwd.txt

i 8 AL 4 4 1 5 N Jete/passwd [{1 %042 5, 4T /ust/sbin/pweonv iy 2K & b 4 A
shadow password #%5:{, FFH#:45 U5 N/etc/shadow.

[root@localhost ~]# pwconv

KPR E R T KREH A, 2GR 2)/home FET X LR /7 (1) 3 H AL PR 15 B
A IERA, FFE KUl 3 2 15 I

25 S5 RE

1. ZRAASZAE BT 6 %38 Linux FEIU RS, BCE MR, 1 XShell T H e
1F % %42 Linux ERIAL.

2. S2ALE Linux R4 AT tar iy 28 letc H >k 46 1K ete.tar.gz A, J etc.tar.gz
8] 2 /ust/tmp H 3k, FEX) ete.tar.gz AR s .

3. {F/usr/tmp 64 tmpfile.txt SO, X tmpfile.txt % B T4 )AL GAUR.

4. 7A7E Linux R4 04 Hive H1 /7, JF1E Hive H sk 5 H ok T A4 software U2



3
3
w
t

=] it F w2

3 Bl KX Bc &

3.1.1 Shell # A&

Shell 2] C iEF %S HIMERF, E-M M Linux W IHE. Shell BEZ —Ffdr 4
iGE, X2 MERRIHES . Shell N HFERRRME T —ASFti, Ml XA~ Ftim el LA
45 AE AL IR DS o KT Shell PR n]F3 45 — 4E A G

Shell I (Shell Script) & —F A Shell a5 [ EIAFE T o ML ST 151
Shell i 7 J&$& Shell iA%<, {2 Shell 1 Shell Script &y /™ A [w] [FHE 2 .

Shell 4w 2R Java. PHP Zife—FF, Hilq SN Hed 5 AU 1) SCA G 4
i A BEMARESAT I A AR 2

Linux [f] Shell #2522, 5 WA

e Bourne Shell (/usr/bin/sh 2¢/bin/sh)

e Bourne Again Shell (/bin/bash)

e C Shell (/usr/bin/csh)

e K Shell (/usr/bin/ksh)

e Shell for Root (/sbin/sh)

3.1.2 Shell ¥ %

K+ Shell 25 & (K UHFEARAT AT 13 —4ERD A

Linux [1] Shell 4afE /& —FrAES AW GfEiE 5, B XS MR AR &, A =Fh %
(AR A, IRIAR . fRiBAR & A Shell 42 &

AR TR, 45 Shell FAahfefy, #REVTMIALTAR &, A 40fE P 7 83
WA R AR L EF s AT, I Shell P n] DL H & OA B

Jai AR R AR B AR AR B iy A e S, ANAE AT Shell SEH A RE, At Shell
FEREANBE VT 0] 1) Jm) 22 =

Shell 2% & : Shell 2% & & tH Shell F2)/7 % & AR & . Shell 28 & A 37 & M5 AR
w, WA, XA EET Shell FIEHIETT.

Shell 4 FEA LA 4 FE1E 5 10 F EANE 2 b 7E Shell g, A2 & 2R M,
ADIE AR E AR T RIS PR A




Hadoop+Spark X #77# K ( #RIK )

1. Jajifs &k

Shell Gifel, A7 A B E U575 T, [N I 44 1) iy 42 ZBUREA o 0
o WAFRLHHTFEE (a~z, A~Z).

BER . prmetss doUEETES O.

o AREAEFIFR A S

o RAEME bash PR CATLUR help 44 5 (R85 7).

2. Jayiib s e

RO R,
B 4={H
v AR EAE: BUH N RmEE, HEEAERE AN —1S.
A LU

#!/bin/bash

# XA E A -

a="hello world" #%5MIUBANGERTRAE
# FTENEEal(g:

echo -e "A 1i1s: Sa\n"

%1 : bash PAREIN(E, 555 MILIARER CHEAFAE

AT A R gm A, A R NS, JFORAF NSO test_hellobsh, R J5HAT
chmod +x test hello.bsh {ii H: HATHATAPR, 2 f5%m A “ /test hello” By “bash test hello.bsh”
PATIZIAA

FEFFIBAT &G R

A is: hello world

A I A 7 44 A] e s AN 3L A SR, il

num=1

echo "this is the $numst"

FRBIAIFA A" this is the 1st"[fi&"this is the ", XEH T Shell R RAH
numstP{E, M3k XA IFRBE, o LHKFE S kEJF shell 8 num A& FRIEAR 5
7+ H . num=1

echo "this 1s the ${num}st"™
FEFIE TS

this 1s the 1st

3.1.3 Shell 4 % £ #

<+ Shell &% ZHU UL R] G — 4E0S 0 A .
1. R
A LLZEAT Shell AR, [RBIAAL HSE, A NSRS E T hSn. n LR —4




B, =1 APATHAR S DS, 022 HPATIIAISE — 4S5 DU,

RO : DUF AR A fE3E = A28, R0 B

#!/bin/bash

echo “Shellf:EZE54!” ;
echo “BB—NMSHEASL” ;
echo “B NS NS2” ;
echo “BB=1NZSHAS3” ;

N IA B AT HFATAR 5, AT BIAS, S th 45 8 40 T P

[root@localhost —~]# chmod u+x test.sh
[root@localhost —]# ./test.sh 1 8 89

TENES R .

Shellt&id 2550 !
BN HN: 1
BANASHN: 8
BN 89

2. FFF
BRI A ATAN, I YRR A AT R DL SRS 5, W3k 3.1 Fios.

*x 3.1

S 158 AR

$# 235 B A ) Z 201 2L

$x CA—AN 255 7 B os BT AT ) LR 18 1 2 50

$$ BIAZAT ) [ Ay e ID =5

$! o Ie TN — N ERER) ID

S@ 58«8, HRHBING 5, FESI 5P iRBISENZE

$- 7~ Shell 48 H ¥4 ayiktn, 5 set ay2 hFesa

$? Eorifam AR HRE. 0 RoRaE R w, HAMEM R A fix
AL U

#!/bin/bash

echo “Shellf:EZESH!” ;

echo “HFE—NMSHNS1” ;

echo “ZHNMEASE” ;

echo “ULIEMZEIEN—DEFFER: $*7 ;

N FAABCE T PATRR G AT RIAS, e &5 2R 0 T B

[root@localhost —~]# chomod u+x test.sh
[root@localhost —~]# ./test.sh 1 8 89

fTENE R .

N2

Ne
MCJ%IH
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Shellf&i% S H L
B—NSEN:1
SN 3
BN SEEN— DN AR ER: 1 8 89

3.1.4 Shell # 4

WAl b Al A AME, (2 BASH Shell H Sy 4E%, HIaaAb I AN iy 25 A X
No HIRER TR RETE S 2RI, Bl o= Fhrag i 0 IR .
(1) Shell 20 455 R3Rox, JUEM “ZF88 7 755 0 baIt. SIEEAL I ERms T

array name= (valuel value2 value-‘)

array name[0]=valuel
array namel[l]=valuel

array name[2]=valueZ

AR U

#!/bin/bash
my array= (A B "C" D)

(2) B T EE N — kg =T

[roo@localhost —~]# {array_name[index]}

2NN

#!/bin/bash

my array={A B "C" D}

echo "H—1JCHEN: ${my array[0]}"
echo "/ JLHEMN: ${my array[1l]}"
echo "HF=AJCHEN: ${my array[2]}"
echo "HWANITLHEN: ${my array[3]}"

N AIAGCE AT HFATAUOR I, AT AS, et 45 8 a0 R P

[root@localhost —~]# chomod u+x test.sh

[root@localhost —~]# ./test.sh
FTEN G5 3

HB—PNILEN:
BANTLEN:
BEADTLEREN:
FHYATTEN

o O W =



(3) AP ITA It
i “@” 8¢ “=” A DISRIEA P I e .
NG LU

#!/bin/bash

my array[0]=A

my array[2]=B

my array[3]=C

my array[4]=D

echo "B TTENN: ${my array[*]}"
echo "BHTTENEN: ${my array[@]}"

N FABLE A PATRR 5, ATIIAS,  far it &5 2R 00 T P

[root@localhost —~]# chomod u+x test.sh
[root@localhost —]# ./test.sh

fTENES R .

HAHILENEN: ABCD
HAHILENEN: ABCD

(4) SRS JE

PRI A B 55 5 3R B4 s KB T AR AL, SR “$ (#AE[+]} 7 B “$ {#
ZR[@]}” R

2NN

#!/bin/bash

my array[0]=A

my array[2]=B

my array[3]=C

my array[4]=D

echo "BAITTENEN: ${#my array[*]}"

echo "HAHITLENEN: ${#my array[@]}"

N FABEE A PATRR 5, ATIIAS, ey th &5 2R 00 R s

[root@localhost —~]# chomod u+x test.sh
[root@localhost —~]# ./test.sh

FTENES R .

BHTTENEN: 4
BAHITCEANEN: 4

3.1.5 Shell & # #
KT Shell iz 5545 ) UFRE R AT F7 48— 4E S W E .
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Shell F1HAh g 275 5
o SRIBH,

o KARIBHAT

o ?ﬁd&lﬁfifﬁz

o FAFHIEEAT:
o HMIRIZSH AT,

5, XFE s

ﬁ’ﬂ'! @.:Fé:

Jii 4= Shell BASH A 325 ] H ) 2 251z 55, B & n] DL ek in A48 Bh iy 2 SR S, 4. awk

1 expr, P expr LB H

expr & T;ﬁﬁijiitlﬂ“ﬁ]:,w FH 2k 5¢ B ik U SRAE 154
il h 4. FE, RIEAXFSFFFZ 0 EAA K, Flan “2+27 AR
nhh, SEREERR AR T W, BT ALHE R
515, AT Esc @2 TN 355,

%iL?THiMU:?ﬁ
Gk IR “2+27,

1. SARSTAT

Bl “val='expr 2 + 2'”,

% 325U TR IOSAZSAG, Bika b s, 4R b Y 10,
* 32

e R ZE 451

+ ni% 'expr $a + $b'4i AN 15

- AP 'expr $b - $a'45 Lk 5

* feyk 'expr $b \* $a'45 By 50 (VR S RTIA AN A

L, A aescElsfikiz &)

/ Rk 'expr $b / $a'45 oA 2

% B4 'expr $b % $a'45 54 0

= k(B a=$b KL b [F)EHILES a

— HI%E. A IRIR ] true
= A A R ] true
B AR T AT 2 W,

it LB %

[$a = $b]ix|H| false
[$a == $b]ix 1] true
, Biltn, [Sa==SblE4R, WIS K [$a == $b]

A LU

#!/bin/bash

a=>

b=10

val='expr $a + $b'
echo "a +b:$val”
val='expr $b - $a'
echo "b - a:$val"
val='expr $a \* $b'
echo "a*b:$val"
val='expr $b \ $a'
echo "a \ b:Sval"

PATIIAR S, FTERSS R T



at+b:15

b-a:b5

ax*p:50

b\a:?2

Y RIE S N T, AT, BRI R . % 33 FI T2
PR RIBHSF, e ma s, &b R 10,
*z 33
ZEfF i8R Z= 1451
-eq R g AN ORI AR S, AR IR ] true [$a —eq $b] R[] false
-ne I g AN AR S, AR SR IR ] true [$a —ne $b] ix[H] true
-gt F A3 R R T A, w2, R [E true [$a —gt $b] x| false
-t fo i A i M EGR S AN T A A, W, R [E] true [$a -1t $b] R[4 true
-ge R Ze i R T B T AR, A, WiRM true [$8a —ge  $b] ik|H] false
“le i 2o i BRI T AR, Mg, WHRE| true  [$a —le  $b] iR[4] true
ANk
#!/bin/bash
a=o
b=10
1f[$a -eq $b]
TLhen
echo "aAf%%TDp"
else
echo "a% Tb"
fi
if[$a -le S$Sbh]
then
echo "a/p T EZETp"
else
echo "aAf/pTE% T o
fi

PATIHA G, FTEIE R T

aPh%ETDo

a’/pTE % TDo

3. AR AF
%34 50 THE A RATURIZEAT, BoEkEay s, Aab A 10,

* 34
iEE T 15t AP Z&43)
! Fiz 5, RKiAEAN true WHR[| false, HWR[A] true  [! false]iR 7] true
-0 aizd ], H—1FiEA N true, W [H] true [$a —1t 20 —o $b -gt 100] iz [4| true
-a Hizs, WANEIELEA true, A2 0] true [$a -1t 20 —a $b -gt 100] X [4] false

T

N
W

Jor ow W
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ZNGAE I

#!'/bin/bash

a=>b
b=10

1f[$a -1t 20 -o $b -gt 100]
then

echo "HAT T aRERAE"
else

echo "o, HAERM"
fi
1f[$a -1t 20 -a $b —-gt 100]
then

echo "#HUT T It HER/E"
else

echo "JfH, #{EFRM"
fi

PATIHA G, FTENEE T

AT T SR
JFH, #IERM

4. FRHRIsTIST
R3S5HHE T HEHP AR BREEA, e ZEal “abe”, ZZHED A “efg”,

* 35
EH T ;] ]
= I PR A AT R AR A, SRR [B] true [$a=$b] ik|n| false
= R PR A A R AT AR A, AR SRR ] true [$a !=$b] iR[1] true
-z Rl AT B AR 0, Ok 0 3R [H] true [-z $a] R[] false
-n SRR ZET N 0, A4 0 IR[H] true [-n $a] iz [H] true
str AR A A, AN true [str $a] iz[1] true
flﬂfﬁﬂﬁH‘F
#!/bin/bash
a="abc"
b="efg"
1f[$a = $b]
Lhen
echo "ML AR
else
echo "B FREHRAME
1if[str $a]
then
echo "FERFHRANAT
else

echo "FHFH A"



fi
PATIIAR S, FTERS R T

PS4 AN
TAFRA N2

5. XlFhae HAT
SCAHIAIE AT AR 3.6 frne

* 3.6

i & 158 AR 451

-b R SCAF e A e e 3CPF, wndiag, Wik |E| true [-b $file]
- R S A 2 AT v 3CF, WRsE, R [M true [-c $file]
-d Rl SCAF 252 Hax, aR7E, WER (| true [-d $file]
-f R SCAF & R Tl s F, g, Wik [H true [-f $file]
g RS2 WA T SGID A7, filfg, MR [A| true [-g $file]
-k R SCAF 2 il T osticky bit, G050, WERE| true [-k $file]
P il SO AR, R, R[] true [-p $file]
-u RS2 A 7 SUID A7, i, WER[0| true [-u $file]
T R SCAF R A al e, WRE, R[] true [-r $file]
-w R SCAF A RIS, W, MR 0] true [-w $file]
-X Rl SCAF 2 AT, GnoRJE, MR (0| true [-x $file]
-s Fri SCAF A 7w, AN A8 true [-s $file]
e R SCAF R A, W, MR ] true [-e $file]

3.1.6 Shell echo 44~
Shell [1] echo 3§45 PHP [f] echo 5225400, #2174 & (K% .

echo "string"

echo [ FHUI T .
1. Bl

echo "www.bunfly.com"
X H G5 ] LA g, LA b w2 5 b SE R — 2K
echo www.bunfly.com

AT SR T ER G Rk

www.bunfly.com

2. WoREE SR
L\ SEERAEL S, R

ne
M“%H
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echo "\"www.bunfly.com"\"

PATIEFTENGS BT

"www.bunfly.com"
3. IBabae
read 7 MPRHESR A I —AT, FFHEHM AT IR T BN {EFR €47 Shell &2 & .

#!/bin/sh
read name

eche "S$name www.bunfly.com"

UL EARAS PrAT A test.sh, name BUCARAESI A2 5, 55000 F:

[root@localhost —~]# sh test.sh
[root@localhost ~]# we http is
[root@localhost —~]# we http 1s www.bunfly.com

4. Wofifr

echo -e "www.bunfly.com! \n"

echo "It i1is a test"
AT EFTEN G L an T

www.bunfly.com!
It 1is a test

Hrp “e” WHEHZ TG X, FFFHAT.
5. o Aiitr

echo -e "www.bunfly.com! \c"

echo “It is a test”
PATJEFTENES KN T
www.bunfly.com!It is a test

Horp “-e” PIEH TG X, HAHAT.
6. B oREE R HE N 2 Lk

echo "www.bunfly.com!" > myfile

“>7 224t echo [N A LA w1 77 AL B myfile SCfFrp, i “>>7 R IE N Uy
3t echo 1) N 4% 3 myfile XA

7. VSRR AR

WIRAVEATH Xk, Wel -5 5 . oxflin .

echo '"Snamel\" '



TRV EAT R
[root@localhost —~]1# S$namel\"

8. Wt APiTas R
oM prtE, aTPLH G5 “"7. Bl

echo 'date'
b HH 45 B

[root@localhost —~]# Thu Jul 24 08:03:23 CST 2017

3.1.7 Shell printf 44

printf 4& Shell {14y 4, AL Java 111 print(). printf 48] n] L5 | H SCAS B 75 4%
IYBRINZEL, AT LAZE printf AT AR UL AT B, SERT DAFR S ERF RIS . 2o A
757\ BOA printf AR echo H BN INIRATR, AlULFshE N “\n” £7 5820847 H 1.

TEAg s

printf format-string [arguments]

I B 24

o format-string: AA% A% B 7155

e arguments: NSV,

ZNCAL N

[root@localhost —~]# echo "Hello, Shell™
Hello, Shell

[root@localhost ~]#printf "Hello,Shell"
Hell, Shell [root@localhost —~—1#

printf & A] DU k% A0S AU 2EA T IUE
ANk

#!/bin/bash

printf "$-10s %-8s %-4s \n" #4% M5 HAK=E
printf "%-10s %-8s %-4s \n" 5k= 5 70
printf "%-10s %-8s %-4s \n" #&=J/] & 50
printf "%-10s %-8s %-4s \n" £— 5 80

PATIIAS, Har i 45 ]k

n
|

5
o W

wy MRl fRE
k= H 70
=0 A 50
F— H 80
F55%
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IR IR “%-10s” “%-8s” “%-4s” HEAE ARARET . A “%-10s” FIORTFALT I
8 10 N4,
7, BT ESBARESTERER. “\n” RoRATHR, KEIT B .

(R AT AE 10 DA SEI AT N, AR AL I H 3 LA RS I

S8 printf [F)%E AW 3.7 .
* 3.7
BN it AR
\a EHTT
\b Ja il
\c Ao i R P S R AT A7, i H, MR AAZEPREA . AR
K K12 E L S AR B A0 A& U4 1 A B A 15 ARl 22
\f 1 i1
\n AT
\r S
\t ot
\v I H Il R4
\\ —ANF B RO 1T
\ddd s 1= 3 A8 ) \BERIME I 77, RAERS U AT 5 A 2L
\0ddd w2 1~3 A )\ IEHIHE 747

3.1.8 Shell test é4~
Shell (] test iy 4 & H FAY A SN AF S B ROLIN, & T AT H(E . F R sc =

A7 T

L Zfei
% 3.8 4 th T HUEMAAM 4L

#* 3.8
SH 5t PR
-eq SET A B
-ne ANEE TN
-gt R4 B
-ge e R ]S =
1t AR SR
le N TR TN B
AL N
numl=100
num2=100

1f test $[numl] -eq $[num2]

then

echo 'PPEARS!

else

echo "PIPECAMEE! 0



fi

TV EAT R

PSR |

AR R LLAE “S[ 17 P HATEARINFTARZH, -

#!/bin/bash

a=b

b=6

result=$[a+b] #HEEESHILNEER K

echo "result}): Sresult"™

finth 4R

resulty: 11

2. FERFGK
%39 4t T AR S 2L

o,

= 3.9
S 15 BA
= SET I A B
1= ASHFHSE ]
-7 FAT R A A ) A B
n AT A A N FZ N A H
AN

numl="rulnoob"
numZ2="runoob"
1if test Snuml = $num?
then

echo "B FRTHRAHSG!
else

echo ' FRFRAME!
fi

ISR
PR AR

3. A
% 3.10 Z iy 73X FRA I 240

£ 3.10

23 15t BA

WERSCA AR, W H

15

5
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i
S 15t BA
T WA A A7 Bonl 52, W E
m W W R A AFAE Bl S, A

-X W RS AR Bl $uT, NPAE
-s MR A AR DA N5, WK
-d R SCAAFE B H, WY E
f R SCAT AR AR B s F, WA R
-c R A A B P R R SO, W
b an R SCAFAFAE B PR BRSO, W B

LU

cd /bin

1f test -e ./bash

then

echo 'XfFCfFfE!"
else
echo "Xf{FAfFAE!"

fi

ETIRNESE

A OAFAE !

734h, Shell i 42 fit 7 “-a” “-0” “17 = ANGARFRAERT TR IR F A& Rk ok, AL
%éﬂjj “’IJ? “_a?/“ — -H_OJ?G

2NN
cd /bin
1f test -e ./notFile -o -e ./bash
then
echo "f—MIAFAE! T
else

echo "B IMFERAAFLE! "
fi

it 4R
H— AT

3.1.9 Shell /% 72 12 4]

KT Shell it A2 47 il (R IR A A0 S50 v 34— e W :
Shell MfJIL$Ir+U$“ Java, PHP <& FE S [f’]ﬂlﬁjﬁﬁﬁwﬁ 7EX ], Shell 1) EI v
MFEE AR 2%, 1] Java 8Y PHP & 5 (A AE =W el LA 2%, LA Java 18 5 A5, Hor




Java if 5 W AR R0 T LR AN~ 5k

{HAE Shell PAGEX A, WH else 7 LA WENHIAT, MAHEIXA else.
1. if else

if EVERE U R

MRS, WEZm <7 7, HFXs, FHLOf IR, Bl 452, Shell 74
TR Z Bl P TR ) 2 AR 2 HORDT IR, DR Sl BP0, B, if--fi, case--esac 55

if else G2 4% 0 -

if else---if else i& A& 0
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LT 73 8 4 W P 22 e 75 AH =5 -

a=10
b=20

if [ $a —gt $b ]
then

echo "a X TDb"
elif [ Sa -1t $b ]
then

echo "a’/p D"
else

echo "¥%A &I
fi

bt 45 L
a’hTb

2. for TGN
for fE¥h 2 Shell FEfF et iy IR )2 —, —> for fi3A AT LU R E AT
RARIER), HERA KA AL . for A R

for var in iteml item?2 -+ itemN
do
commandl

command?

commandN

done
Tﬁﬁi“?f:
for var in iteml intem?2 -+ itemN; do commandl; command2; -*+; commandN; done

AR BAEAESIR R, for TEHENHAT— XA <, A AR B A4 SRR ) = U
i A A AT AT 2% 1%) Shell 4 F1iE1) o in FIR AT LIS B, AR BRS04

in FRZEAIGER), WRAHE, W for fEMALE M ar- AT E S E. Blan, -4
AR T

for loop in 1 2 3 4 5

do

echo "The value is:$loop"

done
b 45 L

The value 1s:1

The value 1s:2



The value 1s:3
The value 1s:4

The value 1s:5
N 4 S B A

for str in "This is a string"
do
echo $str

done
bt 45 R

This 1s a string

3. while {54y
while 15 1)t FR A HIETE ), & IEH 5 X8R — AN R 8 ) 1 4R 4k e B
ATIEANES) . BRI .

while condition
do
command

done

PAUF 52— AN A while #5346, MRASATE: R it /NH35T 5, A KRR LA,
int A O JT4R, BEROEIAAEFLIS, int i 1; 24T LA EJAAS, R[PIECS 1 3] S, RGZak.

#'!'/bin/sh
int=1
while (( $int<=5 ))
do

echo $int

let "int++"
done

IBATHAA, frth

o = W N

R T Shell [ let fir 4, I THAT AR EAFIER, R DATEN
S kRFRTE,

while JEFFAT A Al 15 8. FHETrh, BN RS E N FILM, 3%
Ctrl+D H & #E45 WG .

=
echo '"#% Pctrl1+DEIBHIGH! 3
=
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echo -n "WHEIARERFI—NMuE:
while read FILM
do

echo ") SFILMZE—/ Mgt »

done
IEATHAS, frian F a5 k.

f& Fctr1+DfiB KI5 !
R AVRE AR — M :  www.bunfly.com
FEM) ! www.bunfly.comyug— i ik !

4. JCPRHGHA
while---do ¥ iE11) 5 while iE1)250L, while J&5C AW &4 2L, WS- A&, MHAT

tEn)e EVEAEI T

while :
do
command
done
%)
while true
do
command
done
oA
for (C ; ;7))

5. until 75556
until fEHAHAT — RV 2 H 25 A EBHE 1E. until 5345 while {3 7E AL EE 77 2 _F

B, — R while AT untl FEH4, (HAEZCEEARDECRG 0T, untl 7534 5 4G H

until &AM 0T

until condition
do

command

done

SAF R AT E IR A, MR R EETEARE, BIES 20847
6. case 15n)
Shell case if11) 4 2 7 SCiE1), FIAXPME USRI | AR ARF 288, case i

n)E e HRIA N E, WHRFIA X PERIEA )7 FF5a i E—2, WPITEHIE].
W, AT S value 4 1, W4T D 5 EG] .

case i VEME U T

case value 1n
1)



commandl

command?

commandN
2)

commandl

command?

commandN
esac

case TAEJ7 X1 EWIfFr R, BUEELAUA B in, BRIzl “)” FE545 R,
BUE AT AR s Bl 2, VCPC R BUE R A3 — ki fe,  JLm T aw 2 AT 2 “;7

IERE SR VP R —ANE T, — HaZmiJCEe, AT 58 VL HBCIZE 0 AH M i 2> i A
Ak HABGEI, W —VCECEm, WA “*” Hligkizfd, HHPITE a2

T EARRE R 1 2] 4, SRR IIEATICAS, WIRVLES, AT S E ) .

echo '"HIA1l R4z [mIMIEH:

ehco "PREIAMETF N

read aNum

case SaNum 1n

1) echo "fREEFET 1’
2} echo "fRIEFET 2"
3} echo "fRIEFET 3"
4} echo "fRIEFET 4"
::); echo "fREFAHANLE|4 2 [H]FEF"

WMANETINE, SAARBER. Bl

WINL3 4. 18] 1) KT
PRE AN E TN -

2

PRikF¥ T 2

7. BRILIEEA
FEPEIRILRE A, A I 77 B 7R AR B IA 45 4 AF i)t il Bk HH 154, Shell 487 F P9 /™ i
AR SEHAZ I RE: break Al continue.

wwwﬂ

5P
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1) break iy %

break iy % RVFBEH T A a3, 2 EPATEH T a3

N, EABEASLIES R P MARE KT S, SRk, R
m || %) Shell $£/55F F, 1ii ] break 7y 2.

LU

#!/bin/bash

while

do
echo -n "HALFISZ MR "
read aNum

case $SaNum 1n

112131415) echo "{REIAMEF K SaNum! "

¥) echo "PRENAMIEFAARLBISLIEIF) L kL sl

break

esac

done
PAT LA I ACES, FrH a5 AN

WALBSZHEF: 3

TR A E A3

WMALRISZE AT : 38

R TPNINE &N ol T R 53 2

2) continue iy %

continue 77 %5 break iy 2L, HA — X, 24T continue iy &), 45 WA KA
N, PG —IKTEIR.
NI

#!/bin/bash

while

do
echo -n "HIAL1FI5Z M5 F:
read aNum
case $aNum 1in

112131415) echo "R AMET K SaNum!

*) echo "REIAMEFARLASLEF!L "
continue

echo "Jifrk&E

e5acC

done



BATAS K, A KT 5 MECAR,  EBIPRESRA ST, 18h0) “echo" ik
AiR"” IKIEARBINT

32 W %% B &

KT R 28 i B 1 DA AR A0 AT 4340 R UL

7 Linux 5% H M 2% 10 AH OC Be B 350 5 2298 B DB FR , Bt DAAE B M 25 1
BN, T U1 3] root 7, Hr A “su—lroot” Ji4m A root & it A
A P3| root A1)

1. &2 ifefg—eth0 1

ifcfg-eth0 4 7F/etc/sysconfig/metwork-scripts/ H sk H, 12 A A7 U A A 285452 11 1) JiEl
A, ifcfg-eth0 ZERINMIE — MK L, WRHBTHAEZWEEL, 247k
HERHE: ifcfg-ethl. ifcfg-eth2. ifcfg-eth3.

ifcfg-ethO 1K) SCAF AR M F 1), K RBIMAKRER IEH TAE. ifcfg-eth0 HH#% 2 S 4L
2 3.11 frose
Fz 3.11
i B REHE 15t BF
DEVICE B4 g, MR
USERCTL [yes | no] - root H 7' 22 15 mJ 48 il i 1 45
BOOTPROTO  [none | static | bootp | dhep ] [ 51 FRAMEFH X | 55273 ic TP | bootp )
| A ]
HWADDR MAC H#ihl-
ONBOOT [ yes | no ] F5E )3 B IR i X 2% 2 11 72 75 4 4
TYPE Ethemet f2% 2, i & Ethemet
NETMASK [} 2% FE 1
IPADDR IP Hbhl:
IPVGINIT [ yes |no ] IPv6 21524
GATEWAY BRI IP Hihl:
BROADCAST I HE
NETWORK %0 25 b 1k

MC B AR IP Huhik, ol T

DEVICE=ethO

HWADDR=00:0C:29:70:75:0B

TYPE=Ethernet
UUID=ba418df8-78dc-496c-9240-907£3851acbe
ONBOOT=yes

NM CONTROLLED=yes

BOOTPROTO=static

IPADDR=192.168.2.100

GATEWAY=192.168.2.1

NETMASK=255.255.255.0

N
wwwﬁ
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M ONBOOT f1 BOOTPROTO Z#{f %, ONBOOT ¥ & /& 15 JT )3 W 2% i 4%,

BOOTPROTO B¢ & SR IP ({550, ASGERREMHLI P bl s & b sas il (static).

ONBOOT=yes
BOOTPROTO=static

i TP ik . FEAS AN G, a2 7E VMware REFUT- & _LECE M 2%, BOCHIER] LAE

VMware V- S [F 2 L “Ygis” — “EIIMNEgmia 2”7 —VMnet8— “NAT ¥ 'H 7 2.

ITPADDR=192.168.1.100
NETMASK=255.255.255.0
GATEWAY=192.168.1.2

BB BhA IP Hhhik, /- |

DEVICE=ethO

HWADDR=00:0C:29:70:75:0B

TYPE=Ethernet
UUID=ba418df8-78dc-496c-9240-907f3851acbe
ONBOOT=yes

NM CONTROLLED=yes

BOOTPROTO=dhcp

WEENSIP EIL R EHAIP RS2, H50 ONBOOT 2 yes, J#+42 BOOTPROTO

KAy dhep BA],

TEVEE, LR B EA IP AR 4 BE A IP, ifcfe-eth0 () DEVICE fil HWADDR

WaZii Ej/etc/udev/rules.d/70-persistent-net.rules 5z f5 — 45— 2.

%1, /etc/udev/rules.d/70-persistent-net.rules H1 1] N W& 3.1 s

[root@Master001 ~]# cat /etc/udev/rules.d/70-persistent-net.rules

# This file was automatically generated by the /lib/udev/write net rules
# program, run by the persistent-net-generator.rules rules file.

#

# You can modify it, as long as you keep each rule on a single

# line, and change only the wvalue of the NAME= key.

# PCI device 0xB086:0x100f (el000)
SUBSYSTEM—"net", ACTION=—"add"™, DRIVERS=="72%*", RTTR{addre55}=="DD:Dc:ZB:BB:ba:eB“* ATT

R{type}=="1", KERNEL=="eth*", NAME="ethO"

Fvmms AWM~ Al L1 #

K 3.1

ifcfg-ethO 1) DEVICE Wi% 4 “eth0”, HWADDR WiZ A “00:0¢:29:89:ba:e8”.
2. &K resolv.conf {1
resolv.conf /& DNS a4 AT R AC B S0/ & s UIR Tl o, BEAT DA — AN QBT

o JRHERACE S L.

resolv.conf S AF R OCHE Y F 24 44, ralin .
e nameserver: & Y. DNS ARZ5231 IP Hihil .

e domain: & X AHBIH 4 .

e search: & XA M RYIFE.



o sortlist: Xf iR Al [ 38 44 HEATHE

B 4% 10 S0 nameserver SCHE P TIRE, WIR A R € nameserver kAN
7l DNS k5525, WALAREERANN, (BILA B A T I .

WAL

[root@localhost —~ ]# v1i /etc/resolv.conf

G U
nameserver 192.168.1.2 # 1 R e L

3. mRMEIRS
BT IP Hhhlk 2 B w3 M2 AR S el B v LA =43 A vFENLa A R L
fili Ff| reboot 1 AJ fifi F init 6 25 Ay 4, TG MR RS HAE AT 2R 4.

i i restart iy 2 E T .
service network restart

FA T fF RS .

service network stop

service network start

AR B 3.2 Frocify Fhi, W 55 ) .

LLLJUL-I.ELJ.LJ.-_IL-L-J.UU_L l||

[root@Master001 ~]# service network restart

EEFRATEO etho: [5f 7E ]
F A EREO: [T 7E ]
FEHERERE O [ ]
38 FAE ethO: (]

[root@Master001l ~]#

K 3.2

4. KAy 1P Huhl R 20k
JA B Mg ik JE, ml Ll ifconfig iy 4 &4 IP bk, Gl IP Muhlkpe & 3], Jf Hije
Es S, #oneamksh, WK 3.3 fin.

[root@Master001 ~]#

[root@Master001l ~)# ifconfig

ethi Link encap:Ethernet HWaddr 00:0C:29:89:BA:EB

inet addr}{192.168.233.101| Bcast:192.168.233.255 Mask:255.255.255.0
inet6t addr: feB0::20c:29ff:fef%:baebB/64 Scope:Link

UP BROADCAST RUNNING MULTICAST MTU:1500 Metric:1

RX packets:940 errcrs:0 dropped:0 overruns:0 frame:0

TX packets:310 errcrs:0 dropped:0 overruns:0 carrier:0

collisions:0 txqueuelen:1000

R¥ bytes:8¢499% (84.4 FKiB) TX bytes:34825 (34.0 EKiB)

1o Link encap:Local Loopback
inet addr:127.0.0.1 Mask:255.0.0.0
inet6 addr: ::1/128 Scope:Host
UP LOOPBACE RUNNING MTU:16436¢ Metric:1
RX packets:0 errors:0 dropped:0 overruns:(0 frame:0
T packets:0 errors:0 dropped:0 overruns:0 carrier:0
collisions:0 txqueuelen:0
EX bytes:0 (0.0 b) T bytes:0 (0.0 b)

K 33

%wnwamarH
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5. SUF&%

ping fir 4 FI 16 i 24 0 5 2 75 B 0 45007 773, 77 LA ping www.baidu.com 216
AN g, AT LA ping #7425 ping A VMnet8 IP #3ill N AME AT . 25y
VLIRS, ping SN, TE BNl BEERY, Bk R LHLAE 2 15 7 o LIL S 2% M

Fi ping #r AR . S0 I RSB0, AT B, ATL ] Ctrl+C 414
HIR Ik, Wil 3.4 Frox.

[root@Master001 ~]# ping 132.168.233.1

PING 192.1e8.233.1 (1%2.16B.233.1) 56(84) bytes of data.

64 bytes from 192.168.233.1: icmp seg=1 ttl=128 time=0.541 ms
64 bytes from 192.168.233.1: icmp seq=2 ttl=128 time=0.4€7 ms
64 bytes from 192.1€8.233.1: icmp s=q=3 ttl=128 time=0.445 ms
64 bytes from 192.168.233.1: icmp seq=4 ttl=128 time=0.45%2 ms
~C

—— 182_.17RA.233_.1 ninag statistics ———

K 34

H ping iy 2 AR S o 40 K HH BRGNP 3.5 FIrass (F0 455 O, WI5d 3% 33 e i, m] LA A CerlC
21 =B A

[ - = e -]

[root@Master(0l ~]# ping www.baidu.com

PING www.a.shifen.com (180.97.33.107) 56(84) bytes of data.
¢4 bytes from 180.9%7.33.107: icmp seg=l ttl=128 tim==35.5 ms
64 bytes from 180.5%7.33.107: icmp seg=2 ttl=128 tim==44.5 ms
64 bytes from 180.97.33.107: icmp seg=3 ttl=128 tim==34.2 ms
¢4 bytes from 180.9%7.33.107: icmp seg=4 ttl=128 tim==35%.4 ms
64 bytes from 180.9%7.33.107: icmp seg=5 ttl=128 time=42.0 ms

K 35

3.3 JJfi5R

1. 24387 Linux 445 Shell A, FTEIH “Hellow WWW.bunfly.com”.
2. 2%7E Linux 455 Shell A, FHBIAFE 520 350 AN 80 n. il 3.
e RIERT



Y
*
N
t

= B PERAE

4.1 FEREFEN

4.1.1 MySQL # #% & fi 4

KT MySQL Ei 4 3 AT TR IR IR A A8 A0 nT 14 —4ErS W =

MySQL & —Fh ¢ 2 BUK s E 2 HE R 48, thfi it MySQL AB A ) JF %, H il J& T Oracle
R 7 il e MySQL s& BLAE S AT I o0 ZR B 50 e 5 BE R 48, 7E Web W H 771, MySQL &
17 [¥) RDBMS (Relational DataBase Management System, X REIEEEH RS NHK
fFZ—.

MySQL & —Ff R IKE U P B R GE . RERE e B IRAFAE A R R, A2
YT B e —A “RBE” W, M7 7 s T RS

MySQL it 1 [¥] SQL 1 5 & H 117 Il Zeda 2 11 d50 7 H AR HEATE 5 - MySQL A4k
FORFZABUE, I3 AR Rk . B HARBUI . TR ARG,  JEIH 2 HAT I
DX —PeH, Rt — e N Bk 1) R i 3 F5F My SQL A Ay W) 3t B4 J2

MySQL 4k R BIE IR, XAPTIEN “ X RA” af LB AR IS, — PR
B e — ARSI, W& 4.1 Fros.

Fig

hu_!_,g w |
iT el 1 o £ W 13959064893 |

2 =[] 2 26 13709077993
3 S i3 25
4 BT Ea 18 159?5?39399‘
5 o= ¥ 19 15000987776 B B
6 A x 20

\

name?||

Kl 4.1

o %3k (header): H 44 FK
e 4| (column): HAAHRIZEHEIE B EIE ML
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o 1T (row): BF—ATHIRHIATEA NS FAKLE B

o {H (value): THIHEMMEE, R MELN H 2N EH KA.

o Ht (key): KM HRIRM IR E I NBM 771, BEAEAE 207 71 H 2 AT E— P
ARENRG /24 MySQL 7E Linux M58 &3 MECE, Wil /744 MySQL (1) DDL. DML,
DCL. DQL (1% FH#AER T i MySQL 1A% H

412 %% MySQL
S F 423 MySQL (I YEROL T 414 — 4R 0L «
(1) 7 Linux RE0P L TAFE A5

A UEIEL Linux R4EH 5 MySQL fifF, Flid yum JE228% 5 A80E 1)
MySQL Jii A

[root@locahost ~]# rpm -ga | grep mysqgl <==rpmfig 2 AH K/ EE L

(2) #1% Linux RGN MySQL %4k
EIE ) N T AR R R, i A O BT i 7 A RS ) HL At ST A B4

[root@locahost ~]# rpm -e mysgl.xxX.xx <=="0 100 ) B A =X
[root@locahost ~]# rpm -e --nodeps mysql.xXxX.XX <==u 7 I B A =X

(3) il yum k%% MySQL.
P14 . 3 mysql-server, mysql, mysql-devel 2225 0, 41235

[root@locahost ~]#yum list | grep mysqgl <==&fyum FWFEF
[root@locahost ~]#yum install -y mysgl-server <==IMySQL-server
[root@locahost ~]#yum install -y mysql <=="1%HiMySQL
[root@locahost ~]#yum install -y mysgl-devel <==%MySQL-devel

(4) 55Uk MySQL & i %3t i “rpm —qi mysql-server” iy %,
WER L MySQL JiRASE 5 5, 278 MySQL 2 il Y] o

[root@locahost —~]1# rpm —-gi mysgl-server

42 FHHREERIRE

4.2.1 MySQL # DDL # 4

KT MySQL 1) DDL #AE UH i A8 T 145 — 4Ea MG .

MySQL DDL & # 45 € G 5, BV R E SR ERT B, e, R, 5
S5, 1R B R A X B EE N A AT A (create) B Calter). )
b (drop) MHAEES .




1. LA

1) create Jof

create B /& MySQL i IR ¥ 22—, ‘B0l LAfE MySQL a2l &,
A AR G it 3k

FERPR

create database databasename

ZNGA LN
(1) g, ZdRE4 7 A mydbl.

mysql> create database mydbl;
(2) Glg—ANEIEE, BIEES b mydb2, I HI& @806 E P 7559k utfs.
mysql> create database mydb2 character set utfs;

2) iy

(1) A 20 5 2 IR 25 4 v 10 B A 8508 /2

mysql> show databases;

7L show databases 7y 44 A MySQL N7 £ %, A5 Z a6 ) mydbl
M mydb2 21, EWEi KUK 4.2 .

mysgl> show databases;

. ¥
| Database |
e +
| information schema |
| | mydbl |
| | mydb2 |
| mysqgl |
| test |
e -
K42

(2) & ZAr i mydb2 K 2 e A6 B
mysql> show create database mydb2;

ifi 1L show create database mydb2 74> 1] LA 21 Hi$i5 %€ 1) mydb2 Z04 FE 11 7€ XA B, 7
& RN & 4.3 fiR.

mysgl> show create database mydbZ;

e e +

| Database | Create Database |

- - -

| myd.bz | CREATE DATABASE ‘myd.bQ * /*140100 DEFAULT CHARACTER SET utfg */ |

o T +

1 row in set (0.00 sec) ®
Kl 43 4

=
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3) Bk

ek alter Yo7 AT DS BAOSAR BE 1158 A5 A . LA mydb2 B4 e A, 2 {i7E MySQL
FEIE T mydb2 Zd 7, JFHZETRE AR SN utl8, nJLLf L alter K mydb2 £k 14 1)
SISO gbk.

mysgl> alter database mydb2 character set gbk;

4T alter database mydb2 character set gbk UL 5, mydb2 [KJFZ4F8E L4 M2 i (1) utf8
kT gbk, & 4.4 ik,

mysgl> show create database mydb2;
e b -
| Database | Create Database

I
o S —+
| mydb2 | CREATE DATABASE ‘mydb2‘' /*!40100 DEFAULT CHARACTER SET| utff */ |

1l row in set (0.00 sec)

mysqgl>| alter database mydb2 character set gbk;
Query OK, I row affected (0.00 se&c)

mysqgl> show create database mydb2;

e ———— T —— -
| Database | Create Database |
e ———————— e ————— ——
| mydb2 | CREATE DATABASE ‘mydb2‘ /*!40100 DEFAULT CHARACTER SET gbk %/ |
- ————————————————————————————————————————————————— = —— +

1 row 1in set (0.00 sec)

Kl 44

4) MipE

A LI RL drop JCH#E I R T € 2l ZE . W HE L “Query OK, 0 rows affected (0.00
sec)”, W SMIBRI, WE 4.5 Fros.

5) HiAth

select JCHE 7 AT LU T & F £ FE AT RPIR S, anlEl 4.6 Pk

W AT LU 2 A B 2, AT DS A use JCEEEORSEEL, WK 4.7 ror.

mysgl> select database (),

o +
| database() |
t————— +
| NULL |
mysqgl> drop database mydbZ: +""'f """ + mysgl> use mydbl;
Query OK, 0 rows affected (0.00 sec) 1 row in set (0.00 sec) Database changed
K 45 & 4.6 & 4.7

2. PR{EEdG#
(1) 7E create JeBE 7 51 I I table 2%, FnBIEERIEN) .
B

create table tablename (

columnl type,



column?2 type,

columnN type
) ;
MySQL @RI Al LA Z A5, SAFIAAT — B2 8, XL 80 A R
RSP E I B SR R WSk 4.1 o,

* 41
il 15 BR
it H
double V2
char ] 5 < S A A5 R S
varchar A AR 5 AR R R
text FAF A
blob TR
date H IR yyyy-MM-dd
time [ TR]Z5 7 hh:mm:ss
timestamp i [a) kR Y yyyy-MM-dd hhommess 2% [ g {E
datatime H 6 [a] 258 yyyy-MM-dd hh:mm:ss

AWIF, 7F mydbl ﬁf{ﬂ%]ﬁﬂljﬁdﬁ—f}& student #¢, tLrj145 id, name, chinese. english,
math T N7, AN FBERB ) 2 BB . AT R R BRI s R A,

create table mydbl.student (
id int,
name varchar (20),
chinese double,
english double,
math double

) ;

(2) i AZ s o] LT insert into JCEEARSCHL, iR T 24 A 25504, F £
RRER 2B “7 f5500.
EQ%Z:

insert into talbename (columnl,column?2,..) values(valuel,value?2,..)

A S ANE T E— XN (columl=valuel ), W FTHFELEXMA, FEHLA]
DLAG W, B WA 20042 FR3 23 e ) () L2 47 N
s, EIXHEIHEA T 7 &EN), BRRENH 7 FRIT.

insert into mydbl.student (id, name, chinese,english,math) wvalues (1, '5k—"

78.8,98,66) ; -

insert into mydbl.student (id, name, chinese,english,math) values (2, '%.' ®
4
=

88.5,68,96);

HIESEIRTE
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insert into mydbl.student (id, name,chinese,english,math) wvalues(3,"' 3",
98,96, 96) ;
insert into mydbl.student (id, name,chinese,english,math) values (4, "5kK% "',
78, 68, 66) ;
insert into mydbl.student (id, name,chinese,english,math) values(5,' &5k ",
76,88, 86) ;
insert into mydbl.student (id, name, chinese,english,math) values (6, 'FR&",
58,48, 36) ;
insert into mydbl.student (id, name, chinese,english,math) wvalues(7,"'X|Z&",
88,85, 86) ;

e

insert into mydbl.student (id, name,chinese,english,math)
values (8, ' LJWi', 98,85, 96),
(9, '®&¥"',88,75,76),
(10, "FE2',68,95,76),
(11, '5k{@{E", 78,95, 86) ;

it select * from mydbl1.student 141 n] DL it ik il AR B N, G AT
DAE LR AT 0 PR 7 R ] AR AN K s, &l 4.8 P

(3) A HarEds = KT A R

AT 28 T AW AR RIS 1), 3K BRSNS B 8l 2 o R R 34T 1A .

A LA “mysql> use database” 15 1) 3 A AW, X5 HHAT “mysgl> show
tables” TH 1) W N iZ BB FEP IR, Wil 4.9 Pk,

mysgl> select * from mydbl.student;

G G G G e +

| 1d | name | chinese | english | math |

N Fm—————————— e ————— fm———————— e ~

| 1| %= | 78.8 | 98 | 66 |

| 2 | =Y | 88.5 | 68 | 96 |

| 3 | X | 98 | 96 | 96 |

| 4 | FRE | 78 | 68 | 66 |

| 5 | Z5REE | 76 | ge | 86 | mysql> use mydbl;

| 6 | PR& | o8 | 48 | 36 | Database changed

| 7 1 XNE | 88 | 85 | 86 | mysql> show tables;

| 8 EB | 98 | 85 | 96 | Fom +

| 9 | B=F | 88 | 75 1 76 | | Tables_in mydbl |

| 10 | EXZ | 68 | 95 | 76 | t—— - +

| 11 | FELE | 78 | 95 | 86 | | student |

fe=————— e tmm——————— t————————- o - +--—— +

11 rows in set (0.00 sec) 1 row in set (0.00 sec)
K 48 & 4.9

(4) BERPFELLGR.

desc tablename ¥ 1) n] UL SR A W R A BITEANMG S, Wil 4.10 s

(5) ZRIBIM—51.

R 7EAE it A2 A &I student & Hr kb age 41, U A] LIAd ] alter---add JC88 ¥, 45



student LR IN—41, %444 age, KRB N FFF S8 H varchar, W& 4.11 fiR.

mysql> desc mydbl.student;

o - +—————- o -
| Field | Type | Null | Rey | Default | Extra |
- - - +——— - - +
| id | int (11) | YES | | NULL | |
| name | wvarchar(20) | YES | | NULL | |
| chinese | double | YES | | NULL I |
| english | double | YES | | NULL I |
| math | double | YES | | NULL | |
e ———— e Fm————— e e ————— e +

5 rows 1in set (0.00 sec)

K 4.10

mysgl>|alter table mydbl.student add age varchar(5); |
Query OE, 11 rows affected (0.01 sec)
Records: 11 Duplicates: 0 Warnings: 0

mysgl> desc mydbl.student;

t———————— t———————————— e +————= t———————— t—————— +
| Field | Type | Null | Rey | Default | Extra |
+———— $————— +—————- +————- +——————— +———— +
| id | int(11) | YES | | NULL | |
| name | wvarchar(20) | YES | | NULIL | |
| chinese | double | YES | | NULL I |
| english | double | YES | | NULL | |
| math | double | YES | | NULL | |
| [age | varchar(5) [ YES | | NULL | | |
to——————— e e t———— tm———————e = +
& rows 1n set (0.00 sec)
& 411

(6) &,

L] S R0 age SRR, MAFERS & LSO UH L, X HLY) age 16 H A& F 47
R, AFFARMEE, wREEMAENE, T LI alter---modify JCHE 7 age ¥
B 1Y) varchar 385 040 4 int 254,

FERPRE

alter table tablename modify column type

BN 4.12 pros.

mysql>$;lter table mydbl.student modify age int:

Query r 11 rows atfected [U0.02 sec)

Records: 11 Duplicates: 0 Warnings: 0

mysql> desc mydbl.student;

o o —————— - $o———————— $————— +

| Field | Type | Null | Rey | Default | Extra |

o o - +———— - o +

| id | int{11) | YES | | NULL | |

| name | warchar {(20) | YES | | NULL | |

| chinese | double | YES | | NULIL | |

| english | double | YES | | NULL | |

| math | double | YES | | NULL | |

| Bge [ int {11) [ YES | [ NULL | | |

$—————— t———————————— +——— +————- +————— = +

6 rows in set (0.01 sec) Eﬁ
Kl 412 4

=

KA FEIRAF
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(7) MERF.
WIRATFEAFH ], AT LLA alter---drop JCHEE i M FRIX —%1 .
TE

alter table tablename drop cloumn

A& 4.13 ok

mysql>| alter table mydbl.student drop age;
Query OK, 11 rows affected (0.02 sec)
Records: 11 Duplicates: 0 Warnings: 0

mysqgl> desc mydbl.student;

- e $-————- +————- - - -
| Field | Type | Null | Key | Default | Extra |
+-——— +-—-—— e +-——- +—————— +-——— +
| id | int(11) | YES | | NULL | |

| name | varchar(20) | YES | | NULL | |

| chinese | double | YES | | NULL | |

| english | double | YES | | NULL | |

| math | double | YES | | NULL | |
e e e e e e —— 1
5 rows in set (0.01 sec)

K 413

(8) HhFEKA.
¥ student K14 7 iy 44 4 user student, 7] LA [f] rename table---to JCHE 7RSI,

ABInE 4.14 .

mysgl> show tables;

e -
| Tables in mydbl |
o +
| |student |
e — -

1 row in set (0.00 sec)

mysgl>| rename table mydbl.student to user student;
Query OK, 0 rows affected (0.00 sec)

mysql> show tables;

e -
| Tables in mydbl |
o +
| luser student |
e ———— +

1 row in set (0.00 sec)
K 414

(9) BRI FHIE,
I 4.15 Fros.
(10) HEMNH| 4.

alter table user student change name username varchar (20);

e user student: 7 EAE KA.



e name: iy 2 EEUTIFNAA .
e username varchar(20): Fr ()51 44 FI2EHY,

RPN E 4.16

7 o

e e e T e ke il T e [ L

mysql> alter table user_ student set gbk;

ERROR 1064 (42000): You have an error in your SQL syntax;
onds to your MySQL server version for the right syntax to

mysqgl> alter table user student character set gbk;
Query OK, 11 rows affected (0.01 sec)
Records: 11 Duplicates: 0 Warnings: 0

mysql> show create table mydbl.user student;

- -
-—4
| Table | Create Table

|
e ————————— i ———
-—+

| user student | CREATE TABLE ‘user_ student® (
*id® int (11) DEFAULT NULL,
*name” warchar(20) CHARACTER SET latinl DEFAULT NULL,
‘chinese’ double DEFAULT NULL,
‘english® double DEFAULT NULL,
‘math’® double DEFAULT NULL

) ENGINE=MyISAM DEFAULT C‘HARSETI

T e

K 415
mysgl>|alter table user_ student change name user name varchar (20);
Query OK, 1l rows affected, 11 warnings (0.02 sec)
Records: 11 Duplicates: 0 Warnings: 0
mysql> desc user_ student;
Fo—— o +—————— = Fm———————— Fm———— +
| Field | Type | Null | RKey | Default | Extra |
I P I +—— T § p——————r— +
| id | int (11) | YES | | NULL | |
| luser name || wvarchar(20) | YEsS | | NULL | |
| chinese | double | YES | | NULL | |
| english | double | YES | | NULL | |
| math | double | YES | | NULL | |
Fomm e Fomm——— o e e +
S rows in set (0.00 sec)

K 416

(11) I FEELH
KPR TRV iZ BAA T DAME—br iR H O %1, X SRR RAE I 50RR 8 3

SRAME SR AT T WM. & F8En] LU H] alter table---add constraint primary key(-+)i&

T, W id A BCE T

G R, SRR A T AREL, BII, PR BRI,
%
4
ca

KB IR
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mysgl> alter table user student add constraint primary key(id);

A 4.17 s

m mysqgl> alter table user student add constraint primary key(id);
Query OK, 11 rows affected (0.01 sec)
Records: 11 Duplicates: 0 Warnings: 0

mysqgl> desc user student;

tm——————— tm—————————— - - +———— tm—————— - +
| Field | Type | Null | Key | Default | Extra |
fm——————— $———————— $———— - to————— 4 -
| 1d | int(11) | NO ||PRI | 0 | |
| user name | wvarchar(20) | YES | | NULL | |
| chinese | double | YES | | NULL | |
| english | double | YES | | NULL | |
| math | double | YES | | NULL | |
t—————————— $—————— +————- +-———- +——————— $——————- +
5 rows in set (0.00 sec)
K 4.17

(12) M.

mysgl> drop table user student;

A 4.18 Pros .
iy g
mysgl> drop table user student;
Query OK, 0 rows affected (0.00 sec)

mysgl> show tables;
Empty set (0.00 sec)

mysgl>

K 4.18

4.2.2 MySQL % DML # 4%

KT MySQL 1) DML #A4E Ui AL n] 414 — 4ES WA

DML &%) F& th 1 #dE 361746 A\ (insert), 1504 Cupdate). % (delete)
LRtk

(1) 7F mydbl Fffs ) rh ) — ok student &, #HAEWT:

create table mydbl.student (
id int,
name varchar (20),
chinese double,
english double,
math double

) ;
(2) Fdiddi A (insert), FEEU T

insert into mydbl.student (id, name, chinese,english,math) values (1, '5k=",



78.8,98,660);
insert into mydbl.student (id, name, chinese,english,math) values (2, "'Z/",
88.5,68,96) ;
insert into mydbl.student (id, name, chinese,english,math) values (3, ' 3",
98,96, 96) ;
insert into mydbl.student (id, name, chinese,english,math) values (4, "5k% ",
78,68, 66) ;
insert into mydbl.student (id, name, chinese,english,math) values (5, 'Z5hsm’,
76,88, 86) ;
insert into mydbl.student (id, name,chinese,english,math) values (6, "Ff&E",
58,48, 36) ;
insert into mydbl.student (id, name, chinese,english,math) wvalues (7, "X|&",
88,85, 86) ;
insert into mydbl.student (id, name, chinese,english,math)

values (8, " LWi', 98,85, 96),

(9, '#®&F',88,75,76),

(10, 'E2",68,95,76),

(11, '5k{&fE", 78,95, 86) ;

(3) &f student TP IIEE, FAFWIT:
mysql> select * from mydbl.student;

AN E 4.19 Fros.

mysgl> select * from mydbl.student;

+——— t————— - - +——— -
| 1d | name | chinese | english | math |
- - - - - +
| 1| = | 78.8 | 98 | 66 |
| 2 | =4 | 8.5 | 68 | 96 |
| 3 | IR | 98 | 96 | 96 |

| 4 | FRE | 78 | 68 | 66 |
| S | ZEERIE | 76 | 88 | 86 |

| 6 | PR | 58 | 48 | 36 |
I 7 | XIE | 88 | 85 | 36 |

| 8 | FEBH | 98 | 85 | 96 |
| 9 | BAF | 88 | 75 | 76 |

| 10 | EXZ | 68 | 95 | 76 |

| 11 | FREFE | 78 | 95 | 86 |
- - ———————e +-——————— t———————— t————— +
11 rows 1n set (0.00 sec)

K 4.19

(4) B2 (update). fEUn A ILTKARAT (PG RS K, 2o 4% SE R AAEAT 1F) 18 SC Rk @i 98
a7 B SR AR R, IXI ] LA update 5 28 20K AR AT (R VE 3L 40, 7l an 1] 4.20 Fros.
(5) MEg (delete).

B

-,

delete from tablename [where cloumn=value]

%
4
%

HIESEIRTE
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mysgl>| update mydbl.student set chinese=98 where id=11;
Query OK, 1 row affected (0.01 sec)
Rows matched: 1 Changed: 1 Warnings: 0

mysqgl> select * from mydbl.student;

t————— tmm e ————— tmm——————— o —————— e +
| id | name | chinese | english | math |
- e —————— $————— e 4 +
| 1| = | 78.8 | 98 | 66 |
| 2 | Z | 88.5 | 68 | 96 |
| 3 | =R 98 | 9¢ | 96 |
I 4 | FE I 78 | 68 | 66 |
| 5 | ZELEEE | 76 | 88 | 86 |
| e | BRE | 58 | 48 | 36 |
| 7 | X2 | 88 | 85 | 86 |
I 8 | FEH I 98 | 85 | 96 |
| 9 | BXF | 88 | 75 | 76 |
| 10 | Xz | 68 | 95 | 76 |
| 11 | FkEME | 98 || 95 | 86 |
e o o - S +

11 rows in set (0.00 sec)

K 4.20

© MFRFR DS H “S” B5EAadx, Wikl 4.21 s,

mysqgl> |delete from mydbl.student where id=5;
Query OK, I row aifected (U0.00 sec)

mysqgl> select * from mydbl.student;

fm———— Fmm e ————— e —— e ——— Fm———— +
| id | name | chinese | english | math |
$—————- - - - F—————- -
| 1| 5k= | 78.8 | 98 | 66 |

| 2 | =[O | 88.5 | 68 | 96 |

| 3 | EWER | 98 | 96 | 96 |
| AL EF | 78 | 68 | 66 |

| 6 | BRE | 58 | 48 | 36 |

| 71 XE | 88 | 85 | 86 |

| 8 | EM I 98 | 85 | 96 |

I 9 | BXF I 88 | 15 | 76 |

| 10 | EXZ | 68 | 95 | 76 |

| 11 | FKEBLE | 98 | 95 | 86 |
- t—————————— t—————— t—————— t———— +

10 rows 1n set (0.00 sec)

K 421

@ H] delete BRI % -

mysql> delete from mydbl.student;

3 H] truncate fif|FR 2 H A7 id 5k :

mysql> truncate table mydbl.student;

delete Al truncate #A] LAMHFRE 1154 . delete BRI Eds, RETHELAE, MER
J& R & ik nT BLE IRl . truncate MR 4R 455K drop f5, ARG FFEIEE —ANEFERDET R, M
BRI A G ], (HE AT delete .



4.3 HEEH PRIE

L
L.

43.1 #lZ AP

ik
create user username@localhost identified by 'passwd'

R -

e username: )" % .

e localhost: 5 ZC 2 ] LA7 [m) Z0 4 FE Ryt bk o “%” AR I N AR T LA U5 ) 124504 14
localhost A F H GEAHLUT ] o

o passwd: H]J7 %,

I E 4.22 IR .

mysql>

mysqgl> create user mydb@'%' i1dentified by '1234576'

mysql> select User,Host from mysqgl.User;

ERROR 1146 (42502): Table 'mysgl.User' doesn't exist
mysql> select User,Host from mysgl.user;

+-—-—-- t—mm - +
| User | Host |
$-——— e +
|[mydb | % | |
| reot | 127.0.0.1 |
| | localhost I
| root | localhost [
| | localhost.localdomain |
| root | localhost.localdomain |
fmmmmee e e e +

& rows 1n set (0.00 sec)

K 4.22

Al LUl b “select user,Host from mysql.user” &1 5G4E F 7 61 4 2 15 il
432 4 HPEK

ik

grant tfR1, -+, BFRn on *.* to user name@localhost

T -

@O PR

o all: AR

o create: WATH /G IRITIIR .

o alter: T/ MBEMERITIIR. F

o drop: WA H /7 MR R AR . 4
.

HIESEIRTE
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o insert: WAl AL IR .
o update: T H )7 BT AR A PR
o JLAAPR.
@ **: FA =" TGSV RIAHEGEE, F oA 7 REZHPITE R,
(3 user name: M) %
@ localhost: fif & e F2 AJ LA i) B4 FE IR ik« “ % ” ARFR BT A7 A1 T LAV i) i 55080
localhost A& HBEAHL T 0]
AN 4.23 Frose

I.I.I._'! = '—_l.l- -
mysgl> grant all on *.* to mydb@localhost;
Query OE, 0 rows affected (0.00 sec)

mysgl> show grants for mydb@localhost;

e +
| Grants for mydb@localhost |
- +
| GRANT ALL PRIVILEGES ON *.* TO 'mydb'@'localhost' |
e e ——————— +

1l row 1in set (0.00 sec)

K 423

Al LU f “show grants for mydb@localhost” 1 11) 5 E 2 BUE A5 B .
4.3.3 MWEAARK

(AP

revoke tPR1, =+, AfRn on *.* from user name@localhost

A E 4.24 Fros

mysq1>|show grants for mydb@'s';

| GRANT EEL PRIVILEGES ON *.* TO 'mydb'@'s'
15B6E14ABR46ESBCGTETLIF" |

1 row in set (0.00 sec)

mysgl> revoke all on *.%* from mydb@'%";
Query OK, 0 rows affected (0.00 sec)

mysgl> show grants for mydb@'%':

| GRANT| USAGE |[ON *.* TO 'mydb'@'%' IDENTIFIE
A46ESBCETETLIF"' |

1 row in set (0.00 sec)

K 424



M IR AT LA Y, mydb B 7 A PR IS 1) revoke- -+ from 15445 5, mydb H /7 1)
ALL PRIVILEGES fJRZ5 % T USAGE #{ R .

434 HH AARE

FAAEZ i LAl I

ik

aE ) BRER .

show grants for user name@localhost

R
e user name: /74

o localhost: 5 € ZCHEAJ AT 0 204 ZE ) Hi kb o “%” ARR Frf A A8 aT DL a1z 208 e
“localhost” {8 L HEAHLUT M) .

B 4.25 Fros.

mysgl> show grants for mydb@'S':;

+ ________________________________________________
_______________ +
| GRANT USAGE ON *.* TO 'mydb'@'$' IDENTIFIED BY
A46ESBCETETIF' |
+ ________________________________________________
_______________ +

1 row in set (0.00 sec)

435 #H|k AP~

ks

K 4.25

drop user user namellocalhost

e user name: H/"%.

o localhost: 85 ZCHE AJ LG A 04 ZE ) kb o “%” ARR Fra AN A8 a] DL a1 208 e -
“localhost” X HLBEASHLIT W]

AWl 4.26 Fros.

mysql>[drop user mydb@'$'; |

Query OEK, 0 rows affected (0.00 sec)

mysgl> select User,Host from mysgl.user;

localhost.localdomain |

e e e e e e e +
| User | Host |
- e +
| root | 127.0.0.1 |
| | localhost |
| mydb | localhost |
| root | localhost |
| |

| I

6 rows in set (0.00 sec)

K 4.26

localhost.localdomain |

HIESEIRTE

= o]
Ln
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43.6 Wk ArFr B

165 38 iR A A R AE, (E 2 W AN/ N O S0 T 300 5 7 2 3 I

m VE, B Pt sy il 58—, B0 mysql 2088 72§11 user R 135 € H ) 1) %56 ;

0, BT user K Jn W AHHAT flush privileges HUFT IR IR, B XU E DA 2424
B

update mysql.user set password=password(‘passwd’) where User='"new username’;

flush privileges;

L& 4.27 s

—
mysgql> update mysgl.user set password=password('bunfly') where user="mydb';
Query OK, 1 row affected (0.00 sec)

Rows matched: 1 Changed: 1 Warnings: 0

mysgl> flush privileges;
Query OEK, 0 rows affected (0.00 sec)

mysgl> exit;

Bye

[root@localhost ~]# mysgl -u mydb -pbunfly

Welcome to the MySQL monitor. Commands end with ; or \g.
Your MySQL connection id is 6

Server version: 5.1.73 Source distribution

Copyright (c) 2000, 2013, Oracle and/or its affiliates. All rights reserved.
Oracle is a registered trademark of Oracle Corporation and/or its

affiliates. Other names may be trademarks of their respective
owners.

Type 'help;' or '\h' for help. Type '\c' to clear the current input statement.

mysqgl>

K 4.27

iR 748 A “update mysqgl.user set password=password('bunfly') where user='mydb'” i
BT mydb F RS, JRUEE SO “bunfly”, FIHEE 7 Ut 7 user &, il
L “flush privileges” 11 K2 UL 1) user R FUR IMACRIAR, A0H #6520 il exit
B TS ok mysql (AT, AR )E HDBH ) 8 sk B0 6 A2 A58 2ok )

44 FIREETEIRE

DQL #AE X B dhn 884, 04T DQL ) AN d Bl #EA T 503, i
Bl e AR GV 2 i o 25 1 B 2 I 4.2.2 AT ) student AL

T DQL [P UHfA LA AT F 4 — 4EMS W

A JCH -, select

ks

select columnl, column2, -+ from tablename [where | group by | having | order



by | limit ]

i -
e column: %14,
e tablename: #* % .

e where: 1.

e group by: X &iRIr4. desc HIFFF, asc HTHF (ERIAD.

e having: 7415151t
e order by: XJ &5 4.

o limit: Z5H[RE.
1. &by if

(1) EWPra 5 el AEABEECR “*” Rox, Wal LA PG 7B

mysql> select * from mydbl.student;

517

mysgl> select id,name,chinese,english,math from mydbl.student;

(2) Elde ey H il 25 0 E AW 2 B kR A] .

mysgl> select id,name from mydbl.student;

2. Ak

(1) AW A B4 ) where JCHES, 7F where o) o] LAT IR 4.2 Fi
N PESE RSP G R o

x 4.2

BEEFXHETF it BR

== NET

< ;]\.J‘.

<= AN AT

> KT

>= NG LS

between---and P e A | 7 ok |

in HAF AW

1s null y i

and Jf H

or ol

not Anee-

(2) &) “EX” i/ 80 A 224, Wil 4.28 .

=
4
=

W SFIRTE
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mysgl> select name,chinese from mydbl.student where chinese<80;
e o -
| name | chinese |
o o -
| — | 78.8 |
| 5= | 78 |
| BR& | 58 |
| EXZ | 68 |
o o +
4 rows 1n set (0.00 sec)

K 4.28

(3) &y “H#E3C” lEvh T 80 7p, B “HSE T Bsth T 70 T A, WA 4.29
IV

mysgl> select name,chinese,math from mydbl.student where chinese<80 or math<70;

t———————— po————— $———— +
| name | chinese | math |
+—————— +——— +————— +
| = | 78.8 | ee |
| T3 | 78 | 66 |
| PR | 58 | 36 |
| EXKZ | 68 | 76 |
f——————————e $m—————— 4 +

4 rows in set (0.00 sec)

K 4.29

(4) FEif] “YESC” RGN T 80 4y, JEH “KE” REUNT 10 S IFTE L, Wi 4.30
g«

mysgl> select name,chinese,math from mydbl.student where chinese<80 and math<70;

T fm———————- T 4
| name | chinese | math |
e e B
| &= | 78.8 | 66 |
| 5E | 18 | 66 |
| BRE | 58 | 36 |
fmmm————— fmmm fmmm——m +

3 rows in set (0.00 sec)

K 4.30

(5) &) “THIL” WGHE 80~100 7 P A 274
Jil—: i 431 fror.

mysgl> select * from mydbl.student where chinese>=80 and chinese <=100;
- e ——— o e ——— - +
| id | name | chinese | english | math |
$———— e ———— L e —— e —— L +
| 2 | =N | 88.5 | 68 | 96 |

I 3 | I | 98 | 96 | 96 |

I 71 XIE | 88 | 85 | ge |

| 8 | EMH | 98 | 85 | 96 |

| 9 | BAF | 88 | 75 | 76 |

I 11 | FE{=Z4E | 98 | 95 | g6 |
e e ———— e — e — e — +
6 rows in set (0.00 sec)




Fa s & 4.32 Fros.

mysgl> select * from mydbl.student where chinese between 80 and 100;

$om— e Fom S -
| id | name | chinese | english | math |
$o———— Fom o fom e -
l 2 | ZFEQ | 88.5 | 68 | 96 |
l 3 | =3 | 98 | 96 | 96 |
l 71 XE | 88 | 85 | 86 |
l 8 | FE | 98 | 85 | 96 |
| 9 | BXF | 88 | 75 | 76 |
| 11 | FR{EBAE | 98 | 95 | 86 |
e o ———— o o - -

6 rows 1n set (0.00 sec)

K 4.32

(6) AWPAFERNNRSTE R, JH% “THI” MG RURA, Wi 4.33 Jios.

mysgl> select * from mydbl.student order by chinese desc;
+—————- t——————————— t———————— f———————— +—————- +
| i1d | name | chinese | english | math |
- t——————— - ———————— - -
| 11 | FEER4E | 98 | 95 | 86 |

| 3 | EFH 98 | 96 | 96 |
| 8 | XM | 98 | 85 | 96 |

| 2 | == | 88.5 | 68 | 96 |

| 9 | BT | 88 | 75 | 76 |

| 7 | XUE I 88 | 85 | e |

I 1 | = | 78.8 | 98 | 66 |

I 4 | FRE= I 78 | 68 | 66 |

I 10 | EXZ | e8 | 95 | 76 |

I 6 | BR=E I 58 | 48 | 36 |
- e === +t——— +———— +
10 rows in set (0.00 sec)

K 433

(7) EWESHAT =02 AEE R, i 434 Pros.

mysgl> select * from
-> (select id,name, (chinese+english+math)score sum from mydbl.student) t
=> order by t.score_sum
-> limit 3;

e - Fom -
| 1d | name | score sum |
t——— - t———————— +
| 6 | PR | 142 |
I 4 | FEE | 21z |
| 9 | BAF | 239 |
+—————- t———————- t—————————— +

3 rows in set (0.00 sec)

K 434

iRl L “select 1d,name, (chinese+english+math)score sum from mydb1 student” m

i A = T VRGUHCRARAE, FHEERAE AV “Iai R, RIGEEXAD “IER" 1 | 5
SR RS )
=

KA FEIRAF
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45 @5F

90 1. ¢ Linux &% MySQL izt bunfly R, k% 43 A% 44 TR 0l00a
Student % Fl Score 3 .

*x 43
FE A FE A iR FiE s g2 =
Name 4 VARCHAR(20) 15 17 i
Sex il VARCHAR(4) 3 15 i
Birth AT VARCHAR(10) i i i
Department bt F& VARCHAR(20) i i i
Address xBEATHE VARCHAR(50) 1 1 i
Stu id e INT (10) 11 i &
* 44
FE A FE A HE AR FH S =
Stu id ] INT(10) i i i
C name R4 VARCHAR(20) i i i
Grade T INT(10) i i i
2. 5435 4.5 M3 4.6 NN Student 1 Score Z& 88 NN 25 .
* 45
LT - 351 A F 149 IER K EELE ¥
X— 5 1994/11/26 HFR i 20157259
= 5 1993/6/11 BT R | yn 20153174
G| § 1994/9/21 ¥R 15t 20157824
2= 5 1993/1/26 EELER =T 20155367
+tHh B 1993/9/18 R LRER gl 20152240
7N 1994/9/26 BEE LR gl 20152229
It L 1994/11/5 EELER EWN 20154781
I\ & 1995/1/29 EELER =T 20157395
I\ 5 1994/9/3 EERILER WL 20155985
A+ & 1994/12/2 ML LR R v 20155846
= 4.6
FS RIZA 7
20157259 D' 90
20157259 v 58
20157259 A 39
20152240 ' 91
20152240 S 95
20152240 A 75

20152229 B\ 60




FS HRIZEA 7
20152229 I 58
20152229 A s 53
20155985 '8 62
20155985 I 13
20155985 ARG 74

3. AW ECEE KRB G BRI A
4. ZHl AW HAG B TR R # AR AME S .

=
4
=

HIELEIRTE
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3
3
&)
t

= Hadoop F&ZIIE

5.1 Hadoop £75E T H

FERN Gl o B8 T, AN T HA AN R g . ] an, A fiT ] 5825 H Eclipse
AT %, H MySQL 5i# Oracle #EATEi#E /7 6, X HLH0 T HAA R E R H L. 2R 1M
Hadoop 4= 245 fEl5l A214A s 2%, IS Hadoop A4S &AM ?

R4 B 7 ik, Hadoop & —1NH Apache JE &S T KW oA AR G L2848y, H P
Al UTEA T A R E A T SO0 B 2R i X2, 770 A i (R B AT 204
LA A E s v 5 . Hadoop I HEZE e 4% 00 1F) 1 1] & HDFS A1 MapReduce. HDFS it & [1 41
Pl T 04 U 7 i, MapReduce J& % £ 4l 12047 4021 . Hadoop HE4E /& Hadoop A= 245 11 i
fii, VFZ2 T HAGZEAET Hadoop HESEH 704 XS A7 it REUH 2SRl iz 1T 1Y), BL4E Hive,
Pig. HBase %5 T. 1, JrLLim & A1 Hadoop il /& $5 Hadoop “E4& 14 .

Hadoop SR IFtb— DB by, TESA T H. ¥, wi. Sl 550, ez
W X AES. Flan, ALLHS Bk i, el LA/ G R, ®A T A
H OIS TE . BEARAN ] DUR B2 H 1, (HAE X T HAR D &L+ . Hadoop A
IR T H A B s IS T, eNEi25T “E b7 (Hadoop HEZL) fFAEIN,
EAHEIX AR A5 HEH, 4Rk T Hadoop ZEA RS .

Hadoop “E& RS AW E 5.1 s

Hadoop

. MapReduce )

HDFS |

A\ \ e N ‘1]
\“HLZ{mkeeper \I - Flume

) g
! g5’ P

T ?
L t Chukwa T

w¥

K 5.1
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1. Hadoop

Hadoop &1 Apache 4 2t T &0 Aii AR G 28k . F ) ] LAFEAS T i O
AR BTG O . A AT SRR, 780 I FH S8 1 J8 ) BEAT ey ik 3a SR A it -
m Hadoop SEHL T — AN A 30 548 (Hadoop Distributed File System, HDFS). HDFS 17 15
R RE A, et R B ARGk ) PC (Personal Computer) [+, 1ff H'&efitmfmrm &
7 In) N PR Py R B8, 3 A B S i N R

2. Hive

Hive j& 3L+ Hadoop (11— M T, 0] DK &5 R A0 1 £ SO mesi 24 — sk 204
FERR, JFHEHERAL SQL & Wi Lhhe, AWt SQL 4t s MapReduce 1£)7 .

Hive [P 51 R

o [P ENE: Hive Al LLH MY REAERFIIINAEE, — MO0 AT ZEE G RS

o JEREME: Hive SCRFH ™ HoE XpREL, H P al LIRSS H CHH7 KR SEEE H O eR L

o AAIPE: T ATHILME SQL 45 n] SE AT, ARETHE R 4T

3. Pig

Pig /& —Fr B mIE 5 ST 08D, HTRRAERE ROEHFE. e mdd i
&, o T Hadoop I MapReduce V-6 kA KAYN-gE iy Bda fE . Tk IAGE 5

J7 52U 4k T Hadoop 4§, Pig A& 2= s &80l HAT VSR AL T — AN B (4R E A 4 2

Bl

4. Sqoop

Sqoop J& K TR TH, FEH 7 Hadoop 5 5¢ R 8 £l &2 (MySQL. Oracle, ---)
A HEAT K (1) 4% 3% . Sqoop T H JFHART 2009 4, & HL & AF 4 Hadoop )42 = J7 Bt bR AT
TEI, JaokRA T ST I ag e Padt i &, CLAOTTF AN ma g e BRI kA TT &, Sqoop
ST Y k) —A~ Apache i H .

5. Flume

Flume /& Apache 28wl $2 4t —/ N nl . S al 50T oAUl & HERE. KA
MBS IR R 58, Flume SCHFAE H A& RS0 € il 80 kX 77, W80k .« [5]IN, Flume
P PO E s BEAT ] AL B, R B S AP R O I RE )

6. Zookeeper

Zookeeper & — AN H AL F) 0 A XN R PP Vil Bk 55, /& Google 74 7] [1) Chubby [1)
— IR SEEL, A& Hadoop #1 Hbase [ ZA 1, & —AN R 70 A 2N 32 i — Bk IRk 55
A, TR TR B4 . BT RS . o AalE D, Qﬂﬁﬁ%g, H bl A2 35 35 4f
B0 AR GBS, K1) a5 32 R BE & 3. DhaeRa e M Rt fitgs /i

7. HBase

HBase &M ITURITAE G R A 0 A XA E (NoSQL) . 2% | Google 247 1]
BigTable # 45, SCHLIMSnFEil 5 4 Java. ‘& & Apache #5442 Hadoop i H 141,
2471 HDFS 5242 |-, 4 Hadoop $ {12511} BigTable iR )Ili55 . HBase 7E41 I
SCEL T BigTable i SCHe 2 1 R 4a 5095 . WAFERAE M An P L )84 . HBase [FRGEAEN
MapReduce {145 [F)4m A F i, w] LLd L Java AP SRAFAECEdE, e Ll REST. Avro
8 Thrift (] API K7W . HBase 554 T Hive ANREREALEE S [P HEFE




52 IfIE O E

0.23 fiuA 2 1if 5 2 Ja () Hadoop SR A7 AE L ] i@, 1, NameNode (1) 51 1 [1] il T
A T NameNode {17 T #> HDFS [¥j o4l f B, it — H NameNode 3 #f#
#&~ HDFS gl JciZ: Vi 1) .« [ I Hadoop A= 2 F 4t o ki HDFS [ #4147, 1945 MapReduce,
Hive. Pig. HBase 55 T H, WHICLIER TAE, H H 8o 5) NameNode AEAT £k Pk 2
PIRE R 2 LB AE I o X 28 n] i 7E 4 Hadoop 114E FH & 4t R NI [R] I, b b SR 1
Hadoop 1 3 5t Fr={F Hadoop 2.0 #' NameNode fl1 ResourceManager 1] 5. 15 [n) 2 S
1938 Tk, KL ZANRAFIEARRARE, Harc & e T4 0.

e 1) Hadoop RAEMEAE R 2 th 2 6 MRS S 4IRS . 4 T 7857 2 My,
X B AE VMware ~F- 5 48 dtRE AL 77 X590 Hadoop KA LR . 2241 SC ) Hadoop
REARER =] B, R/ DTHEE S GERAL, LM G Master 1788 (— SEAIEEPIRE
(active), 71— B1ENEHIIRZS (standby)) KHEERFE T i, =& Slave 17 S MME s 174 -
Hadoop = 7] KB S BE &1 & RERUMLIT 75 2210 3 e 5.2 B

i Hadoop A EI 4 S 1 i
| |
: Master001 Master002 !
| |
I I
i IDK IDK i
i Hadoop Hadoop :
l l
I |
I I
| |
| |
I I
I I
: :
i Slave001 Slave002 Slave003 E
| IDK IDK IDK |
: Hadoop Hadoop Hadoop |
I |
: :
i Zookeeper Zookeeper Zookeeper i
. i
K 52

758w 0] KRB SR D IR N 225 UL, Z23% IDK, %3 Hadoop., & HEFUAL.
WHERE ., %55 Zookeeper )75 Hadoop £EHF55 . Linux RGN ERNLZIEES% 2.1 1

521 $B1— bzt

RPN 220 I8 L 2.1.2 45,

522 $ 32— % JDK 4= Hadoop %
5
=

K¥ JDK Al Hadoop 7 Linux P11 224 (1 UHF LA AT 70 il 445 LL N =4 e

Hadoop 774 25



Hadoop+Spark X #75# R ( #HRIK )

A1 T filt vk Hadoop (1)1 A] FH ) {8, Zookeeper Wiz (i 2E . Al F 20 A Wl Hdi v w]
MRS ml o R 1 SE8 ey ml 42004 P £ Master 17 )M 2 £ Slave 17 58 (2L IP ikl 5
— B “1537 FER H O VMware TS MEL 2, o] LTS AE VMware TAE Y& Hik$E
Ot — “RETIMK RS 7 —~VMware8— “ M7 KAFE ), HMAECE W 5.1 k.

* 5.1

FH A IP bt
Master001 192.168.153.101
Master002 192.168.153.102

Slave001 192.168.153.201
Slave002 192.168.153.202
Slave003 192.168.153.203

1. ARSI

ESEAE— B BN A SIS E, BRIX G BN Master001. 7E3ERIS E 7
FWHE ENAA P LR AR AT S NC B, IXSEAE B SO A root I A A USSR, Ar
LT EA% ] root F 8 ook g 5 IX S T B A

D B FENLA

i ok 2 4 network U, K HOSTNAME {HEESCAS I ENLA . HAAREREEW T

[root@localhost ~]# vi /etc/sysconfig/network

g

i

HOSTNAME=Master001

2) WEFHSIP
i 5ot i ifcfg-eth0 SCPERUEE TP Mukl, JLAASRAEMIF

[root@localhost ~]# vi /etc/sysconfig/network-scripts/ifcfg-ethO

e

i

ONBOOT=yes
BOOTPROTO=static

A

ITPADDR=192.168.153.101
NETMASK=255.255.255.0
GATEWAY=192.168.153.2



3) 1% B resolv.conf

St DNS 44 fil by (O EC B SCPE, AR R ] L, BATRL RISk, Jadk

Horpig 3 2211 4 nameserver B, R AFEC nameserver LA 3 DNS k545,

e
resolv.conf 17 4 PNEFEREEF, i
nameserver  #3€ X DNS R4 2511 IP Hbohil:
domain #iE SUA i bk 44
search #E X 4 R R A 3R
sortlist #0) 1 [B] [k 44 AT HE Y

At OB S AT IE 1 o
HAREREUN T
[root@localhost ~]1# vi /etc/resolv.conf
i A\ :

nameserver 192.168.153.2

4) V¢ & hosts

hosts Y AF7& Linux R4 7157 IP Hbhib 5548 P b i e, 77 2200 & AR LAY

S N4 TP SRR Uy [a) SR (g 2o Ath 15 1L

ARSI -

[root@localhost ~1# vi

i\ 2

192.168.153.101 Master001
192.168.153.102 Master002
192.168.153.201 Slave(O01
192.168.153.202 Slave(002
192.168.153.203 Slave(003

5) Al B AR

VUM 4 TP M1k T L 76 0 4% R 25 BT AT LA AR 20, 4 0 F
[root@localhost ~]# service network restart

WERMBEE T ENLA, DAE T EUNLA BEAERL FRAFW T

[root@localhost ~]# reboot

6) Bl E AL 1T R
a8 B GG BAE M “[root@localhost ~|#” kY “[root@Master001 ~J#”, X B F 444

(Eee

gk TP Ml v 2 15 ple bl ) LAl ifconfig fiy & & TP Huhik, DR L “eth0” (2%

a

/etc/hosts

99
%
o
%

Hadoop 774 25
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LR TP Hihik, 5 BIERAS TP W R ), XN AT LS ping fip &1 — A 50 UE 2 AT REIGHE
AR, AR

100 [root@Master001 ~]1# ifconfig
ethO Link encap:Ethernet HWaddr 00:0C:29:45:78:7B
inet addr:192.168.153.101 Bcast:192.168.153.255 Mask:255.255.255.0

RX bytes:8610 (8.4 KiB) TX bytes:9849 (9.6 KiB)

lo Link encap:Local Loopback

net addr:127.0.0.1 Mask:255.0.0.0

RX bytes:0 (0.0 b) TX bytes:0 (0.0 b)

[root@Master001 ~]# ping 192.168.153.1
PING 192.168.153.1 (192.168.153.1) 56(84) bytes of data.
64 bytes from 192.168.153.1: icmp seqg=1 ttl1=128 time=0.450 ms

64 bytes from 192.168.153.1: icmp seqg=4 ttl1=128 time=0.522 ms
~C

——— 192.168.153.1 ping statistics ——-—

4 packets transmitted, 4 received, 0% packet loss, time 4019ms

rtt min/avg/max/mdev = 0.450/0.501/0.572/0.055 ms

56 UE A 4 2 A I . VMware - & 1 [ 2402 10 1S EAUAL AL 5= =LA 1P Mkl >k vy a)
ARRIES,  REAUALESERE 25 0 OR UETE EALRERS IE Ui nl 4%, FEAUNLAE A BE VT In] Sh kY ]
LUl L “ping www.baidu.com” 74 KEGE, WIHLHE ping il A&, 5B AR R 1] B .

[root@Master001l ~1# ping www.baidu.com
PING www.baidu.com (180.97.33.107) 56(84) bytes of data.
64 bytes from 180.97.33.107: icmp seg=1] ttl=128 time=36.2 ms

-

64 bytes from 180.97.33.107: icmp seqg=6 ttl=128 time=41.2 ms
~C

——— wWww.baidu.com ping statistics ———

6 packets transmitted, 6 received, 0% packet loss, time 5729ms

rtt min/avg/max/mdev = 36.278/38.147/41.229/1.858 ms

7) A Im A

RO EAE o kR, WHRSTWRZTEREA Y, W& RE00E Bl KR,
—2e T HARMA . RELENRHE. T D REREN KRGS RN E, BT2aetk
EE R YA S il



(1) gl 44 1Y hadoop [ -

[root@Master001 ~]# adduser hadoop
(2) %7 hadoop H ' REH IS CFhh: 123456).

[root@Master001 ~]# passwd hadoop
FIH P hadoop HI#M.
EENE TR
TR M. o Tt/ Roitk
TR o Ty
HOFT R BT B
passwd: B 157 5K0E 2 O 2 ) 5

(3) Bub A S A e T, WERBER I VIS H P G R -

[root@Master001 ~]# su -1 hadoop
[hadoop@Master001 ~]4#

8) %%% Xshell

Xshell & RGEHH ) A, #eft 7P 5 AT BN — R L, e RO
AP 2 I EIE AN L HUT . a] LAY Xshell BRAF L — N5 b, 0] P X AN 28
v R L AE A Linux 3248, 4% H Navicat 253582 MySQL il 5525 —#F, Al LLZ A2 ##4E MySQL

2. ‘Z%% Xshell

(1) FEZHC H s rh 31 Xmed.exe S0, JFAE % 4% Xmed.exe.

(2) & T accept the terms of the license agreement FLILZ 4, 2R J5 ¥y Next 24,
% 5.3 s

(3) AGT AFEY, Hid Next 124, W& 5.4 .

Xmanager Enterprise 4 - InstallShield Wizard [

License Agreement

Please read the following license agreement carefully. Xmarlager . d

Xmanager Enterprise® License Agreement é

This license agreement applies to the registered version of Xmanager
Enterpnse. If you are using Xmanager Enterprise for evaluation, see "Xmanager
Enterpnse Evaluation License Agreement” below.

1. License Agreement

You should carefully read the following terms and conditions before using this
enfiwrares Yonr nee af thie enftorare mdicateas vonr secantanca nf thic lranza v
@ I accept the terms of the license agreement

(7)1 do not accept the terms of the license agreement

Installs hield
%
3}
=

| <Bak | MNext> | | cancel |

K 53
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Customer Information

Pease enter your information. Xmanager 4
[ Eriterpriss)

PFlease enter your name, company name and the product key. If you are evaluating this
software, enter 'evaluation’ for the product key.

102

Liser Mame:
bunfly

Company Name:
bunfly

Product Key:
)

Installsheld

[-:Bn:klmut:rli:-:d]

K 54

(4) Bordent, Hds Next #24, W& 5.5 Fiors.

Select folder where setup wil installfles. XITIEII'IE(_]EI" 4

Setup will install Xmanager Enterprise 4 in the following folder,

To install to this folder, didk Next, To install to a different folder, didk Browse and select
another folder.

[ Desfination Folder 1
F:\Xmanager M.

InstallShield

[ <Bak || Mext> | [ canel ] |
K 55

(5) L#f Typical 2, Hih Next %24, WK 5.6 .
| Xmanager Enterprise 4 - InstallShield Wizard [

Setup Type

Selct the setup type to stal Xmanager 4
[ | nierprise |

Click the type of setup you prefer, then didk Next.

@ Typical Program will be installed with the most commeon options. Recommended for
most users.

() Compact  Program will be installed with minimum required options.

() Custom You may select the options you want to install. Recommended for advanced
LSErs.

InetallShield

<Back | MNext> ||| cancel

K 56



(6) PLGHAER HERNGET, 4 Hi 3 InstallShield Wizard Complete $2 71~ J5 5.7 Finish

fZ# B AT,
3. ¥E$% Xshell

(1) XU Xshell Blbr, fpdy “Oprati&Ede” #4448, 77 Xshell 2,

L

9 Xshell 4

MHF) @sE) =EE(NV) 1AM #sUwW)  &8H)

vl Il=h

Sy | B3 -

L& © 1Kishell

Xshell for Xmanager Enterprise 4 (Build 0214)

Copyright (c)

Type “help' to
Xshell:\> I

2002-2013 Met3arang Computer,

=

learn how to use Xshell prompt

Q ®W-HB-P-d- SV

Inc. All rights reserwved.

R8I SoR ==

s,

xterm 80x20 511 148

K 57

(2) FE T EERNEMALIP bk, P A mE,
X B AE H] hadoop HI J &5k, ERALE) K 32E N hadoop HI 7 2 H =%, W 4L /2 root HI /7

GoRIER IR HEN root ] 5K H 3k,

Wit

ZEHI(C):

- PEEE
- GHAPRHEE

- - ERETH
;---%%Hillﬁ
i [=-55H
e
. SFTP
?“TELNET
- RLOGIN
.. SERIAL
e
SR8
- REE
VT i
- 5
= Shas
B i} -
SRt
- PREE
N = F- A
- ZMODEM

i 5.8 A 5.9 Frose

CAP NUM

EX ;]
=
|E1¢[N}= Master001 | .
- il
i e): lssH vl ==
FHH): 192.168.153. 101
im=(0): 22 =
123FEzhiEaR
V] EESR e R E RS EEE)
iEfEm: 60 S
| P it R == TERR)
EI=USE 0 — b FeB(G):
| ol =i R ETOP (R S s hEig BT
Bk
MNEEREEmiashEmEE®n
IEPRv): 0 o FR#IL): o bag
| wE ||| mA |

K 5.8

3

i 5.7 Fi s
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ZERI(C):

= R R > PR BRI
(DRPADEE || magstiEssonees.
 memE SERN LD 2 B SRE BTN NRRERLIRE
104 o AR EVAE T,
o Lmen
BB |
- LesFP FM): |Password ] 3
. L-TELNET .
~RLOGIN A RPal): hadoop
g ~ SERIAL TEE): 0 esssss
= &;@ RREE: [F -] [mse.. )
E?E 4 (R |
B
BiHﬂ o _ -
b F§F: 4\$R#Keyboard Interactive{{TSSH/SFTPH SR BT o
- =
BB
- -BFeR
- ZMODEM
[ we || oA |
Kl 59

(3) EFEIERE Xshell, WA B~ HIL “[hadoop@Master001 ~]$”, FoniEHERY) .
(4) DB Ha, EXHFXTOE DML FN software [0, T8 %2k
A

[hadoop@Master001 ~]1$ cd ~
[hadoop@Master001 ~]$ mkdir software

(5) HEAF| softeware H 2.

[hadoop@Master001 ~]$ cd software
[hadoop@Master001 software]s

4. FH Xtep T H % CfF

(1) Xshell T Hrr [y Xftp T HARSER, af LLAH Xitp Phalfd gt A Xftp T H -, Xftp
THAT B Xshell TAEF T iy “Xfp tREER” 1l &k, x5 Xshell &3k 1
P R lE—H 7, Wil 5.10 Pros. ta] PLsopim ol X Xfp T 54 A TP Huhik. 4450
RN FROPIE K

W RAE ] Xshell Pdiir 06k, H P&k BT SCHBUR K 8 i H - e & w
KARPIMTT o HARPRAERSAE 5.3 70 5 DLl iy 2 Fvedn b .

(2) B 511 o, il GtmsErs EPUR S, AL g LA i S, R A
SeAR YA M R 4 i . AT LAAESG N H B AR SO, il 0 5 #6801 77 2
¥ SO AR B ML st n] AAE B IIAL 36 s SO 2078 EALH T80, il Xshell $R
FE7 0GR 3] Xtp T H . BRI H A7 B S G R Z AL &, I E A 2 Al
HINAE, TI{E Xftp EP W R AT IR




 XHP) @EE =EV) IR0 SO0W #8H
B b sEes (B OEQ @09 4[] 2

[hadoop@Master00l ~]§ cd szoftware/
[hadoop@Master001 software]$

Bl 192.168.153.101:22, SSH2 xterm 70x19 2,30 1 2% CAP NUM

K 510

% hadoop-2.6.5.tar.gz fll jdk-8ul31-linux-x64 tar.gz L5400 A AL B REFUAL software
e, W 5.1 s
Nosewae-x¥Rpd e e T e

MM RIEE =SSV S0 TR #0W) B

EsR - & ek (B RET-|c= (2 P | $9 B0 0O |
S | Eeg =g o
p— sy
Em.ﬂmﬁﬂam 'Eﬁlﬁ' Eﬂﬂﬂwm}h&dmp}soﬁwam 'Ela"
EFr : _ FUSE.-! famiE T e %m At Bt aE

B rockeeper-3.4.104argz 3Z42MB WinRAR ...  2017,9/11 28— k. ) hadoop-2.6.5 TR 200771215 ERFR, F.. drwsresr-x hadoop
Bsgoop-l46bin_hadoop-2.0.4-zlphat. 1609MB WinRAR. 2017/1/23 EMiE, F.. ) hbase-1.31 SO 201773716 BHE, Fo. dresresr-x hadoop

Bidi gulz1 linux w6 targz. | 17695ME WInRAR.. 2017/5/26 BN, F.. Jidkleo 121 it 2017/3/15 BMi=, . drasrsrx  hadoop

B hbase-1.2.1-bintargz 100.83ME  WinRAR .. 2017/9/15 B8R T.. Jtmp i -3 2017/3/27 BR= .  draxresr-x  hadoop

B hadoop-natve-64-2.6.04ar A35ME  WinRAR ..  2007,9/14 SHM ..

& hadoop-eclipse-plugin-2.6.0jar JOTOME  Executzbl. 201610024 BEE— T..

Bhadoop-26.5.12r.g2 190.30ME  WinRAR ..  2017/9/13 EE—, F..

B apache-hive-1.2.1-bintar.gz AES3IME WinRAR . 20177129 EEH, k..

U rysgyl-connector-java-5.1.41 i = 2017/5/11 SEFE .

M edipse gk 2017/8/11 285 b

8 |aa |
=iE i HE Fh FHEEE -7  THEREE EE itk

B hadoop-2.6.5.1ar0z e SR | 173.53MEA0030ME PR RECFEENhad.. ¢ 192168153100 homef.. 1860 MBfz  00:00:01
B jdk-2ui3t-lnu-xbitargz  @i7e B 18% | 33.06MB/L7G.OSME i s Eeihad. <+ 192168153100 homef.  7.36 MBfs  00:00:20

&l 5.11

5. ‘%% JDK
1) & Xitp AR SO N B IR s 28 SCPF
& Xshell g Is sy 2l LS Xfp DARKICIFNZ, Wi tar 4y & fif ik

%
jdk-8ul31-linux-x64 tar.gz 45 0, #Eu R 5
=
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[hadoop@Master001l software]$ 1s
jdk-8ul3l-linux-x64.tar.gz

hadoop-2.6.5.tar.gz

106

[hadoop@Master001 software]$ tar -zxf jdk-8ul3l-linux-x64.tar.gz
[hadoop@Master001l software]$ 1s

jdk-8ul3l-linux-x64.tar.gz
hadoop-2.6.5.tar.gz
jdk1.8.0 131

2) 4 JIDK 23 H 5%
BEAE] 3dk1.8.0 131 Hax, 1H pwd dy 4T E jdk 22358842, AR BUbR L FE 2 0 12
[hadoop@Master001 software]$ cd jdkl.8.0 131/

[hadoop@Master001 jdk1.8.0 131]$ pwd
/home /hadoop/software/jdkl1.8.0 131

3) BCEM AR

Linux RGPHEAR R M. SRR EN G E,. profile X2 REEIE
S, R HE O R X profile SO AT S AR, BT LA229% S profile S5 24 U] #: 3] root
FAT S DR A A Jay A A PR A S AR 0 A7 L 7 #4528 bashre SCA 3 Jay A8 i A
A, 7 bashre SCAFACE (K852 B KN4 /7 A AL

XHER B R RAEWT.

[hadoop@Master001 jdkl1.8.0 131]$ su -1 root

AL
[root@Master001 ~1# vi /etc/profile

A

#java
export JAVA HOME=/home/hadoop/software/jdkl.8.0 131
export PATH=$PATH:S$JAVA HOME/bin

4) [FHAEERRLEN

[root@Master001 ~]1# source /etc/profile

4) 51k JDK & 15 %255 pi 1)
b\ java B java -version, IR I java iy A TR W] B UL IDK iS5, R
A BERTh, S L “-bash: dddd: command not found” 3K /s 27 35 2 U .

e s

6. 3¢ Hadoop

D &F _EAR RSO N B IR s 22 e S0

D4 21 hadoop H /', JF#EANZ software Hx, i Is diy2 nl LG Xftp FAL 1S4
N2, Wil tar fiy A& hadoop-2.6.5.tar.gz 45 CF. FRAEWIT

[root@Master001l ~]# su -1 hadoop



[hadoop@Master001l ~]$ cd software/

[hadoop@Master001 software]$ 1s
jdk-8ul3l-linux-x64.tar.gz jdk1.8.0 131
hadoop-2.6.5.tar.gz

[hadoop@Master001 software]$ tar -zxf hadoop-2.6.5.tar.gz

[hadoop@Master001 software]$ 1s
jdk-8ul3l-linux-x64.tar.gz jdk1.8.0 131
hadoop-2.6.5.tar.gz hadoop-2.6.5

2) 1| Hadoop 2% H 5%
HE A 2l hadoop-2.6.5 Hxx, i pwd #4471 ! Hadoop Z&5i%45, HIH B AriEEEE T
AT <

[hadoop@Master001 software]$ cd hadoop-2.6.5
[hadoop@Master001 hadoop-2.6.5]$% pwd
/home /hadoop/software/hadoop-2.6.5

3) fid & Hadoop 5545 &
D)4 21 root H{ ', %kt profile (A, Jf4fi A\ Hadoop BCE X AF. #AEan T

[hadoop@Master001 hadoop-2.6.5]% su -1 root
1

[root@Master001 ~]# vi /etc/profile

A

#hadoop
export HADOOP HOME=/home/hadoop/software/hadoop-2.6.5
export PATH=$PATH:S$HADOOP HOME/bin

export PATH=$PATH:S$SHADOOP HOME/sbin
export HADOOP MAPRED HOME=$SHADOOP HOME
export HADOOP COMMON HOME=$HADOOP HOME
export HADOOP HDFS HOME=SHADOOP HOME
export YARN HOME=$HADOOP HOME

export HADOOP COMMON LIB NATIVE DIR=$HADOOP HOME/lib/native
export HADOOP OPTS="-Djava.library.path=$HADOOP HOME/lib"
export JAVA LIBRARY PATH=$HADOOP HOME/lib/native:$JAVA LIBRARY PATH

4) AR = A AL
[root@Master001 ~]# source /etc/profile

5) 55Uk Hadoop ‘22 %% /& 15 hl 1)
41 N\ Hadoop 174>, W I Hadoop i 2 FH G TEANAS B, Ko g3ER); Wi HI | %
“_bash: dddd: command not found”, 3 7~% % 0,

5
X
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6) Jid'E core-site.xml W {4
P 5] hadoop A/, #E A 3] hadoop-2.6.5/etc/hadoop/ H 3¢, 4 core-site.xml 4.

[root@Master001 ~]# su -1 hadoop
[hadoop@Master001 ~]$ cd software/hadoop-2.6.5/etc/hadoop/

[hadoop@Master001 hadoopl$ 1s

core-site.xml mapred-site.xml salves

108

hadoop-env.cmd hdfs-site.xml yarn-site.xml

[hadoop@Master001 hadoopl]$ vi core-site.xml

A

<configuration>

<!-—f8%E Zookeeperiit——>

<property>
<name>ha.zookeeper.quorum</name>
<value>Slave001:2181,Slave002:2181,51ave003:2181</value>

</property>

<1 ——fgEHadooplmi H >

<property>
<name>hadoop.tmp.dir</name>
<value>/home/hadoop/software/hadoop-2.6.5/tmp</value>

</property>

<! ——J§EEclipsel)i [ ¥ H-—>

<property>
<name>fs.defaul tFS</name>
<value>hdfs://mycluster</value>

</property>
</configuration>

7) fid & hadoop-env.sh S

4w hadoop-env.sh U, &4 java home Hbihil:, java home Ml /2 f# [ [¥) TDK Hbhil:,
fil & java_home & 4 | {i H Java [{JIA5G .

B

# The java implementation to use.

export JAVA HOME=/home/hadoop/software/jdkl.8.0 131

8) MN'H hdfs-site.xml 35
hdfs-site.xml 3 {4/ Hadoop 2.0 LLJG fRASIK) W44 il & S0/ —, 7] LL7E hdfs-site.xml
P EAERE A2 TSR Yimlu . URL Huhb. #fsiefsas.

[hadoop@Master001 hadoopl# vi hdfs-site.xml

AN



<configuration>

<V W E WS B>

<property>
<name>dfs.replication</name>
<value>3</value>

</property>

<V ——FR5E i AT FHAERF I 44 25 (6] ——>

<property>

<name>dfs.nameservices</name>
<value>mycluster</value>

</property>

<! -—f8F¥NameNode i s ¥ 4 725 [B] - —>

<property>
<name>dfs.ha.namenodes.mycluster</name>
<value>nnl,nn2</value>

</property>

<!——rpc: EFEAH, &ES— B b A a0 —-—>

<property>
<name>dfs.namenode.rpc-address.mycluster.nnl</name>
<value>Master(001:9000</value>

</property>

<property>
<name>dfs.namenode.rpc-address.mycluster.nn2</name>
<value>Master002:9000</value>

</property>

<V B P LU ] f bl R g 1 ——>

<property>
<name>dfs.namenode.http-address.mycluster.nnl</name>
<value>Master001:50070</value>

</property>

<property>
<name>dfs.namenode.http-address.mycluster.nn2</name>
<value>Master002:50070</value>

</property>

< ——WE L Fedi tsMfFUNE, B Fedi tsAAFIHAEQIOurna 1 £ 11

QJclusterHx F-->

<property>
<name>dfs.namenode.shared.edits.dir</name>
<value>qgjournal://Slave001:8485;S1ave002:8485;S1ave003:8485/

QJCluster

</value>

</property>

<! ——¥%'H JournalNode T fiffJedits A AHAFIER4E, JE2QJournal B 5L A 7K

>

<property>
<name>dfs.journalnode.edits.dir</name>
<value>/home/hadoop/software/hadoop-2.6.5/QJEditsData</value>

109

</property>
<V ——JF)3 A Bh kb % ——> %
<property> 5
<name>dfs.ha.automatic-failover.enabled</name> N
=
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<value>true</value>

</property>
<! ——¥BEHDFS%& F i H Kk 5iE3) flnamenode ¥ Bk R [ javad-—>
<property>

110 <name>dfs.client.faillover.proxy.provider.mycluster</name>

<value>org.apache.hadoop.hdfs.server.namenode.ha.Configured
FailoverProxyProvider</value>
</property>
<!—— HT{51EiEINameNode 7 5 (1 PR 2% IR O BIA . ARAEAEfT i fik R A7 — A
NameNodefh Ti& s R %
sshfenceZ#: KHsshiiEREED I NameNode T 5, FERPIEFRE;
shellJIA: KR Rsshfence TR, AT AE XHM)shel LA, #iE RaEfa—
MameNodekt TiGaRE ——>
<property>

<name>dfs.ha.fencing.methods</name>

<value>

sshfence

shell (/home/hadoop/software/hadoop-2.6.5/ensure.sh)

</value>
</property>
V- TEMSssHE FAMHUR, &7 ERE LIS E XN SSHE LEB-—>
<property>

<name>dfs.ha.fencing.ssh.private-key-files</name>
<value>/home/hadoop/.ssh/id rsa</value>

</property>

<V —— R E sshi Bt i i A ——>

<property>
<name>dfs.ha.fencing.ssh.connect-timeout</name>
<value>30000</value>

</property>

</configuration>

9) Nd & mapred-site. xml A
7t Hadoop 1 H /& ¥ 17 mapred-site.xml 3C/4- 1), 77 €381 mapred-site.xml.template £ 4
A mapred-site. xml SCH. EEAEWTT

[hadoop@Master001 hadoopl# cp mapred-site.xml.template mapred-site.xml
[hadoop@Master001 hadoopl# vi mapred-site.xml

A

<configuration>
<! ——¥HjarfEF 8 shRunnerk fmain iz fr dEyarnEFFH - —>
<property>
<name>mapreduce . framework.name</name>
<value>yarn</value>
</property>

</configuration>



10) it ‘& slaves /4

Hadoop S+ i 47 11) DataNode 17 i # 77 Z 5 N slaves SCAFH, RN E A& HRTR EA7
fits P 11 SO0, Master 21320 slaves ARSI fig 5 5., AR slaves SCAHF R AT I
Al

NFE:
(1) slaves X & 4232 5, Aik% mFH1£H viSlaves k%4 slaves L4+, ©HF
47t hadoop B k¥ E#H G| Z— NG FHAH KF ) slaves LM, XA Z45%149.
(2) slaves SAFATIF & 2 @A —/~ “localhost”, iX A~ localhost & Z=M|Fe, Jwo R X A M|
&, fEAEALJe Master 42 4 4% DataNode 77 ,&., iX#F 4% ax, Master 7 & 71 it &,

[hadoop@Master001 hadoopl# vi slaves

]

localhost

A

SlaveO01l
Slave0Q02
Slave(Q03

11) /il & yarn-site.xml
yarn-site. xml W ff /& ResourceManager i FEAH <1 il B 2% .

o

[hadoop@Master001 hadoopl# vi yarn-site.xml

A
<configuration>
<!-——¥'HResourceManagerfEMF & 97 i ——>
<property>
<name>yarn.resourcemanager.hostname</name>
<value>Master001l</value>
</property>
<1— ReducelUH#t 1) 77X fmapreduce shuffle ——>
<property>
<name>yarn.nodemanager .aux-services</name>
<value>mapreduce shuffle</value>
</property>

</configuration>

fEZ4e%E SSH, yum SfEZ 2 T H, R yum 22350 D IERE ML ., yum &

SSH [ —FHB IR INL, FIFWORE & 1582 INEIR (L. it yum 7t 2
Shell i3 #h PEAL P82, 05 M yum %28 (15 F 4% pm (AR5 %34, — k4t se i ;
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A B, AD—ROH I, JEE TR 5E.
1) ek 2% yum T H,
yum L )&+ root H1 /7 T H, FrlAdi ZU)#e 3] root A AT AE LR %46 .

112
[hadoop@Master001 hadoopl]$ su -1 root

57
[root@Master001 ~]+#

2) 4k yum PEATWREE SSH BRI rpm 44,
E%%¢ SSH Z iy 2250 B 4k yum PEATHREE SSH (1) rpm 4

[root@Master001 ~]# yum list | grep ssh

openssh.x86 64 5.3pl-84.1.el6 updates
openssh-server.x86 64 5.3pl-123.el6 9 updates
openssh-clients.x86 64 5.3pl-123.el16 9 updates

- e

3) A yum T H7F 28k 2285 server Fll clients 44

[root@Master001 ~]# yum install -y openssh-clients.x86 64
[root@Master001 ~]# yum install -y openssh-server.x86 64

SRR 5.12 k.

[root@Master001 ~]# yum install -y openssh-clients.x86 64
Loaded plugins: fastestmirror, security
Loading mirror speeds from cached hostfile
* base: mirrors.sohu.com
* gxtras: mirrors.sohu.com
* updates: mirrors.sochu.com
Setting up Install Process
Resolving Dependencies
——> Running transaction check
—---> Package openssh-clients.x86 64 0:5.3pl-123.el6 9 will be installed
-=> Finished Dependency Resolution

Dependencies Resolved

Package Arch Version Repository Size
Installing:
openssh-clients x86_ 64 5.3pl-123.el6 9 updates 444 k

Transaction Summary

Install 1 Package (s)

K 512

4) ISF SSH & 15 22 a1l
AR vk i ssh iy, WL ssh iy 2 VEANG BR /R 2B, S Bl



"_bash: dddd: command not found" Nl & 755 2% 2k W

[root@Master001 ~]# ssh

usage: ssh [-1246RaCfgKkMNngsTtVvXxYy] [-b bind address] [-c cipher spec]
[-D [bind address:]port] [-e escape char] [-F configfile]
[-I pkcsll] [-1 identity file]
[-L [bind address:]port:host:hostport]
[-1 login name] [-m mac spec] [-O0 ctl cmd] [-o0 option] [-p port]
[-R [bind address:]port:host:hostport] [-S ctl path]
[-W host:port] [-w local tun[:remote tun]]

[user@]hostname [command]

SruEJ7 VA A pm T HAGUE. Fi A\ rpm -qa | grep ssh iy & Ak L1458 %3201 SSH A
KFE, W H B server A1 clients 26 78 22 3% B )

[root@Master001 ~]# rpm -ga | grep ssh
openssh-server-5.3pl-123.e16 9.x86 64
openssh-clients-5.3pl1-123.el6 9.x86 64
libssh2-1.4.2-1.el16.x86 64
openssh-5.3pl-123.el6 9.x86 64

523 S B3—4F 4 £

IAE & 2380 — 5 W R EUPLIECE, HAb 4 &0 SUEIL AT DU ik & 1 77 20k
G, 1E 2.1 T “RENLEE” PiReBEFLHEHFR, XN H L B BT
H ok o RHIXAN H st nl DLEVEE 55— AN RERUAL, (BAE SH H sk 2 ar s Z5e 0 B AL AL -

1. XHESAL (halt 472 76 % root LR )

[root@Master001 ~]# halt

2. SEHL
Sl HAh 4 SERNL, FEHEE T SO 2 Eopr iy 44 4 Master001 . Master002 .
Slave001. Slave002. Slave003 F{EEF, W& 5.13 Fis.

| | IR | A |

Master001 Master(02 Slave001 Slave002 Slave003

K 5.13

3. fTIREDHL

1) 3L 5T TF R AL

L IO — AT EEEHIRERNCRIT RN AT T EEETHRENS R
FAEON LR LR, Wl 5.14 Fios. L
5
=
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ME WEE BESN ESM O ERED  #EH)

-2 oo g|o
E X | . .
114 TrTer— R % || 6 asteroor x|
= il FAGHEH vimware
(1 Master001
(1 Master002 WO rkSta1
51 Slave001
(3 Slave002
5 Slave003
o HEZEHIHL
K 514

2) Jash L
TR ZCI D BEUMLAARR, FrA L BN N 1 S a, W “ TP BRI $2E 14T T RE
L, WK 5.15 s

b 4
THARANASETEE ~

|f§j;ﬁ x} 1 slave003 x]

i FtEn Slave003

(3 Master001 FrRIEI,

@ Master002 G} mEEleE

(1 Slave001

(31 Slave002 .

5 Slave003 v IRE

1 Slave003 . A 800 MB
O ESERW [ atime= 1

T T2 ebs v mows ER Y

K 5.15

3) R “ROEEHhZERIAL”

— BN — M) MAC sk, BRIVLE—FE. BRe2ERURER, |
ERFEA AL AR B MAC Hhbss. BRYUEE L &6 5 —& — B —F &
WL, B MAC Houhk, fr DL 290 5 sh A R LI e “ 3R O 2 M B UL f24 ok
EUF VMware ‘165 “ X G BT BT A S —SH 10 MAC #olik”, i smd “F o
A% %24, VMware - 515 A2 0857 WL BOFT I MAC Hihik, anf&l 5.16 .

@ et PT R EARTBENE Bl -

ATEEHENEIEFETHEE, VMware Workstation ZEE4)
BESaEEhe BT I, .

MR, EEE EEEHEEP)
| EoBmihEEmIM) | | EESiEsEmne) | | mE |

K 516



4. (E0E AL
1) A& MAC Hbhl
&5 MAC ik 2 [y 75 22 3] 70-persistent-net.reles 2 255 081 1) MAC ik, &5

()45 A it MAC Hidilk, Jfid{F ATTR F1 NAME [f){8, @& 5.17 frs.
[root@Master001 ~]# cat /etc/udev/rules.d/70-persistent-net.rules

# You can modify it, as long as you keep each rule on a single
# line, and change only the value of the NAME= key.

# PCI device Bx86886:8x188f (elBB8)
SUBSYSTEM=="net"”, ACTION=="add", DRIVERS=="7=", ATTR{address}=="88:8c:29:63:53:5
b", ATTR{type}r=="1", KERNEL=="eth=", NAME="ethB"

## PCI device HBx86886:8x188f (elB48)
SUBSYSTEM=="net"”, ACTION=="add", DRIVERS=="7=", ATTR{address}=="88:8c:29:45:78:7
b", ATTR{typer=="1", KERNEL=="eth=", NAME="eth1"”

# PCI device GxB8886:8x188f (e1680)
SUBSYSTEM=="net"”, ACTION=="add", DRIVERS=="7=", ATTR{address}=="88:8c:29:9b:e?:1
6", ATTR{type¥=="1", KERNEL=="eth=", NAME="eth2"

# PCI device Hx8HB86 :8x188f (elHBHB)
SUBSYSTEM=="net", ACTION=="add", DRIVERS=="7=", ATTR{address}=="88:8Bc:29:4b:da:c
6", ATTR{typer=="1", KERNEL=="eth=", NAME="eth3"

K 517

2) &% MAC Hihl A1 IP Mkl
T 23 profile SCAH & BUEOET K MAC Hbhik FI 2R 44 FK, 442 H 24 5 IR0 B 0 ) i 45
o IP Mok, anf& 5.18 i

[root@Master001 ~1# vi /etc/sysconfig/network-scripts/ifcfg-eth0

DEVICE

HWUADDR A8 :8C:

IFPADDR=192.168.153.283
NETMASK=255.255.255.8
GATEWAY=192.168.153.2

TYPE=Ethernet
UUID=d6381ecf -bb64B-4e97-83ea-d9ba9185888c

ONBOOT=yes
NM_CONTROLLED=yes
BOOTPROTO=static

K 5.18

3) B FHLA
F62 2 B 2 58 I G B SR AE S =ML AL -

[root@Master001l ~]# vi /etc/sysconfig/network

- 115
s -
=
HOSTNAME=S1ave(003 5
=

Hadoop 774 2%
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O AL
WIS SR T4 profile SCPF, T LA R4 MRS AT AE A IS SRR,

LH A UL e ERL

[root@Master001 ~]# reboot

5) BSUFE S 1 T
ISk FHLA R BT LA T s ENLA B SRTh, i 5.19 Fis.

CentldS release 6.4 (Final)
Kernel Z2.6.32-358.el6.x8B6 64 on an xB6 64

slavedd3 |login: _

K 519

BN T RSB G, BIN “ifconfig” A4, WL HIBLEBUS 194 44 FRA TP

bl F oA IP ok, Wik 5.20 s,

[rootB@SlaveBB3 " I#t ifconfig
eth3 Link encap:Ethernet HUWaddr BH:8C:29:4B:DA:C6
inet addr(192.168.153.283 |Bcast:192.168.153.255 Mask:255.255.255.68
inetb addr: fe8B::ZBc:29ff :fed4b:dacbrsb64 Scope:Link
UP BROADCAST RUNNING MULTICAST MTU:1588 Metric:1
RX packets:5 errors:H dropped:8 overruns:d frame:8
TX packets:Z21 errors:8 dropped:8 overruns:8 carrier:8
collisions:@ txqueuelen:16880
RX bytes:583 (583.8 b) TX bytes:1364 (1.3 KiB)

Link encap:Local Loopback

inet addr:127.8.8.1 Mask:255.8.8.8

inetb addr: ::1-128 Scope:Host

UFP LOOPBACK RUNNING MTU:16436 Metric:1

RX packets:B errors:B dropped:B overruns:B frame:8
TX packets:B errors:B dropped:B overruns:B carrier:8

collisions:A txqueuelen:H
RX bytes:B (B.B b) TX bytes:8 (B.8 b)

K 5.20

5. fESCHbE LWL
AT 5.2.3 AP IS HERMLIERLE, BEOUELE RUPL, ST R PLARME 2L

Se A, Al LLE A ping IP Hihlk % 3= HL44 SR 56 UE A A2 75 T .

[hadoop@Slave003 ~]$ ping 192.168.153.101
PING 192.168.153.101 (192.168.153.101) 56(84) bytes of data.
64 bytes from 192.168.153.101: icmp seg=1 ttl=64 time=0.797 ms
64 bytes from 192.168.153.101: icmp seqg=2 ttl=64 time=0.774 ms
~C
——— 192.168.153.101 ping statistics ———
2 packets transmitted, 2 received, 0% packet loss, time 1876ms
rtt min/avg/max/mdev = 0.774/0.785/0.797/0.030 ms



[hadoop@Slave003 ~]$ ping Master001
PING Master001 (192.168.153.101) 56(84) bytes of data.
64 bytes from Master001 (192.168.153.101): icmp seg=1 ttl1=64 time=1.69 ms
64 bytes from Master001 (192.168.153.101) : icmp seg=2 ttl1=64 time=0.703 ms
~C
——— Master00l ping statistics --—-
2 packets transmitted, 3 received, 0% packet loss, time 2391ms
rtt min/avg/max/mdev = 0.703/1.061/1.697/0.452 ms

524 S %4 A

7Z%¢ Hadoop ZHif, TR RE ENLEAT oA 2X0h 575 2 AT 8l 5, ik
5o Z (A [F3ERE T 200 L SSH R AT, Prbh2i#3¢ SSH Iksr. BUAT O Miliid SSH & sk
i 55 4 s E R AN P A MU S AT L, WERANEC B B i & ok, #FIK A 3/ Hadoop #f#L
W N AR T B S HLEs 1) DataNode, [K°4 Hadoop 8 A EE LT &3S, FEAT
S NS T ARV R, PrbA— R Bl & SSH I#) %% & 5k . /1 Hadoop £EHf 1 Master 17 1
q R I AT T AT UT IR, TR T AR BRSSP LU T SN Master i B 1 B
AR = n AR RE, A7 Master. IX > Master #8575 228 plc H CIRAES, R Ja X Ay
T (EFEE O L], LA Master001 41, Master002 H 75 Z 44T Master001 4/ [r] 4
YERI AT FLARERAEW T

1. Rk

O BOEEN— R [T EH L, AR Rl B e A X AR .t T 22X hadoop H it
TR W E, Frbld )85 hadoop H ), FERIFZH 2K H % .

FAAT ssh-keygen -t rsa -P 772 J5, Ff7E/home/hadoop/.ssh/ H & T LA rsa /7204 Ak id 1sa
I EH

[hadoop@Master001 ~]$ cd ~

[hadoop@Master001 ~]$ ssh-keygen -t rsa -P ''
Generating public/private rsa key pair.
Enter file in which to save the key (/home/hadoop/.ssh/id rsa):
Your identification has been saved in /home/hadoop/.ssh/id rsa.
Your public key has been saved in /home/hadoop/.ssh/id rsa.pub.
The key fingerprint is:
2c:a9:91:36:4b:18:e6:09:60:£9:1a:22:23:3b:d6:af hadooplMaster001
The key's randomart image 1is:
+-————— [ RSA 2048] ————-— +

B
9)
=
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2. XAk %
Rt RESEEREP TS (A ), Bt EE AR 15 m HAL BN /AT
ssh-copy-id 7% J7 » 2285 1d_rsa HPIF = &40 21 H A5 MBI /home/hadoop/ .ssh/authorized keys

S

[hadoop@Master001 ~]$ ssh-copy-id Master001
hadoopl@master001's password:

Now try logging into the machine, with "ssh 'Master001'", and check in:

.ssh/authorized keys

to make sure we haven't added extra keys that you weren't expecting.
[hadoop@Master001 ~]$ ssh-copy-id Master002

hadooplmaster002's password:

Now try logging into the machine, with "ssh 'Master002'", and check in:

.ssh/authorized keys

to make sure we haven't added extra keys that you weren't expecting.
[hadoop@Master001 ~]$ ssh-copy-id Slave001

hadooplslave00l's password:

Now try logging into the machine, with "ssh 'Slave001'", and check in:

.ssh/authorized keys

to make sure we haven't added extra keys that you weren't expecting.
[hadoop@Master001 ~]$ ssh-copy-id Slave002

hadoop@slave(002's password:

Now try logging into the machine, with "ssh 'Slave002'", and check in:

.ssh/authorized keys

to make sure we haven't added extra keys that you weren't expecting.
[hadoop@Master001 ~]$ ssh-copy-id Slave003

hadooplslave003's password:

Now try logging into the machine, with "ssh 'Slave003'", and check in:

.ssh/authorized keys

to make sure we haven't added extra keys that you weren't expecting.

3. BSUEGE UL E A IR
B B A S AL O 2B, W AN N R s BE VT IR B H AR RESUNL, ot
B o
[hadoop@Master001 ~]$ ssh Master001
Last login: Tue Dec 19 14:44:02 2017 from 192.168.153.1

[hadoop@Master001 ~]1$ exit
logout

-

-

Connection to Master00l closed.
[hadoop@Master001 ~]$ ssh Master002

Last login: Fri Dec 15 08:38:51 2017 from 192.168.153.1
[hadoop@Master002 ~]1$ exit

logout

Connection to Master002 closed.
[hadoop@Master001 ~]$ ssh Slave0O01l

Last login: Fri Dec 15 08:38:54 2017 from 192.168.153.1
[hadoop@Slave00l ~]1$ exit



logout

Connection to Slave001l closed.
[hadoop@Master001 ~]$ ssh Slave002

Last login: Fri Dec 15 08:38:56 2017 from 192.168.153.1
[hadoop@Slave002 ~]1$ exit

logout

Connection to Slave002 closed.
[hadoop@Master001 ~]$ ssh Slave003

Last login: Tue Dec 19 14:44:05 2017 from 192.168.153.1
[hadoop@Slave003 ~]$ exit

logout

Connection to Slave003 closed.
[hadoop@Master001 ~]$

525 F B 5——% Zookeeper

KT Zookeeper 11 R EL 4 G BF o 1A F AN 2228 (1) DR AR A0 ] 41— 4 b
WM .

ZooKeeper & — PN, RIS (1 70 A XN RSP i IR 55, B2 AN oA
O P — B IR S A, et ohae s EYEY . WA kS . oD, 4
Ak 5555 . Zookeeper £+ Hadoop A& s SE i 3k Master & PR CEHE A7 fifi - Zookeeper &
DSRREIE R, —/Ch 3 683 5 &, el DUl 28 LI >R L Y Master, {Rilk 5y 4>
Master H1— & 4 active R, 3 7b—5& 4 standby IR A . ‘& 447 fif NameNode [1] eidlogs (R
), HRUAE Master F14H, 4 active IR Master JLHLJ5, Zookeeper il il 25 2H f% b1 it
tH—~ 8 ) Master, Sf711) Master il 1 SIC IS B8] fsimage SRIK R T2 . SRR 3 &
Zookeeper, 77 %2 {E Slave001. Slave002. Slave003 .

1. 4% Zookeeper Z3% U1

A Xftp T HFf zookeeper-3.4.10.tar.gz ‘% %% W A4 43 5 _[4% F| Slave003 (1) hadoop H /™
1) software H gk, Wil 521 s

L @M SEE S8V =90 1IN S0W =H)

DR B | s @ EE6- | |2 DD S @00

: A = =f1pteht - BFE == !-@EE
software 4 P || 192168153203 = | b

1 software - | - Il E 1 fhomefhadoop/softaare - | T

=5 ’ Foh =W EHETE - ||| = - Juh =R EREE EtE

L = b ..

Brookeeper-34104.. i 33.42MB  WinRAR ..  2017/9/11 28—, L. | hadoop-2.6.5 it 201712/15 B¥FT, b drwson

@ sqoop-14.6.bin_ha.. 16.09MB WinRAR .. 2017/1/29 E8H, T. | hbase-1.3.1 = 20179716 E8R, L. drwary

|&] mysgl-connector-ja... O70KE Exccutabl.. 2017/2/14 ERi—, ... = e jdklB.o 131 T 2017/3715 EfA=, T o raror-

gjdk-ﬂulgl-“nux-xﬁd... 176.95MB  WinRAR ... J017/5/16 EEER, .. L. sqoop-14.6.bin_ha.. it 2015/4/27 EBR—, ... o rarer-

B hbase-1.31-bintar.. 100.82MBE WinRAR .. 2017/9/15 EEfF, F.. L tmpfile? o s =ocd 2017/9¢27 BB =, .. druseny

B hadoop-native-64-... 425MB WinRAR ..  2017/9/14 EEM, F-.. | zookeeper-34.10 = 2017/9/14 E8H0T, .. drwoer-

|| hadoop-eclipse-plu..  29.70MB  Executabl.. 2016/10/24 28— F.. L4

Bhadoop-2.6.5.1argz 120.33MB  WinRAR ..  2017/5/13 8=, F..

a apache-hive-1.2.1-b.. B8.53MEB WinRAR ... 2017/1/29 EREH, T. - |7 m b

=51 B=

e b e HE Fol HEERE <=  TEERRT EE Ehoes i
B zookceper-34.10targz R [0 33.42MmB EEED. 538, 4 192168152203 home/...

K 521

-,
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2. BLFEL Zookeeper
(1) 3 A\ %] hadoop )" software H %, i/ zookeeper-3.4.10.tar.gz 14,

[hadoop@S1lave003 software]$ tar -zxf zookeeper-3.4.10.tar.gz

(2) #EN Zookeeper [1] conf H %, ¥ zoo sample.cfg ik &2 il zoo.cfg A, Fi4miE

zoo.cfg 1.

[hadoop@Slave003 ~]1% cd software/zookeeper-3.4.10/conft/
[hadoop@S1ave003 conf]$ 1s

configuration.xsl log4dj.properties zoo sample.cfqg
[hadoop@Slave003 conf]$ cp zoo sample.cfg zoo.cfg
[hadoop@S1lave003 conf]$ 1s

configuration.xsl log4j.properties zoo.cfg zoo sample.cfg

[hadoop@Slave003 confl]$ vi zoo.cfg

i

RO H %
dataDir=/home/hadoop/software/zookeeper-3.4.10/tmp/zookeeper

i

kG AR oGt EHELE (kS aHMS, WSatil, trdfEmn, &% mr), XA EE I
PP e LB, I F: server .N=YYY:A:B

server.1=S1ave(001:2888:3888

server.2=51ave(002:2888:3888

server.3=S1ave(003:2888:3888

i

(3) fi)d/home/hadoop/software/zookeeper-3.4.10/tmp/zookeeper 1434

[hadoop@S1lave003 conf]$ mkdir -p /home/hadoop/software/zookeeper-3.4.10/
tmp/zookeeper

[hadoop@S1lave003 conf]$ cd /home/hadoop/software/zookeeper-3.4.10/ tmp/
ZoOkeeper

[hadoop@Slave003 zookeeper]$

(4) 6% myid CAF

[hadoop@Slave003 zookeeper]$ vi myid
DAY

3

3. {Em%] Zookeeper [l
(1) 4 Slave003 H[1] zookeeper-3.4.10 H zxA%1%% Slave001 Fl Slave002.

[hadoop@Slave003 conf]$ cd ~/software/



[hadoop@Slave003 software]$ 1ls
hadoop-2.6.5 jdk1.8.0 131 zookeeper-3.4.10
[hadoop@S1lave003 software]$ scp -r zookeeper-3.4.10/ Slave003:~/software/

(2) Ef myid.
5 Slave001 F11 Slave002 [1')/software/zookeeper-3.4.10/tmp/zookeeper H =g | [ myid 4} 7
B 1R 2,

[hadoop@Slave00l ~]$ cd ~/software/zookeeper-3.4.10/tmp/zookeeper
[hadoop@Slave00l zookeeper]$ vi myid

BEEE

1
[hadoop@Slave002 ~]$ cd ~/software/zookeeper-3.4.10/tmp/zookeeper
[hadoop@Slave002 zookeeper]$ vi myid

i

2

i

4. }33)) Zookeeper

-+ Zookeeper ¥ A7 il B I Ar &5, #EAH T 5l Zookeeper i Ei it A FI] Zookeeper [1Y] bin
H >k, 831 zkServer.sh 14 . zkServer.sh 3 /& Zookeeper A5 A4, n] LAl ik zkServer.sh
VA A Zookeeper i 55 IR A ) 8)) Zookeeper £EBE 115 11 Zookeeper FE ¥ .

[hadoop@Slave00l ~]$ cd ~/software/zookeeper-3.4.10/bin/
[hadoop@Slave00l bin]$ 1s

zkCli.cmd == zkServer.cmd zkServer.sh zookeeper.out
[hadoop@Slave00l bin]$ ./zkServer.sh start

ZooKeeper JMX enabled by default

Using config: /home/hadoop/software/zookeeper-3.4.10/bin/../conf/zoo.cfg

Starting zookeeper ¢+ STARTED
[hadoop@Slave00l bin]$ jps

1782 QuorumPeerMain

1302 Jps

[hadoop@Slave002 ~]1$ cd ~/software/zookeeper-3.4.10/bin/
[hadoop@Slave002 bin]$ 1s

zkCli.cmd **+ zkServer.cmd zkServer.sh zookeeper.out
[hadoop@Slave002 bin]$ ./zkServer.sh start

ZooKeeper JMX enabled by default

Using config: /home/hadoop/software/zookeeper-3.4.10/bin/../conf/zoo.cfqg

Starting zookeeper ¢+ STARTED
[hadoop@S1lave002 bin]$ jps _
3788 QuorumPeerMain %
1206  Jps o
=
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[hadoop@Slave003 ~]$ cd ~/software/zookeeper-3.4.10/bin/
[hadoop@Slave003 bin]$ 1s
122 zkCli.cmd e zkServer.cmd zkServer.sh zookeeper.out
[hadoop@Slave003 bin]$ ./zkServer.sh start
ZooKeeper JMX enabled by default
Using config: /home/hadoop/software/zookeeper-3.4.10/bin/../conf/zoo.cfqg
Starting zookeeper -+ STARTED
[hadoop@S1ave003 bin]$ jps

1788 QuorumPeerMain
1806 Jps

5.2.6 % % 6——2 % Hadoop % 2

KT )3 5 Hadoop £ERE I UFAA LA A] 348 —4ERS I .
1. k33l journalnode JEF:
iy 1] FHAE T % 504k NameNode I 77 22 2| Zookeeper &3/~ 17 /12351 J3 5

journalnode JEFE .

[hadoop@Slave00l bin]$ hadoop-daemon.sh start journalnode
starting journalnode, logging to /home/hadoop/software/hadoop-2.6.5/
logs/hadoop-hadoop-journalnode-Slave001l.out
[hadoop@S1lave00l bin]$ jps
1895 Jps
1849 JournalNode

1788 QuorumPeerMalin

[hadoop@Slave002 bin]$ hadoop-daemon.sh start journalnode
starting journalnode, logging to /home/hadoop/software/hadoop-2.6.5/
logs/hadoop-hadoop-journalnode-Slave002.out
[hadoop@Slave002 bin]$ jps
1895 Jps
1849 JournalNode

1788 QuorumPeerMalin

[hadoop@S1ave003 bin]$ hadoop-daemon.sh start journalnode
starting journalnode, logging to /home/hadoop/software/hadoop-2.6.5/
logs/hadoop-hadoop-journalnode-Slave003.out
[hadoop@S1lave003 bin]$ jps
1895 Jps
1849 JournalNode

1788 QuorumPeerMain

2. {F Master001 [*'#45X.4k NameNode
{F Master001 4% 24t NameNode 2=/ fli~/software/hadoop-2.6.5/tmp H ¢, 1% H g



A7 TS = R T B4 S AR OGS B
[hadoop@Master001 ~]$ hdfs namenode -format

3. f&1% tmp CPFRARTI A

[hadoop@Master001 ~]$ cd ~/software/hadoop-2.6.5/
[hadoop@Master001 hadoop-2.6.5]1% 1s

bin etc ... sbin share  tmp
[hadoop@Master001 hadoop-2.6.5]% scp -r tmp/ Master002:~/software/ hadoop-2.6.5/
VERSTION 100% 206 0.2KB/s 00:00
fsimage 0000000000000000000 100% 323 0.3KB/s 00:00
fsimage 0000000000000000000.md5 100% 62 0.1KB/s 00:00
seen txid 100% 2 0.0KB/s 00:00
[hadoop@Master001 hadoop-2.6.5]% scp -r tmp/ Slave(00l:~/software/ hadoop-2.6.5/
VERSTION 100% 206 0.2KB/s 00:00

-

[hadoop@Master001 hadoop-2.6.5]$ scp —-r tmp/ Slave002:~/software/ hadoop-2.6.5/
VERSION 100% 206 0.2KB/s 00:00

[hadoop@Master001 hadoop-2.6.5]% scp -r tmp/ Slave003:~/software/ hadoop-2.6.5/
VERSION 100% 206 0.2KB/s 00:00

-

4. )3z hdfs
Iz hdfs H 35257 Master001 44T start-dfs.sh Bl A . ©9<>7F Master001 Al
Master002 13 5/ namenode ZEFE, ZE Slave001. Slave002 F1 Slave003 7 )7 55 datanode HEFE .

[hadoop@Master001 ~]$ start-dfs.sh
Starting namenodes on [Master001 Master002]
Master00l: starting namenode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-namenode-Master001.out
Master002: starting namenode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-namenode-Master002.out
Slave(002: starting datanode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-datanode-Slave002.out
Slave003: starting datanode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-datanode-Slave003.out
Slave(00l: starting datanode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-datanode-Slave001.out
Starting journal nodes [Slave00l Slave002 Slave003]
Slave003: starting journalnode, logging to /home/hadoop/software/
hadoop-2.6.5/1ogs/hadoop-hadoop-journalnode-Slave003.out

Slave00l: starting journalnode, logging to /home/hadoop/software/ 123
hadoop-2.6.5/1ogs/hadoop-hadoop-journalnode-Slave001.out %
Slave002: starting journalnode, logging to /home/hadoop/software/ 5

=
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hadoop-2.6.5/1ogs/hadoop-hadoop-journalnode-Slave002.out
Starting ZK Failover Controllers on NN hosts [Master00l1 Master002]
Master002: starting zkfc, logging to /home/hadoop/software/hadoop-

124 2.6.5/1ogs/hadoop-hadoop-zkfc-Master002.out
Master001: starting zkfc, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-zkfc-Master001.out

5. K3l MapReduce
Ji12)) MapReduce H 75 2 7F Master001 4T start-yarn.sh B[I 7], ‘& 73 51l £ 7F Master001
h J 5l) resourcemanager 2, 7% Slave001 . Slave002 F1 Slave003 ' 3 Z/) nodemanager % .

[hadoop@Master001l ~]$ start-yarn.sh
starting yarn daemons
starting resourcemanager, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/yarn-hadoop-resourcemanager-Master(001.out
Slave003: starting nodemanager, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/yarn-hadoop-nodemanager-Slave003.out
Slave(001l: starting nodemanager, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/yarn-hadoop-nodemanager-Slave001.out
Slave002: starting nodemanager, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/yarn-hadoop-nodemanager-Slave002.out

. SUREREE R S8
l)ﬁﬁ—:ﬁﬁﬁh
MRS BRI G BN R A — e A AE R . FAARSERRE R

[hadoop@Master001 ~]1$ jps
3766 Jps

3510 ResourceManager
3399 DFSZKFalloverController
3118 NameNode

[hadoop@Master002 ~]1$ Jjps

2129 NameNode
2289 Jps
2230 DFSZKFalloverController

[hadoop@Slave00l ~]1$ Jjps

2610 NodeManager
2500 JournalNode
2358 QuorumPeerMain

2745 Jps

[hadoop@Slave002 ~]1$ Jjps
2675 Jps
2549 NodeManager



2439 JournalNode

2297 QuorumPeerMain

[hadoop@Slave003 ~]$ jps
27137 Jps

2611 NodeManager
2501 JournalNode
1788 QuorumPeerMain

2) Jiik . % HDFS X
FEAT R %A “hadoop fs -Is /7 iy 2 &4 hdfs CfF. W& ks 245 n] 208 ),
Wi EERE )T Bl R .

[hadoop@Slave002 ~]$ hadoop fs -1s /
17/12/19 17:11:42 WARN util.NativeCodelLoader: Unable to load native-
hadoop library for your platform... using builtin-java classes where
applicable

[hadoop@Slave002 ~]8$

527 EF B FIRA

#% 1t NameNode HZ27E 5 — XA shAFEE AL S BURA S A—SU A . ik it
A 1 IS RS s S B 1R )3 2 i

1. k33l Zookeeper

I3 A 3E N 3] Zookeeper [1] bin H 3¢ )7 5] Zookeeper At %5 -

[hadoop@Slave001l ~]1$ cd software/zookeeper-3.4.10/bin/

[hadoop@Slave00l1l bin]$ ./zkServer.sh start
ZooKeeper JMX enabled by default
Using config: /home/hadoop/software/zookeeper-3.4.10/bin/../conf/zoo.cfqg
Starting zookeeper -+ STARTED

[hadoop@Slave002 ~]$ cd software/zookeeper-3.4.10/bin/

[hadoop@Slave002 bin]$ ./zkServer.sh start
ZooKeeper JMX enabled by default
Using config: /home/hadoop/software/zookeeper-3.4.10/bin/../conf/zoo.cfg
Starting zookeeper -+ STARTED

[hadoop@Slave003 ~]$ cd software/zookeeper-3.4.10/bin/

[hadoop@Slave003 bin]$ ./zkServer.sh start
ZooKeeper JMX enabled by default
Using config: /home/hadoop/software/zookeeper-3.4.10/bin/../conf/zoo.cfqg
Starting zookeeper ¢+ STARTED

2. 3z HDFS
1F Master001 15 &5 | J3 3y start-dfs.sh.

[hadoop@Master001 ~]$ start-dfs.sh

-,

=
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Starting namenodes on [Master001 Master002]
Master001l: starting namenode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-namenode-Master001.out

126 Master002: starting namenode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-namenode-Master002.out
Slave002: starting datanode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-datanode-Slave002.out
Slave003: starting datanode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-datanode-Slave003.out
Slave00l: starting datanode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-datanode-Slave001.out
Starting journal nodes [Slave00l Slave002 Slave003]
Slave003: starting journalnode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-journalnode-Slave003.out
Slave00l: starting journalnode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-journalnode-Slave(001.out
Slave002: starting journalnode, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-journalnode-Slave(002.out
Starting ZK Failover Controllers on NN hosts [Master001l Master002]
Master002: starting zkfc, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-zkfc-Master002.out
Master00l: starting zkfc, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/hadoop-hadoop-zkfc-Master001.out

3. B3 MapReduce
£F Master001 13 13 F J3 5 start-yarn.sh.

[hadoop@Master001l ~]$ start-yarn.sh
starting yarn daemons
starting resourcemanager, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/yarn-hadoop-resourcemanager—-Master(001.out
Slave003: starting nodemanager, logging to /home/hadoop/software/hadoop-
2.6.5/1logs/yarn-hadoop-nodemanager-Slave(003.out
Slave001l: starting nodemanager, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/yarn-hadoop-nodemanager-Slave001.out
Slave002: starting nodemanager, logging to /home/hadoop/software/hadoop-
2.6.5/1ogs/yarn-hadoop-nodemanager-Slave002.out

4. AR B
JABE I, AR AT R e B L R HERE .

[hadoop@Master001 ~]1$ Jps
3766 Jps
3510 ResourceManager
3399 DFSZKFailoverController
3118 NameNode



[hadoop@Master002 ~]1$ Jps

2129 NameNode
2289 Jps
2230 DFSZKFalloverController

[hadoop@Slave001l ~]$ Jps

2610 NodeManager
2500 JournalNode
2358 QuorumPeerMain

2745 Jps

[hadoop@Slave002 ~]$ Jps

2675 Jps

2549 NodeManager
2439 JournalNode
2297 QuorumPeerMain

[hadoop@Slave003 ~]$ Jps
27137 Jps

2611 NodeManager
2501 JournalNode
1788 QuorumPeerMain

5.3 ®E el CE

(1) Hadoop 24t 44 .

k4 : mkdir: Cannot create directory /one. Name node is in safe mode.

Jii[Al: Hadoop &b+ % 4= Fia K.

fit ¥ bin/hadoop dfsadmin -safemode leave (2% 0).

(2) Hadoop KE 4 E P~ Master 124 standby JRE& .

k4. Operation category READ is not supported in state standby.

Jit[Al : Hadoop ZE ¥ 7%, 91> NameNode 4= 4 standBy (R 4 . DFSZKFailoverController
WREE A A8, B ARA M hdfs zkfe-formatZK #%:(fk, 7& Zookeeper LEHFH ¥ 614
hadoop-ha 7 5. 1E# 15l Master 7 B F[IRZS: active GHERIRA) A standby (45 HIIRZ),
HAEWRER 2 —f active, J—H WL standby. A LLF| Zookeeper 7 pi il id
“ /zkCli.sh -server 192.168 xx.xx” iy % &k Zookeeper k55 2%, i) s /iy 4 &G Zookeeper
ERFrP /& 54 hadoop-ha 17 5i. 440 A #47 hadoop-ha 5 fi)5, 2R —FH Master 7 1
Ji Bl k5

iR fEfFa—6 Master 1A BT “hdfs zkfc —formatZK” (73: 4T “hdfs zkfc
—formatZK” iy &I, Zookeeper £ERE A AILE Jo RA ).

£
9)
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(3) Zookeeper 54 .
Y4y . Starting zookeeper---already running as process 1490.
JR K ZEIRES SO R4S zookeeper server.pid U, XN SCAFAE ARG SR UERE 1d [
LB RSN A S A, S pid SRR

fid . MFE zookeeper server.pid CAFRI AT,

(4) HEFEH namenode il datanode fi ) i 451,

s SERE NameNode 2% DataNode 3 J5, 1o —2 )L XA RNHEFE .

Ji s AR OB AR R 3 3 EURA A — 2

e MHIERBEAS T S AP EURAS 5 1) tmp SCAF, 7F Master001 77 24T “hdfs namenode
—format” iy % k% :UAt NameNode, AR J& 85 XA 508 A2 Bl tmp #5 DURT sep 7 xCiA& 4 51 4%

—+ |
/i\-—lj.rlﬁlnﬂ

[hadooplMaster001 hadoop-2.6.5]% scp —-r tmp/ Master002:~/software/hadoop-2.6.5/
[hadoopl@Master001 hadoop-2.6.5]$ scp —-r tmp/ Slave00l:~/software/hadoop-2.6.5/
[hadooplMaster001 hadoop-2.6.5]% scp —-r tmp/ Slave002:~/software/hadoop-2.6.5/
[hadoopl@Master001 hadoop-2.6.5]$ scp —-r tmp/ Slave003:~/software/hadoop-2.6.5/

54 S5 R

1. 1A %] Hadoop £ AR ? "Efif ol T WELE ] 17 Hadoop £5o ARAT WELEAL Gl 510 ?
2. A EHEE Hadoop eyl FIAERE, il oidk B % SCHL 3 BUERE S 5 K MUK
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HDFS (Hadoop Distributed File System) #& Hadoop il H [FJ#Z.0r FIi H , &0 A7 200 H 5
RS A7 B IR, A Tt A T Rl AR A A X 7 (v AR Ak R O 2 S (1) 7 SK iy I
K, ATLLIEAT T HEU 1 v H IR S5 2584 PC .

HDFS 7 LL MLk

(D) =AM FARRES AR Z D EIA CBRIN 3 ANEIAS) . il 5 hn g A
s, RIS AR . WERE D EIAZL K, HDFS PLfilss ZHI3 AL ) &
A, AN I B S

(2) &SRB FE, GefB b GB. TB. 4 PB 225 (5 A e ig kb BE 71
R () 4

(3) FEFBEERKN VO GAN. —IKBAN, LW XHF—HE5N, HMAGEBH,
SUREHE N, XA AT LR IR s (1 — ik .

(4) o] LAEEFE R itALAs L

HDFS 17 LA Rk i

(1) ARZER B VT 1) o EAEACE R 5 00 FRATIN, CilEa a2 i1y 5, e
eI A B A KR o AR E N E K = A O — A A Spark SR5ER, HARKGAE S
3 F& PRI U

(2) ADNCAFRIATAE . W RAF ORI/ XA, B KE S H NameNode [1) N A7 A74ifi 3
fF. Haxks U5 E, XFES X NameNode 15 g il i 4H, 7N SCOFA7fh 1) 538 B[R] &l e 3¢
PRI [A] . X357 7 HDFS it H dx.

(3) AfEFFREN, XHEAEMEIES. — D CHERE— NS, SNEZ LR
5 o AR ST IIE I, AR SO BERTAS 2

6.1 HDFS Z& #j

HDFS ()5 0] H /& HDFS FR4z0f 228 % 5 b 15 5 i 25 1R g ) » BRI %5 7 i X HDF'S
P13 5 A E 2 A EEL U7 W] NameNode k%545, %25 % S A7 M NameNode $k BT 2 J5 4
Redk szt AT . Tl HDFES (115 n] F C8EAE + NameNode |- o #5420 . Hadoop
TPt T — % QuorumJournalManager K SCH = ] o 7E= Al G E T, editlog A7 i(AE —
AL AEAE I T, XA T JournalNode 4 B, — 2 3 AN 5 (N 4ERD),
B JournalNode %[ | H 47Ok 1 NameNode [#)4n4H H & (editlog), Zafh H & G IR
A AFEAT BN
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AP NameNode 17 40, —#Z 2T HEEA —PMETIHRIRE (active), J3— N EfF
firfRas (standby). AT active R A GEX FMEfihinS HDFS flids, AT active
RS S A HE M JournalNode 5 Agwf H & standby 4 FK 1 A 5197 N IN ZEREHR 1)
JournalNode 7 5i#% DIE 4 BIA AT . 734h, #1 DataNode <3¢ 3] [7] 1> NameNode i
SRS HOHPIRES COBEG R PG ED.

—F— M NameNode 17 £ [A] I F1 3 4™ JournalNode 4 pl ¥ 2 fRFFIE (5, TG ERTH
NameNode 17 51 71971+ JournalNode ZE#F 5 A%t H &, i) NameNode 7 51 71 1 52
JournalNode ZH H 1) 4w H &5 9 HAE HE PR Ay 19 5, FRIA S 2% 5 1Y) fsimage
il S, IXFE— st BE R 15 9 NameNode [KCEHE R FEFE . — H active A, 42
A CE 1) Zookeeper 2X 4% standby 17 &4 H 4% 4y active, 4k SEXF AR EIEAR S

X1 HA BEEEMEMRE R CEE, Hitk—k K g7 — NameNodes &b T iE5IR A
A0, iy 4 7S PR AE P 2 (IR o s, LA 25 R B LAt AN IE R 45 . O T #f
(I AN JE 1 FF B 1 BT i 4 241 5% 7, JournalNodes ¥4 H 7o F— > NameNode £ 4“4
SH 7. EMEEY AR, AR TG AR A ) NameNode B4 ] #1245 5 A\ JournalNodes [1)
i, XA AP 1A NameNode 4kZE40 TG 5RA, ARVFHTI Active AL FEAT L
b Y] . HDFS = a AR W] 6.1 Fros.

HDFS & a] f 77 &

1

1

Zookeeper002 Zookeeper003 1 i

_______________________________________________________________________________________ !

--------------------------------------------------------------------------------------- 1

JournalNodes :

edit log i

d

Active Stﬂl‘ldh}’
NameNode NarmeNode
i fsimage FrTeoTTTm
D | _fsimage ;
Heartbeat Heartbeat
Back
DataNode001 DataNode002 DataNode003 DataNode n
K 6.1

6.2 HDFS 4 2

& HDFS 1 Ji47 (1) Hadoop iy 434 i1 bin‘hadoop A5G|, Az e 24211 Hadoop
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6.2.1 version ¥4

-

hadoop version

version iy 2 1] LL¥T ) Hadoop FRASTEAN(E B, /il Wl T

[hadoop@Slave00l ~]$ hadoop version

6.2.2

Hadoop 2.6.5

Subversion https://github.com/apache/hadoop.git —-r e8c9felb4c252caf

2ebf1464220599650£119997
Compiled by sjlee on 2016-10-02T23:437%
Compiled with protoc 2.5.0

From source with checksum f05¢c9fa095a395faa9db9f7bab5d754

This command was run using /home/hadoop/software/hadoop-2.6.5/share/

hadoop/common/hadoop-common-2.6.5.jar

dfsadmin 44~

dfsadmin iy < AJ LA SRAEAF 0 25 [0 155 DA 25 A 9 5 A il 23 (A TS 00, 7 )

LU

[hadoop@Slave00l ~]# hadoop dfsadmin -report

DEPRECATED: Use of this script to execute hdfs command is deprecated.

Instead use the hdfs command for it.
Configured Capacity: 37139136512 (34.59 GB)
Present Capacity: 30914732032 (28.79 GB)
DFS Remaining: 30734471168 (28.62 GB)

DFS Used: 180260864 (171.91 MB)

DEFS Used%: 0.58%

Under replicated blocks: 99

Blocks with corrupt replicas: 0

Missing blocks: 0

Live datanodes (2):

Name: 192.168.153.201:50010 (Slave001)
Hostname: Slave(OO01

Decommission Status : Normal
Configured Capacity: 18569568256 (17.29 GB)

HDFS # K
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DFS Used: 90128384 (85.95 MB)

Non DFS Used: 3115909120 (2.90 GB)
DFS Remaining: 15363530752 (14.31 GB)
Q. o

132 DFS USEd'ﬁ - 0 = 49 o

DFS Remaining%: 82.73%

Configured Cache Capacity: 0 (0 B)

Cache Used: 0 (0 B)

Cache Remaining: 0 (0 B)

Cache Used%: 100.00%

Cache Remaining%: 0.00%

Xceivers: 1

Last contact: Tue Dec 26 22:33:14 CST 2017

Name: 192.168.153.202:50010 (Slave002)
Hostname: Slave(002

Decommission Status : Normal

Configured Capacity: 18569568256 (17.29 GB)
DFS Used: 90132480 (85.96 MB)

Non DFS Used: 3108495360 (2.90 GB)

DFS Remaining: 15370940416 (14.32 GB)

DFS Used%: 0.49%

DFS Remaining%: 82.77%

Configured Cache Capacity: 0 (0 B)

Cache Used: 0 (0 B)

Cache Remaining: 0 (0 B)

Cache Used$%: 100.00%

Cache Remaining%: 0.00%

Xceilvers: 1

Last contact: Tue Dec 26 22:33:12 CST 2017

6.2.3 jar 44

jar 2 e1a T jar WA 4. F Pl AR A1) MapReduce fCES R ZF 3] jar SCAFH,
i [ jar Ay 2AHFE R ‘@ THER .

f%2\: hadoop jar <jar> [mainClass].

<jar>: jar {4.

[mainClass]: FJIEETN, F5EEIT E3.

fi [ “adoop jar” 1y 2 fE Hadoop £ZEHf iz 1T WordCount. jar F£/57, /-~ F:

[hadoop@Slave00l ~]# hadoop jar WordCount.jar

6.2.4 fs ¢4

fs S 4T0 S 2428, 7F Hadoop Jo IR I fs 24, #/n2x HDFES K]



SCAFREAT A
% 3K

hadoop fs [GENERIC OPTIONS] [COMMAND OPTIONS]

[GENERIC OPTIONS]: jifi iz ii.
[COMMAND OPTIONS]: #i4-ikTii.
fs 5 F 2L ASIE T4 T .

1. cat
cat iy 2 1] LAAE HDFS /A5 $i5 08 SO B 2 SCAFJE T Iy ST 25
i\

hadoop fs -cat <hdfs:pathFile>

fltm, &4 HDFS th mput Hox NPT S

[hadoop@Slave00l ~]# hadoop fs -cat /input/=

& HDFS ' mput H>x | part-r-00000 SC/FAH N7

[hadoop@Slave001l ~]# hadoop fs -cat /input/part-r-00000

Ve

(1) /input/=p (1] “=” LKA, /input/*{L3EK input H & A 3

(2) /input/part={{3& input H 5/ XA 44 LA part 4G 11 T XA F

2. copyFromLocal

copyFromLocal #7423+ put 752, 5 put ag 2 A2 4k, copyFromLocal iy 4 #
DL FPY 5 Rtb ka0 200 AS i ST A Sl

p%

hadoop fs -copyFromLocal <local:pathFile> <hdfs:pathDirectory>

3. copyToLocal

copyFromLocal iy 2 [N1EH 5 put dr SRR, A& AL SC/F3] HDFES o, BATHI O /E
T copyToLocal [FJig 12 fefd — AR, 1 put WIS AT RE & 24X, AT e
EARERI N o

1%

hadoop fs -copyToLocal <hdfs:pathFile> <local:pathDirectory>

PR T BRE HARERAE AL —DAMSCIESL, F get g2 340 .
4. cp

ks

hadoop fs -cp <hdfs:pathFile> <hdfs:pathDirectory>

¥
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cp 12 1] LK HDFS (145 & X AF 2 4 2 HDFS A H bR 2. XA 2 eV 2 N3
AT, BEE HARE 2002 — N H 3k

2N LU

[hadoop@Slave001l ~]# hadoop fs -cp /user/hadoop/filel /user/hadoop/file?2
[hadoop@Slave001 ~]# hadoop fs -cp /user/hadoop/filel /user/hadoop/file?2
/user/hadoop/dir

5. du
GEaW

hadoop fs -du <hdfs:pathDirectory>

du iy 2 A& B OB g a2, AT BLE R FR 8 SO RN 246 2 SCHE I
KNS F50E H b g SO /N RFR € 2 AN H s i BT A SR IR R N

ZN RN

[hadoop@Slave00l ~]# hadoop fs -du /input /output
73962 /output/relation
8829 /output/word
14215 /output/word count
53 /input/2017-12-22.1514227013843
41 /input/2017-12-26.1514227103154
3297 /1input/choose column

6. dus

Fo

hadoop fs -dus <hdfs:pathDirectory>

dus i I BLE 2 F5 5E SO H ok IR /ANBRE 5 7€ 22 S SO IR H s oK/

NN

[hadoop@S1lave00l ~]$ hadoop fs -dus /input
3169072 /input

[hadoop@Slave00l ~]$ hadoop fs -dus /input /ouput
3169072 /input
8829 /ouput

7. expunge
expunge i 2 AR EE “VEFR”, & AE Hadoop H [14E 72 i 7[Rk .
1% 2

hadoop fs —-expunge
ZNCAL N

[hadoop@Slave00l ~]$ hadoop fs -expunge



17/12/26 22:31:55 INFO fs.TrashPolicyDefault: Namenode trash configuration:

Deletion interval = 0 minutes, Emptier interval = 0 minutes.

8. get
(S

hadoop fs -get <hdfs:pathFile> <local:pathDirectory>

get fir > M HDFS & ilfig e X F. f7E Hax BT XA 2 24 SCUF B A AT

Hk, 4T get Z A1, ARMSCMFH e A77E. get i
NG LU

— P I T 8w 2

(1) 7f HDFS H &2 iill mput H 3% F word_count SR AHE file H .

[hadoop@Slave001l file]$ hadoop fs -get /input/word count ~/file

(2) 27| HDFS ' input A1 output H x4 XA 2 ASHE file H sgH .

[hadoop@Slave00l file]$ hadoop fs —-get /input /output ~/file

[hadoop@Slave00l file]$ 1s

input  output
[hadoop@Slave001l file]$ cd input/
[hadoop@Slave001l input]$ 1s

2017-12-22.1514227013843 2017-12-26.1514227103154 choose column

city data major monitor data score

9. getmerge
% 2

word

hadoop fs -getmerge <hdfs:pathDirectory> <hdfs:localFile>

K+ HDFS {572 Hax I SO INE B A S o 4 RSP E A4 A AEARFAEAS BB

S, RS A, AR 5 S N T A
AR

[hadoop@Slave001 file]$ hadoop fs —-getmerge /output/word count ~/file/output

[hadoop@Slave001l file]$ 1s
file output
[hadoop@Slave001l file]$ cat output
Just HEL: 1K

Not HHEL: 1K
Noticing HHL: 1K

10. Is
g >

hadoop fs -1s <hdfs:pathDirectory>

{1 HDFS 1 W fif @ AR VRN 2. an g H sk,

W3R 0] e E A4 7 SCPF IR 81

HDES # K
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TEAIN A R H . SHEfEd .. e, a)d H AR 215 B
AN .
(1) 7~ HDFS 1 word SCHEE41 @ 1k

[hadoop@Slave001 file]$ hadoop fs -1s /input/word
-rw-r-—-r—— 3 hadoop supergroup 8829 2017-12-25 22:15 /input/word

(2) W7 HDFS v input H g R A7 SO VRN & E

[hadoop@Slave00l file]$ hadoop fs -1s /input
Found 4 items
-rw-r—-—-r—— 3 hadoop supergroup 482 2017-12-26 00:19 /input/major
-rw-r-—-r—-— 3 hadoop supergroup 2954128 2017-12-25 04:33 /input/monitor
-rw-r-—-r—-— 3 hadoop supergroup 56812 2017-12-25 23:40 /input/score
-rw—-r—-—-r—— 3 hadoop supergroup 8829 2017-12-25 22:15 /input/word

11. lIsr
GEW

hadoop fs -1sr <hdfs:pathDirectory>

Isr fif % Is -R fij 5, A& K@ U4 %78 HDFS wpfi e H o N7 131
ZN LN
[hadoop@Slave001 file]$ hadoop fs -1sr /input

lsr: DEPRECATED: Please use 'ls -R' instead.
-rw-r-——r—— 3 hadoop supergroup 53 2017-12-26 02:36 /input/1514227013843

-rw-r-——r—— 3 hadoop supergroup 41 2017-12-26 02:38 /input/1514227103154
-rw-r-—r—— 3 hadoop supergroup 3297 2017-12-25 23:05 /input/choose
-rw-r-——r—— 3 hadoop supergroup 145430 2017-12-25 04:52 /input/city data
-rw-r-—r—-— 3 hadoop supergroup 482 2017-12-26 00:19 /input/major
-rw-r-——r—— 3 hadoop supergroup 2954128 2017-12-25 04:33 /input/monitor
-rw-r-——r—— 3 hadoop supergroup 56812 2017-12-25 23:40 /input/score
-rw-r-——r—— 3 hadoop supergroup 8829 2017-12-25 22:15 /input/word
12. mkdir

% 3K

hadoop fs -mkdir <paths>

mkdir 77 A LAAE HDFS @l dol Hox, (e Rl —% Hx. (@2 g Hx L—

2 H s b AF A, BCE AL -p S

NI
(1) Afi /] mkdir 17475 HDFS [1] input H g @ —4 file H k.

[hadoop@S1lave00l ~]$ hadoop fs -mkdir /input/file

[hadoop@S1lave001l ~]$ hadoop fs -1s /input
Found 4 items
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:30 /input/file
-rw-r-—r—— 3 hadoop supergroup 482 2017-12-26 00:19 /input/major



-rw-r-—r——- 3 hadoop supergroup 56812 2017-12-25 23:40 /input/score
-rw-r-—r—— 3 hadoop supergroup 8829 2017-12-25 22:15 /input/word

(2) 4] mkdir 7% 7F HDFS t1 /35l 7E input H g F A file2 H>k, £ output H
ok PG —A file2 H k.
[hadoop@Slave00l ~]$ hadoop fs -mkdir /input/file2 /output/file2

[hadoop@Slave00l ~]$ hadoop fs -1s /input /output
Found 6 items

drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:30 /input/file
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:32 /input/file2
-rw-r——r-—- 3 hadoop supergroup 8829 2017-12-25 22:15 /input/word
Found 10 items

drwxr-xr-x - hadoop supergroup 0 2017-12-25 23:41 /output/averager
drwxr-xr-x - hadoop supergroup 0 2017-12-25 23:06 /output/choose
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:32 /output/file2

(3) A i} mkdir £y 47 HDES Hi61) 4 —A 2 45 H s¢/file/filel/file2/file3 .

[hadoop@Slave001 ~]$ hadoop fs —-mkdir -p /file/filel/file2/file3
[hadoop@Slave001 ~]$ hadoop fs -1s -R /file
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:35 /file/filel
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:35 /file/filel/file2
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:35 /file/filel/file2/file3

13. mv

% 3K

hadoop fs -mv <hdfs:sourcepath> [hdfs:sourcepath ] <hdfs:targetPath>

mv iy A] LL7E HDFS e 30 NI Br 2 sh 2 H iRk 42, XA 2 VT 2 NG
12, BB HFREEAR 00— H 3%

Z LN

(1) ¥ HDFS ' [#)/input/major 4% 5)) £|/file/filel/file2 .

[hadoop@Slave00l ~]$ hadoop fs -mv /input/major /file/filel/file2
[hadoop@Slave001l ~]1$ hadoop fs -1s /file/filel/file?2
Found 2 items
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:35 /file/filel/file2/file3
-rw—-r—-—-r—— 3 hadoop supergroup 482 2017-12-26 00:19 /file/filel/file2/major

(2) i mv @2 ¥ HDFS ¥ /input/major 3 {4 #/input/word 3 1 #% ) 3|
/file/file1/file2/file3 H 5.

[hadoop@Slave001 ~]$ hadoop fs —-mv /input/score /input/word /file/filel/file2/file3
[hadoop@Slave00l ~]$ hadoop fs -1s /file/filel/file2/file3

Found 2 items
—rw—r——r—— 3 hadoop supergroup 56812 2017-12-2523:40 /file/filel/file2/file3/score

wme
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—rw—-r—r—— 3 hadoop supergroup 8829 2017-12-25 22:15 /file/filel/file2/file3/word
[hadoop@Slave00l ~]$ hadoop fs -1s /input

Found 7 items

-rw—r——r—— 3 hadoop supergroup 145430 2017-12-25 04:52 /input/city data
138 .ee

drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:32 /input/file2

14. put
F%

hadoop fs -put <local:pathFile> [local:pathFile] <hdfs:pathDirctory>

put 172 1] LLAAS 1 SO ZR 48 A 200 A B0 2 NI R 4 21 H bR SO 248 HDFS 3l
SO H s 20 S5 A7 AT
B AL A% city data ST monitor data SC A3 HDFS [f) test H g

[hadoop@Slave001l ~]$ 1s
aaaip9.jar «city data file monitor data  rrwquy.jar
[hadoop@Slave00l ~]$ hadoop fs -mkdir /test
[hadoop@Slave00l ~]$ hadoop fs -put city data monitor data /test
[hadoop@Slave00l ~]$ hadoop fs -1s /test
Found 2 items
-rw-r—-—r—-— 3 hadoop supergroup 145430 2017-12-26 23:48 /test/city data
-rw-r——-r—— 3 hadoop supergroup 2954128 2017-12-26 23:48 /test/monitor data

15. rm

% 3
hadoop fs -rm <hdfs:pathFile> [hdfs:pathFile]

rm iy 2 e T BR — AN E 3 s AN R e SCAF a2, JFE N “r” Z30mT LA
i ER3E € H 3% .
2L LU

[hadoop@Slave00l ~]% hadoop fs -1s /test

Found 2 items

-rw—-r—--r—— 3 hadoop supergroup 145430 2017-12-26 23:48 /test/city data
—-rw-r——r—— 3 hadoop supergroup 2954128 2017-12-26 23:48 /test/monitor data
[hadoop@Slave00l ~]$%$ hadoop fs -rm /test/city data /test/monitor data
17/12/26 23:52:19 INFO fs.TrashPolicyDefault: Namenode trash configuration:
Deletion interval = 0 minutes, Emptier interval = 0 minutes.

Deleted /test/city data

17/12/26 23:52:20 INFO fs.TrashPolicyDefault: Namenode trash configuration:
Deletion interval = 0 minutes, Emptier interval = 0 minutes.

Deleted /test/monitor data

16. rmr

% 5\

hadoop fs -rmr <hdfs:pathDirectory>[hdfs:pathDirectory]



rmr 7y A DUBIBR H st I BR 7304, A8 H-mmr dp 2 MIFR—A~ H s, ANE
Hax T2 LAl S, 20— IFMER .
AR N

[hadoop@Slave00l ~]$ hadoop fs -1s -R /test /file
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:35 /file/filel
drwxr-xr-x - hadoop supergroup 0 2017-12-26 23:40 /file/filel/file2
—-rw—-r——r—— 3 hadoop supergroup482 2017-12-26 00:19 /file/filel/file2/major
-rw-r-—-r—-— 3 hadoop supergroup 36365 2017-12-20 21:51 /file/input
[hadoop@Slave00l ~]$ hadoop fs -rmr /test /file
rmr: DEPRECATED: Please use 'rm -r' instead.
17/12/26 23:55:49 INFO fs.TrashPolicyDefault: Namenode trash configuration:
Deletion interval = 0 minutes, Emptier interval = 0 minutes.
Deleted /test
17/12/26 23:55:49 INFO fs.TrashPolicyDefault: Namenode trash configuration:
Deletion interval = 0 minutes, Emptier interval = 0 minutes.
Deleted /file
[hadoop@Slave00l ~]$ hadoop fs -1s -R /test /file

ls: “/test': No such file or directory
ls: *“/file': No such file or directory
17. tail
% 2

hadoop fs -tail [-f] <hdfs:pathFile>

tail 4 FT LU SCHE R 1KB 1 Py 24 th SBRAE th . I FL tail &S0 67 SR,
B £ BRI RS R SR 2

NI

[hadoop@Slave00l ~]$ hadoop fs -tail /input/city data

90100751295 PMS VHIRK—Fra¢ FREALHAT it
90100751318 PMS #iMad (L) il TR AR AT [FZpn

-

90100796714 PMS [HIEIMESEEL T EVERMARE AR ML
90100796715 PMS [y fEst42 MRt EER AR AR BR

18. text
W

hadoop fs -text <hdfs:pathFile>

text fiy2 A LUK HDFS H )3 SO BLCA RS X H

19. touchz

(AW 139

hadoop fs -touchz <hdfs:newFile> L2
6
X

HDFS # K



Hadoop+Spark X #7EH# K ( #RIK )

touchz 774 7] LL{E HDFS gl —4> 0 75 ()25 30 A
ZN AR RN
[hadoop@Slave00l ~]$ hadoop fs -touchz /newfile

[hadoop@Slave00l ~]$ hadoop fs -1s /newfile
—rw-r——r—— 3 hadoop supergroup 0 2017-12-27 00:01 /newfile

140

6.3 API 89{F,

h-

HDFS & Ao 2. PR 2 RS0, Blnl OO H O34T 484, 9 4n o
HOCAE MIBR SO S BOCF N RS . T SCRE U QT {8 Java APT X HDFS o () S0 At
THRAE

{t HDFS 1 [ SO AR S BL R LA 7028

Configuration 28: RN R EFBE 1% i 5 Mk 55 7 B

FileSystem K: XRXZE— N RGAN S, AT LLHZA SR IF) — 277 75K St
1THE. Wl “FileSystem fs = FileSystem.get(conf);” i ik FileSystem [1)if 4 /77 get $h 15
ZX R .

FSDatalnputStream F1 FSDataOutputStream: iX 352 HDFS H )4
fthiit. 0 mliliid FileSystem 1] open /774 M1 create 7713k .

% HDFS SCAFREAT SR A 1)/ il i F

5l 6.1 #|H HDFS API 7t HDFS " @8 3 COFERLAT T $140 4 ME ) .

/ /AT

public static void main (String[] args)

throws IOException {

String s = "hello world & HFARE";
HdfsFile.createFile("/input", s.getBytes());

}

/ /fEHADES PG & SO i

public static void createFile(String dst, byte[] contents)
throws IOException {
Configuration conf = new Configuration();

FileSystem fs = FileSystem.get (conf);

Path dstPath = new Path(dst); // H#s#kit

// FTH— A

FSDataOutputStream outputStream = fs.create(dstPath);
outputStream.write (contents);



}

5 6.2 F] HDFS APT R AH p (1) SO A% 3] HDFS v CUFi ¢ 50 ]

outputStream.close () ;

fs.close();
System.out.println ("CAFEIEEKRIN! ™) ;

A 4G ).
/ /NI

public static void main (String[] args)

throws IOException {

/ / WA HE A% SCA B HDES H

//file: RHXXIFAZNAER: input: R4, BHERREXAMF4

HdfsFile.uploadFile("/home/hadoop/usernumber.txt","/file/input");

}

// WA A& #IHDESH

public static void uploadFile(String src, String dst)

// WHSAFRGER) AR E, AT E IR 2 S MER IS ST, true HHER,
fs.copyFromLocalFile (false, srcPath, dstPath);

}

] 6.3 F/Tl HDFS API ¥4 HDFS 1 ({53 & SC MR

throws IOException {

Configuration conf = new Configuration();

FileSystem fs = FileSystem.get (conf);
Path srcPath = new Path(src); // JEE&E
Path dstPath = new Path(dst); // H#rEE

FileStatus[] fileStatus = fs.listStatus (dstPath);

for (FileStatus file : fileStatus) {
/ /& F H X AT

il Ahfalse

System.out.println ("HDFSH H#rik42/&: "+file.getPath()):;

System.out.println (" AL ™) ;
}

fs.close () ;

/ /A

public static void main (String[] args)

}

throws IOException ({
/ /Wl SCAT
HdfsFile.delete("/input");

/7 MERSCAF
public static void delete (String filePath)

throws IOException {

Configuration conf = new Configuration();

FileSystem fs = FileSystem.get (conf);
Path path = new Path(filePath);
boolean isok = fs.deleteOnExit (path):;

HDFS # K
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if (1isok) {

System.out.println ("XfCLEMIER™) ;
} else {

System.out.println ("#{ERM") ;

142 }

fs.close();

}

51 6.4 K| HDFS API 32t HDFS H352 A NS CUHEAR I n] 4
i T HERDIE ) .

VN

public static void main (String[] args)

throws IOException ({
/ / EBCCA2
HdfsFile.readFile("/file/input");
}
/7 CEBCCATE N 2
public static void readfFile (String filePath)
throws IOException {
Configuration conf = new Configuration();
FileSystem fs = FileSystem.get (conf);
Path srcPath = new Path(filePath);
InputStream in = null;
try {
in = fs.open(srcPath);
// EHIBBRAER L, 4096280 A/
TOUtils.copyBytes(in, System.out, 4096, false);
} finally {

IOUt1ls.closeStream(in) ;

64 S5 R

1. 22345 HDFS @l e, bARSCrE . s 5 VUSO80 q:
. 22 ] HDFS APIL 7 HDFS I SCIFI . EARSCIF Al seff =HISCHT
B
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7.1 MapReduce T/EJRE

T

7.1.1 MapReduce £ i & 17 %, 42

MapReduce 1EMVIZATHRFEWIE 7.1 TR,

Master
client RIEL
— JobTracker
J it
MapReducef 7 —._\ JobB 5]
fr e e
Fx’ll-'_.lﬂ'b fL‘E)IEi RLUI"U'\.&
o il AT T SR
{E AL BTl
Slave Slave
- Task
;77 JARSCHE Tracker - Task Tracker
! E'Iﬂﬁﬁiﬁi \j__...., [
\ 7 I 1 P HDFS
v HEAMER - - =
— 1;-.’ P ———
Job 1D
K71

MapReduce EMVIRAE AT an &, AH ISR AL AT $1 40 —4ERD W

(1) 7% 7 i Ja s —MMEML.

(2) |n] JobTracker i& =K —~ Job ID.

(3) Kz el r i 2 0w S/ 2 3] HDFS |, {f.$% MapReduce
FEPAT AL JAR SCfF. BOE STHER P vk ST A I am A R o0 (5 B . IxX e
AL AE JobTracker [ | iz AE MG (1) ST Jerh, SCEJE44 Ry iZAERIF) Job ID. JAR
AN 10 AN EIA (mapred.submit.replication J& 442D, ARG B &S T
JobTracker )i A X MENLE 5 2 /DA map (1555515 &

(4) JobTracker W BIENL G, HHBAE— MR BASI L, S5V i 28 0 kAT
THRE, ARV AR B R B R R R Bz R L, SR 44 AR5 B B K
N map (£4%, 8 map (4570 lic4y TaskTracker $47. /1 map F1 reduce {£55,
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TaskTracker FR4% = HLEX = AN A7 R K /NG [ E 2= 1) map R4 reduce £, X HL T 22
o I 1) 42 : map (T35 AN Bl B {7 {07 b /) B 45 5> TaskTracker 1), X HE A/ MES: 2 Al
ft. (Data-Local). xi/ It map {F55 70 L4y 7 f1 1% map AP )24 PL i) TaskTracker, [
NG A2 > JAR €152 1l 211% TaskTracker SKizfT, X/& “ia 550, BIEAES”, 77 iC reduce
(T35 I FF AT TR s A Hufh .

(5) TaskTracker £Ef&— B[R] 245 JobTracker A& 15— 0Bk, 5 1F JobTracker ‘& {2k
fEizdT, [FRPLEiP R ERZGE, W 2E map LA CHRMHEEGE. 4
JobTracker WX BIVEML 1) 52 7 — MTESS 5e Bl B, B B R “ Be2h ”. 4 JobClient
PRSI, EWAIMES CT, 8 R —REEESGH .

7.1.2 % # MapReduce % # /4 & 6 ¥ 2

FI91 ) MapReduce ZEfg3EH T 5B T, FE&M)JLAE I T AR 2 BRI Z 61, 315k 5t
[ WSCFE G 5, AHBEAT 0 A RGBT AR L TAE T far (P3G 4, AR ZR 11 ] /8 128
W oK, FEEEPLEW LT .

(1) JobTrack ¥ fi#ifEn] . T JobTrack & MapReduce [FJAEH ACFE &, 015 H 5 45
ibe, SRR AGEATH, SRR s ] PR B i rS AN B PR B

(2) JobTrack {E:45 1k . JobTracker 19 fi5C L T N2 MAE5, i plint 2 155 FE,
2 Job AES5AEH Z MK, 2IERAR KN AF T4, IEAEHE N T JobTracker 17 ki SEALIY)
P

(3) %% 5yt il TaskTracker % A A4 tH « 7F TaskTracker %ii, s& A map X reduce [FJ4F-5%
FCEAE N TLIE N, B B RERI W AT I O, WER PN R A AF T FE AT 55 ¢ 0 B 21— Bk,
XFEAR 25 5 B A7

(4) B oIER IR . 7F TaskTracker %ij, FEPEJsm K] 7> 4 map 11551 reduce 1T
%, MR ARG LA map (L5808 A reduce 1550, & BRI TR 9%

7.2 YARN & 1THEA

7.2.1 YARN # #4548

ML AT 73 A s8R SE 122 A& ¥ A Hadoop HEZL I & KA, MapReduce [1]
JobTracker 1 TaskTracker ALl 77 ZE AR K HEKRAS F S AT 9 EPE. NAFIHAE. nl3ElE
FIPERE L IBR . 7E3d 2210 JL4Eh, Hadoop JF R BIBAMEL T ¢ bug [ 5L, /&4 ir i
16 5210 RSAS B R B 5y, 3K 3 I OGT D 24t e 1 o R K

AT MWARA L fif k10 MapReduce HEZL 1 RELEM, {21t Hadoop HEZE ) HT K A& JiE,
M Hadoop 0.23.0 fit A JT-4fi, Hadoop '] MapReduce HEZL 72 2T, KA THRAI AL,
') Hadoop MapReduce HEZL 7y 44 4 YARN.

YARN & — NP B AT S5 U B I HE LS, A — K H: ResourceManager(RM) .
NodeManager (NM). ApplicationMaster (AM). ', ResourceManager 1157147 %t U511
WA 2 B AE B ApplicationMaster 4t 53 &F— N FLAAR R HFE > (1118 )5 R Fp 1 s NodeManager



oA — T A 4EpT ;s AT TAT 1Y applications, ResourceManager 43 4 X [¥) 4% i AURN
TR AL, i RES ApplicationMaster I 2> Fil ResourceManager 1) fij %5 Ui, [7] i) 1
NodeManager il {i5 R HAT AT A2 task.

1. ResourceManager

ResourceManager 171 57 %/ A2 BE 1) U8 Y45 BEAN 70 B, 2 — DN R st A B R 4.
NodeManager DL/ ik [#) /7 2 [n] ResourceManager jI % 7 Y4 F 50 ( H i £ 22 CPU I
L7 IS 15 90D« ResourceManager H 4% NodeManager [1%% 5 [F4R (5 2, %1 LA 1 7% U5
REFE AT 25 NodeManager A0 2! . YARN Scheduler fR 4% application 1)1 2K A FLr BC 22 U, AN
%171 Application Job 15, 1B, BITIRESKW. 355 TAE.

2. NodeManager

NodeManager & 5N i IS RAE S Ly, A E X eI RRE, foezty
MR IEAT, DL SRR S B I 4 . YARN SR BFREAN Y AR IE AT — A
NodeManager. NodeManager 5 I} [i] ResourceManager [ R AS 17 25 %85 (CPU. WAF) (11
% 3 F1 Container [1]1& ﬂ‘flji Ao 4 ResourceManager AL NodeManager H z))i% %
ResourceManager #5717 /5. NodeManager #2404 #>K H ApplicationMaster [1') Container
Bl ARSI K

3. ApplicatinnMaster

P e 28 1 R/ AS YRR e 3 8L &% — > ApplicationMaster , ‘& A LL 12 1T 1F
ResourceManager L% lflﬁmi’sj_, A LA MEH:

(1) 11775 ResourceManager i & 75 W i LASRE 59 (JH Container K 715) .

(2) B3 RIMAES B — T 0l WEB I RS CRRdii — ko Bid) .

(3) 5 ResourceManager il {i5 LA 8/45F 14155

(4) WIEAAESIBITIRG, IR B AT RN T8 455 g 5T L S AR 55

(5)47H7 YARN Har A ApphcatmnMaster )\ij —~ & 8 7 ApplicationMaster

U5 A SEW FE DistributedShell, ‘& n] LI —E %20 H ) Container LLJFAT24T —
Shell iy % 8¢ Shell A, 5 —4NJ&iz4T MapReduce W 27 1) AM—MRAppMaster.

7.2.2 YARN L& i# %2

IEATAE YARN N HRE e 250 i RN AR e AN R R . Hor, RN
FEF R — € N ] N AT s AT 5E Bt IR &R I AR, el MapReduce {E V. Tez DAG
VENE S KW AR T8 AN H B0, KA EIs AT I FHRE >, 05 & — 28l 55, LE T Storm
Service ( 3= 2445 Nimbus J:ﬂ Supervisor HZEk%), HBase Service (fUff Hmaster Al
RegionServer WJSMk55) %5, BAMIALHER N —MHEZR g f e L A . B IX
KN HFRFERARE, —REEEITHIAHRER, K TFHERS RS2 BT
AR BAE ), HIZAT4E YARN LR A2 AH [H] 1

M) YARN 28— AN TR, YARN 0 AN BOg i1 iz e : 5
By Lﬁngﬁzab ApplicationMaster; =5 MBS 1 ApplicationMaster 61 4 W R, H'E
HUE B, IR E NI, BERE175¢H, YARN ) TARRFEME 7.2 .

MapReduce 7 K
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i
|
|
|
|
|
146 :
v (D) ERA ResourceManager
T //

NodeManager

K 72

(1) Client |n] ResourceManager 245 HFER, 05 5 801N 1Y) ApplicationMaster
Ky difa B, i ApplicationMaster f£). )i 3)) ApplicationMaster [K) 7y JH 7 FE25.

(2) ResourceManager 7f NodeManager {7 5/)—]> Container f]-}-iz47 ApplicationMaster .

(3) Ja 37 ") ApplicationMaster [rn] ResourceManager 74 fiff H C, 3 82 J5 5 Resource
Manager {7 00 ik

(4) ApplicationMaster |n] ResourceManager A i% 153K, HiEAH N 2L H 11 Container.,

(5) ResourceManager j& |0 ApplicationMaster H115 1] Contamer {5 5. Hig I 1)
Contamer [ ApplicationMaster i 17 #] %5 1k . Container [1) )3 2 fi5 & #] 45 1k J5
ApplicationMaster 5 %] [\] NodeManager ififi5;, % 3K NodeManager )i )] Container.

(6) ApplicationMaster 55 NodeManager {x#54H[7], MM X NodeManager [Fiz{TI1{E5%
AT IR e B, Contamner iz 171 [A] ApplicationMaster % Container #4715 . Container
il 2f RPC {p i3 [a) %) NV [1) ApplicationMaster 41 [ O 1R 33E B AR AZE5 B

(7> N Hiz47HA] Client H 5 ApplicationMaster Il {5 3N F R A JERE B0 &5
i

(8) NHFEFFIEiT5¢ 5, ApplicationMaster |n] ResourceManager 7345 F <M H .,
H foVF e & 1) Container #7i[1].

7.3 MapReduce 4RiZiEE

M MapReduce [ 5 14y 44 55 2 7] LA H, MapReduce N BE 4 A : map F1 reduce..



7 A 7540 S map() A1 reduce() Py ™R 2L, B AT 58 BT 5 (1 70 A1 R e IR it

map() bR £ LA key/value XYENHA, 745540 — R 1] key/value X E 4 ()4t 5 A A
Wi 4 . MapReduce HEZL S H shpfg i e (] Z0 48 44 18 key (HIBEA TR LE, H key {HAH[E] (H
SR BEE SRR TG, BOAT L N XS key (EHBEATHG AU ARG — 24T reduce()rRi %X
AT

reduce() R EL L key SN [F) value Z) R AE AHIAN . &6 FF key AH[FII) value {H)5, 7~
A2 5148 — ZR 1 key/value MAE A £z 244 1 5 N\ HDFS.

1 LA MapReduce H1[1) “hello world” #%F——WordCount /1 28 #2715 vl 777 .

“hello world” F£ -7 272 SHATAT — [ 19a A 1E 5 N 2 5 110 55— MERP « &1 5 H 5 1 B,
HERE 5 B e PRI T o [A) R, I3 A AR BEAE 2840 45 H C1F) “hello world ” #2/7: WordCount.
e 50 B ) e A2 Ge v A S o RS B a] B IR

Herpr Map #0AAES a1 7.3 .

I key FiiER iR =
I value—{TE{TRNE
map(String key, String value) :
I F IR IR EE
words = SplitintoTokens(value);
for each word w in words:
Emitintermediate(w, "1");

Reduce=f+30T :

Il key:—1-H17]
I values:iZ BRI B EI 5 ER
reduce(String key, lterator values):
int result = 0;
for each v in values:
result += StringTolnt(v);
Emit(key, IniToString(resuit));

K 73

H F' 4% 5 5¢ MapReduce 127 )5, 48— HUWFE € R M 4m A Mg i H sk, FF3eas 3
Hadoop ZE#f . Hadoop Ki4m N2 U1 7 A N A3 v (input split, i [l {5 #% split),
FERFEEAS split 424> Map Task 4bFE, Map Task AW AXF YK split A iy Hi >4
key/value, JfiffH map()phZiAb2E, AbREE5E 2 JER 4 Reduce Task 0K 285 B2 it 4>
Ji (partition) 5 3| AMRLEL . [, £F) Reduce Task M\ EEA> Map Task _F izl @+ H 11
HEA™ partition, $X Jo Al FH T HE A 0 5 10K key AHIRN R Ets 2R AT ik, 1 reduce()pR X

147

Wb, RS R F SO .
TR B S AN AL, ThEESN B F - #*
(1) 38R SR A58 N B/ i T4 split, ELIEGA split b [ B T ';

MapReduce #% A
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BN map() pR BE K 1) key/value % .
(2) #i5E map()pR B LB key/value X} & 45 W5 Reduce Task pR &L Ab B .

(3) Tk A&, BIEEAS key/value X DUAa] P =X AR A7 21 B HH AR

7 Hadoop MapReduce ', iX =277 7142 InputFormat, Partitioner 1 OutputFormat,
e T ERRE B RN HGEKIEE .. X3 L) WordCount #]1, BRIAEM T
Hadoop KM I ER A SEERE4F A] DAy A2 225K, BRI A 2 R34t

Zi L Pri&A, Hadoop MapReduce XJAMeflt 1 5 ASnlggfediff, 73 7/& InputFormat.
Mapper, Partitioner, Reducer 1 OutputFormat.

7.4 MapReduce &7t

Hadoop %044 TAE/KEZ WK 7.4 Fios.

: Node 1 Node 2 Node n :

megessr |, (HEEE EEEN NENN

| VLS v v/ (S S Y A

: mapict i mapict 5 mapict 5 |

: ol bl ol

i | | g@d| (g@9| [HEH]

| I

I I

w0 |

I I

I I

I | . I

I I

 HEE N EENEN EENDN

| \ VL [ S 4 [ Y B A

\ | ‘ ‘

= =) =] ]

wi | HNN HNN S
|

Kl 74

MapReduce [#)5i A —fK H HDFS T30, XS0 A e i N 1 s b
1217 —> MapReduce F&/7F LBV 200 A 2 P 4 _FIZ4T mapping (155 . B—1>
mapping {145 #5/& 145 11), Mapper #A%FE “Pril¥y)” SILCHE. B, (TR mapper
#a] PLAL FAT 2 R 3 A\ A o B — > mapper & INE— A F GG AEI2 AT 19 LA 1L 1) S-S Rk ik
b GXEB AN, O 3 B8 I e 1 5l n] LU S 30040 ) B A% 5 6D

Y Mapping B B 5e UG, BT BT A2 B i [R) Be (B B4t 0 20 7E 1 s (Rl BEAT S #e, 48
HA7 AH [A) Bt 11 20 (E A i B[] —A reducer. reduce {145 FELERE N 1194041 19 15 [H] mapper [1]—
. 1Xs& MapReduce 1 HE— [F) 1550w (8] (S o A% . map AT 55 [RIA S BEATAEA 1145 B AC



e, AL HAD map A5 A7 7E. [FIEE, A[ET) reduce /145 2 [ A A5 . H
FrARE WU N — S LA KX BB 1A — S blds: Irfr i 421X 48 & i Hadoop
MapReduce V-5 H & 21, XL S B HUE ARk 31, Xi
Hadoop MapReduce [#] rJ ZEPE GG ER . WIARERF P AR T, (ES S EHH 5.
MRS CLPAT T HEHERPIEAE, iR M Tm s, RS UM FAE T DL
PR o WER TG MEER, RS EIUHE.

£ 7.5 (a) F, HiiA T Hadoop MapReduce 1= /Z A& . 7] LLF ] mapper 1 reducer
AL o] H 2l Sge vE AR e eh i), 2w Se eI T AR . &l 7.5 (o) fros ik
BEXNRET

Nodel Node2

w I

Shuftle

K 7.5

M 7.5 ha] LLE H 9 HAT > job B, &2 M Hh ) HDFS 176 hn#k 3 ff. Hadoop 4

R AN B s ) o S K B s B, BN E e 4 . Hadoop & A RN R —> map 1T =
%, SRJGUEAZF| Shuffle [y Bt. Shuffle /& map 1 reduce Z [A][F) L2, 7 T partition () ,
#]) Hl combine (7328) M, ©HEHIE FAFLE, J&T MapReduce fEZE, FEAEH & *

MapReduce # K
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18 map AR5 IR v, ARG LRI N BT 7041, #& Ll<key,value> I 20K 45 R A7 AE
—AMIEI AR ], reduce M 7 [A] B i <key, value>4f5 21, il key dEAT /041, AHIA] key
1) value {HAEGETHIEAT, OGRS R A contest.write(key,value)ifi 1) 5 A £l HDFS
i, Bl AMHE SRR A1

Al DL MapRedue 1 FEFH B —2 SQL i51) “select key, sum(value) from talbe group by
key”. map #7315 2& %A N group by (1) SQL i&1), &N FBPMLE, reduce {4014
s T group by 1) SQL 1511, FeEX) key #E47041, SR )5 XA (A key 11 value AT 4011«

e FEATIAERE Sy AN E 2D T AR FRREAS KR P 1A, (5 T & A R
FAENAZAT T OLIIASE],  BEAS 0 v AR BN (a) T e A —FF . Blite, FEEER 7 b Ul 43 S 4
Al UGB S AF ) s i A —JF L, 0 v KNI, S B AR map AT 55 1R I [a)
K% . UL, #5245 Hadoop 73 K/INIALELy Fy I (6] Z (el — AT . 0+ K25k
PRV A, N K/ 128MB U i&, T4 Hadoop ERIAB R/ /2 128MB.

741 #HANXA

A& MapReduce /T4 B WG FE L. IEH00F, B — 2474 HDFS
e XSS SRR SRR, A M IS FATI E &S, el DUE A kg, £
TR SR E A — 2ok 0. XS IR A, 1A3% GB B K.

742 ABX

InputFormat 2% 5& S 1 Wi 73 AU A SO, e etk BL N Difie:

(1) EFEE AT AP SN R e

(2) & XA AR 5 BT 45 17) InputSplits .

(3) & RecordReader BLIUCAFHEE T —ANT) itk

Hadoop H 77 | Z M A kgL Hfs —~ sl % 250 FilelnputFormat, 3 #4041
InputFormat JS#[ & e S Ak AT REM JZ PE . )3 Hadoop YEMLAEY, FileInputFormat
SEE MR ESE, XMRBENAE T I SRR S0 . FilelnputFormat £33 HUX A

S NI AT SCAT ARG R IX B S5 70— 802 A4~ 1) InputSplit. A LLiE IS JobConf
A5 1) setnputFormat() /7 25K ¢ & W H BRI A SO B AR 2. PRt i AR
2 7.1 o
* 11

HIAIER fak i i1

TextInputFormat s, BOUEmMAT T i E T2

KeyValueInputFormat TEAT BT b AR F—A Tab FRFATIETA  AT8 PR

TR
SequenceFileInputFormat ~ Hadoop & X mtEge =2 H /P HxE X H P AEX
il 4% 2\

ER DA 04 A 202 TextInputFormat. &34 SCAFRE— 4716 Jy gl g —Midst, (AR
PR AL 3306] 5 A i b 2 L O BB T M0 SRR A R B, et



Ao KeyValueInputFormat 3 /& A A 22 U5 A SR AT/E N B — M id sk . AR 1A
[A] [ 42 , TextInputFormat 4% 3/ AT 480 (H £ 4k , KeyValueInputFormat IS i i) 7 - Tab
FRFARACATIR 20 A BEE X, IXAE—> MapReduce [FI/EMV & AE A — ME NI Er A B 2
PRI, R B B A% KU A2 1% KeyValuelnputFormat 4% =4 H £
i Ji K ViR SequenceFileInputFormat. ‘& 23 B HURF A ) RF 52 T Hadoop (1) — 3l S04,

IXEE 4 T IR 2 fiE 1k Hadoop 1) mapper PRS2 B 1451, Sequence A /& Bt [ 4
IRt T LM R SR R H R Py 5 AL #/E . Squence ST AT LAAE A
MapReduce {155 [1140 tH £ ts » I HH E 48—~ MapReduce 1BV 2 55— B NP o (] 2 4 22
1R =1 o

743 #4#EHFE

— N AN BN IR TR B MapReduce £ F LS map ARSI AN Hoc.
MapReduce F& /7 H 2] — NS, BUEFR—MEN, 2HZAMES AR, Map {1557]
HE2 BN SO, AH ot e 0 . BROATG &0 T, FileInputFormat 2 H 128
2L 128MB A 3R 7 S04 - 7] PLAE mapred-default.xml 44 P 15 %€ mapred.min.split.size
SRR AR 7 KN, BB TE HAK MapReduce 18 MV 1) JobConf %) % 85 IX NS4
il ot IHOE b B, AT LLiE 2 A4S map AT55 FFATHUERAE — A S0« W SR SO E & R,
XAMEE AT U o AT AR K s b S TR e . SEEE 2, BN ZANE (Block) 4HRELIT)
fEr] B2 7 R AR N B2 J LA 1 b, XA m] DAEAE SR S AEAN R 1 sl b, [T BT
A WA TRAGEAR KA, A 2 FOEHE A7 SR 2 1 sh— A k.

by A% 28 T 41 B mapping P BF) map L5551, BE—AMES XN — Do AL, 2
LR A AT B L, KBTS SH M IRBA NI RS R L, TS %
A~ map AEF5 IR B A — AN B B IRE ., W R RIEITAES, SR A R IAT
AT R I RAT S5 11720 mapred.tasktracker. map.tasks. maximum Z £ il .

744 X BRIKRE

RecordReader 7S 7 H 2R N 23 £ 48 51 48 25 P % #6 4 i& & mapper 132 BT 8 18 X .
RecordReader 541 2 Hhm AAg =g Y, BRIAI 4 AF% 20 TextInputFormat, fefi | —4>
LineRecordReader. X MRS A AR —AT/E N — 8 ME, RECRIRE—4T 1R8]
e VAT XA I WF% 7 . RecordReader 2 7F i A\ B I 4 85 55 Hh i F B 31 8 A\ B
WAL B 5EEE, B — K H] RecordReader #fi< il | Mapper ) map() /772 -

H

iM SequenceFileInputFormat XJ W [} RecordReader & SequenceFileRecordReader -
LineRecordReader J& #4742 &= /E 412 A map (1] key, BT N Z4E F 132\ map [1] value.
R Z I} ik hadoop P ] RecordReader JfANEN £ 775K . HUIFE RGN, 78 map 3
A key (EA S & 24T 5 808 & 04, XEiEn] L H € X RecordReader .

7.4.5 Mapper

Mapper 14T | MapReduce 255 —Fr BP0 7 XN TR . 45 0E —ME{E X
map() 7 AL E RN AN E X, IXEEEE ) s #X 3] Reducer A o XT3NV 4

L2

7
c

MapReduce #% K
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A R map (155 CRIABY, N8I Mapper SE9I A2 7E LML) Java i F5
#iHIuh1k, Mapper 2 [AIAREREATINAS o IXWAGTS B — map (L5511 Al SEPEASZ LAt map

(L5 1sem), Rl AL Il SEEk v .

map() PR THEE, XHAMNESERESNT NS4

(1) OutputCollector X} % 45— N collect()[¥] 7712, ‘& mI PAF 1% 7 230 B e % 126 314
MV 1) reduce B .

(2) Reporter X ZH# M AL 15 R, EH getInputSplit() /7 V223 [A]— Mk 24 Aif
AR, I Hid FoVF map AT 44210+ RE AT HEE MBIAM5 B . setStatus() /774
VEAE R — AN R P PR B, incrCounter() /772 A VFih ML= (R s Pk fe v 38, BT
BRIN TSR, ] DL SCE Z A E T 8Es . B— Mapper #0] LLIE IS 12088,
JobTracker 2 WAL AN [F] 4k BEAG 1) (19 32 39 20 P - 0 E AT R LA — il LA VRV 45 R/ 5 1
2HL

7.4.6 Shuffle

Shuffle [FJAS SEPER VDL, O3 FEIN i Bl b ) a5 s — 20 G R U 1) 254l
HREALELT . MapReduce (1) Shuffle S5 &P R, 8 —41 oAl 1) 2t ) = 5%
Rl — 2 HAT — 5 A R 28

J A4 MapReduce i 57451 75 % Shuffle 2L FE ? MapReduce v 54 8 — AL FE 9 A~
FLF Y B : map &ML, Dot 1 Il UE 4> & s reduce J& Y, TiBT U SR reduce
P R YR T map, map % H B A2 reduce 1%, reduce 5 2210 1) Shuffle >k B

M map % tH | reduce AN LLFERT LA X HuFRA Shuffle.  Shuffle 5155 map i A1
reduce %ij, {F map %L $FE split LLFE, 7 reduce %t Fh copy 1 sort BIFE, U1E 7.6 Frx.

map ruduce

-._ r.- -.l
| |

(
HDFS
| ,fﬂl "- 2 3 I HDFS
~ 14_

. B
- .I‘,-"-:;n::' " =
I.I'f J IJ:::,"I
split2 |~ —= map d 2 - #I;’f ,f, SOTt » reduce { ——.  part2
I‘I ‘l-r_.-" g ‘.I ::ril
n._h__- r _.l::f.
splith'= | - -'::"' sort reduce
~ .' - pa W
— w1 N/ —
1.L“*.__k_\‘__ I'a\ --"_:I‘.a'll.l
- )
Shuffle
Kl 7.6

£F map Ui 1Y) Shuffle 1f F25E 6 map (1K) 45 YL 4770 X (partition )  FE 7 (sort) 143 Csplit),
R e K g T 1) AN R e tH A FEAE S (merge) FESEREAL L, [R5 JRUAS [ 116 1) K5
45 R RARE R NI reduce. reduce i X245 251> map 3X K1 J& T [R] Xl 23 (1 4 H BEAT &
Jf (merge), SAJEX) merge & RIEATHER, &/52C% reduce ALEE. WAL, W& XT



map i H &5 AT 0 X (partition), U1 “aaa” %3l Partitioner J5i [0 0, 52 X X H
W AT SR A reducer SRAREL. 2 FR, F ZOREIEE AN WA IX o G2k X IR 2
LW map 45, WD EEEL TO 152 .. key/value %) LK Partition (145 9 #4555 N 25
X RGN, key 5 value [HASS PR AT R A . XD AR S X A2 K/
PR, ERIAH 100MB (80%). 4 map task M th &5 RIRZ I, T &0 —E 50 M2
PR R I I 5 NBERE, AR S B A IR ZZ ph X . XA W AR RE RS s 1 L 72
W RN spille spill A LLIA K A& — N 9FE sort A1 combiner (Combiner A& A] #E[F], /7 S g
SOPAT) ILFE . Feidb AT sort A LAFEZZ b X b —Bia [l key IIEE AR —#E, (W83 2
IR, 2 KRB IE WA R X P AN T e R TAHRNEET key, i,
2 spill LA AT RES A G — e [H 1) key, XL T 2 T IH map % merge PR D . HAK
KA Bel LA FHPENELRE. $4Ti sort 2 )5, WHRMH)"E X T combiner i< hAT
combine, ZAJ5HAT merge ¥E, 4 5l & reduce Yo

7.4.7 B5

B—~ reduce 1451157 HZ) (reduceing) JCIBERNAH A A E0E, B—10 S0
2] fry 18 B G A A0 A 8 B LK) reducer HE B AT CL 2 8% Hadoop HBhHEF -

7.4.8 J=243

B> reduce (BB EEGIE A reducer S X&) H @ ARSI S48, 4197
PATFFEVEN I AT EZ P B X T8 L T 2 reducer [ partition PN 8K 3,
reducer [1 reduce() /7 V5 H U — K. B SR 25 (1 I {2 11— D IE AL
IEAR A 2 LU — A R € SCIHI 7 3 [a] 56 K 31 [/] — S8 1 1H - reducer [F] I 82— 4>
OutputCollector Al Report X} %, ‘EAMEAE Map() /775 ABFEM AL .

749 Hr &£ 48K

sefi4y OutputCollector [¥)BELNT <34 5 240 Hi SCAFH S 5 N7 20 H 4 Hh A% U4
OutputFormat [{) T fit 5 AT IR Y InputFormat 23 AH1LL . Hadoop $#2{iL11) OutputFormat [f 5K
W AR A S EA A5 HDES L, EAITA & 48K B A3 FilelnputFormat 25, & —4>
reducer =45 Rl 5 7E A SO Jerp— AN SO« XL i 44— A2 part-
XXXXX , XXXXX ¢ ¢ BE F H > reduce fE 4% 1) partition [F) id, S0 2 o
FileOutputFormat.setOutputPath()>K 3 F. . nJ LU i H /& MapReduce 1EMV ) JobConf X} 5 1]
setOutputFormat() /7 v2: >k 15 & FLAR H 204 A% =0, fanbiad =Sk 7.2 .

x 72
iR TR
TextOutputFormat POAR A A%, BL “key \tvalue” )77 U HAT
SequenceFileOutputFormat s A, & A e ECh MapReduce 15 MV P § A
NullOutputFormat SR K, BIAS G

Hadoop #¢fit | —%E OutputFormat SE% H 5 NSO, FEARR) CERINE) SEH4] 2

MapReduce #% K
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TextOutputFormat, 4% LA—A4T—AMEAEN (1977 O B A — D ORI & 0F32 BRI
MapReduce {E:55 7 n] LAili1d KeyValuelnputFormat i f il s s BOIr s (14 A &dls, M
HWiES AN H . B i&E A T £ MapReduce 1 b ] A8 A 1 = 8] #% 30 &
SequenceFileOutputFormat, ‘& A DL ek PRadt b )5 21 A AT 5 IR 28 2 R 21 S0 epr, i 4 Y
SequenceFileInputFormat |24 S04 S J 3 %14k AH [A] [ 28 2 34242 24 F —-)> Mapper [14i A
e, 7 XRAET—A Reducer [WARET 20—FF . NullOutputFormat A2 4 Bodar it SCAF 95 2%
FALATIE L OutputCollector %1645 & BN o WIRALIE reduce() /7 V2 H Wi i SCAFFF
HAAEY? Hadoop HE 284 H AN 175 Far i SO, IX AN aT DL a2 225K .

recordWriter: 5 InputFormat il if RecordReader i3 HY B AN ich 3 119 55 B AH AL,
OutputFormat 5/& RecordWriter X% #) T.) /7%, HIRIEHANRCR S 250, anlH]
OuputFormat FH %5 A

Reducer it 1 XA F & B AE HDFS AR AN A H] o tean 4 —1~3E4T MapReduce
eV, BR—ANen N TR A i B b .

7.5 MapReduce API 457E

7.5.1 EAFH Tt

WAL A e R S TR T L I R BGH AT G S i, R URIZ I R E T B
e SCHR UV B2 AR GE IR A AT AR 18— N B B i, SRR g R 0l 3k 1] HH A K
Z /DAL, SR E S S LR

AT 7 Hadoop Zwmfe P i A& sl v, JLEEERTR . & 55K HDES i) SCfF e
K, SR )57 Mapper 25541 H Stringokenizer X 544 1 #2773 f, H st.nextToken() /74
PRGBS 20 B 1 775 UL key JE U5 AN B HDFS ;. A F4 R E Fhsid, £oixA
AP I — K 55 7E Reduce AR key 7340, %) values {H=RK . 1T values
(e DL A JE AL 2] Reduce 28, FEMCRANTH S AT 77 22500 A AP R AL 0 int 8AY,

M E R

package com.bunfly.word count;

import org.apache.hadoop.conf.Configuration;

import org.apache.hadoop.fs.Path;

import org.apache.hadoop.io.Text;

import org.apache.hadoop.mapreduce.Job;

import org.apache.hadoop.mapreduce.lib.input.FileInputFormat;
import org.apache.hadoop.mapreduce.lib.output.FileOutputFormat;

public class Word Count ({
public static void main (String[] args) throws Exception ({

/ /R & AR S5

Configuration conf = new Configuration();

/ /i1 Z B BRI — > ob X 4



Job Jjob = Job.getInstance(conf,"Word Count");
/ /5 87 obiti TANIE KA H

job.setJarByClass (Word Count.class);

/ /)5 8Map A [

job.setMapperClass (Word Count Mapper.class);

/ /3 8Reduce A I]
job.setReducerClass(Word_Count_Reduce.class};
/ /& EReduce t i) &=

job.setNumReduceTasks (1) ;

/ / ke y{H Hi it A

job.setOutputKeyClass (Text.class) ;

/ /valuefd it EAY

job.setOutputvalueClass (Text.class);

/ /B A

String inl = "/input/word";

/ /GE i B AR

String out = "/output/word count";

Path input = new Path(inl);

Path output = new Path (out):;

/ /R B AR I B S e
FileInputFormat.addInputPath(job, input):;
FileOutputFormat.setOutputPath(job, output);
System.out.println(job.waitForCompletion (true) 2 0 : 1);

}

Mapper 73

package com.bunfly.word count;
import java.io.IOException;
import java.util.StringTokenizer;
import org.apache.hadoop.io.Text;

import org.apache.hadoop.mapreduce.Mapper;

public class Word Count Mapper extends Mapper<Object, Text, Text, Text> {
public volid map (Object key, Text wvalue, Context contex) throws

IOException, InterruptedException {

String s = value.toString():

StringTokenizer st = new StringTokenizer (s);
while (st.hasMoreElements()) {

String wd = st.nextToken();

/ /L PESRT S 155
String word =wd.replace(",", "") .replace(".", "") .replace(":", ®
n ll} .replace ("“ "r ] n'} .replace {ll ”"; n ") .replace (n; ", "":} .replace 7

il

MapReduce 7% K
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{II?", " I'I'} -replace (" [", L Il} -replace ["] I'I"r m” II}

i

contex.write (new Text (word), new Text ("1"))

]

156 }

Reduce 5.

package com.bunfly.word count;
import java.io.IOException;
import org.apache.hadoop.io.Text;

import org.apache.hadoop.mapreduce.Reducer;

public class Word Count Reduce extends Reducer<Text, Text, Text, Text> {
public void reduce (Text key, Iterable<Text> values, Context context)
throws IOException, InterruptedException ({
int sum=0;
for (Text wval : values) {
String[] q = val.toString () .split ("\t");
int num = Integer.parseInt (gq[0]);
sum = sum + num;

}

context.write(key, new Text ("HHI: "+sum+"{X")):

752 H“EZFRR

f& 7€ 7Bl Hadoop a2 H AR H IEHI 4% 5 77 30, & A E Mapper i 45, #F 3CF T
Bt 1) HDFS Ao 4SRN S BUR i 2 1 B & Z2H LA B, 7T ELUAAE Mapper
RKbgas, P EK) P BOF S A S HDFS R .

o, by gl B iy E K AN ZE4L . BRI R A4 PR, WUnT LAFE Mapper 28 Sk
L, BdEaniE 7.7 fros.

] 1 * 3 4 L [ T ] 9 10 11
houses_name deal_time honse_type_id area mit_price price payment_method district_id TAmE phone
FHE ici T FOLTALAL 201 5,49 12113 1035540 =5 510105 HE 131 A37A00SS 2n1| |3082519TE05191579
HELCR 20177473 a0t BT. 68 12466 719038, 8 [GEE BLOLDY o= 13102702050 201l 130B23106108266263
spdhen 2 B 20177376 20l 154. 5 13380 2067210 S 510104 = 13102833439 2017 510104197003255491
FAE 016527 201 131, 81 1E8TNE 2 EEL6 3 =3 RLOLDd L 13103008776 EIIIIF B30 196052364 37
e T 20177141 a0l 146, 26 12148 1TTEALE I e ELOLDT iR 13T L9EEE228 o201l BLD132109808232027
hitGETin 20174 20l 122, 57 1 TR 2168244 Wi FLolnd i 13103711420 201 13435198402 186549
SEAER AT o017/3/ 27 a0l 123. 8 1E3LT 1803181 Ml L0104 FE 131044730503 2017 F13435107E03 174287
SEEEEE FOLTATALE 201 174, 69 17410 2205673 Py 510104 =i | 13106324915 01l 51018219740124T4 15
BT 201747420 201 123. 6 15331 1594812 =3 510101 B 13L07¥E57ST 201 1311031990013 1645
Eir o017/, 26 a0l 133.0 13267 1TTE4EL 230 ELOLD4 Tk 13107E32450 2017 BL1001197302243973
FBEEFANE 201742413 201 132, &7 13606 1E0TAZD o ey 510104 Bz 131 0834303 7017 5137F519F208 165549
EitaE— 2017787 a0l g, T 20ETO 1000137 i L0104 =i 131 08E13560 2017 L3RO0Z108607 143748
HFEERHFRPakSE 2017/4/21 201 150, 38 17924 2RAGTLE =30 50104 = 131090545820 201" L30BOL195T082757 94
BT 20177972 20l 60,77 17196 1045001 R 510101 EEm 13109105358 201 130681187507 121598
@ ERRE 20177276 a0l 125, &5 105EE 1326341 [GEE ELO1D4 = 13109635729 201 BLLD0119G002125401
FHCFTE 0LTALSE 20l 151,41 >4 i STRERTA A0 FLolnd E= 131 L0GB0AZE 201 150A81 198207289676
thiECCOARE o017/7/23 a0l 107. 12 16787 1700205 =5 L0104 A 13110440271 201: L30PE4107408 164518
Al O =4 A T AT A ad A4 L arFrmAA dAanAATR LA (g P rFiadmA =4 4 A A R AEA D D AaRRAd d ATEE AT A AT

K 7.7
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package com.bunfly.choose column;

import
import
import
import
import

import

org.
org.
org.
org.
org.

org.

apache
apache
apache
apache
apache

apache

.hadoop
-hadoop.
.hadoop.
-hadoop.
.hadoop.
.hadoop.

.conf.Configuration;

fs.Path;
10.Text;

mapreduce.Job;

public class Choose Column {

public static void main(String[]

}

arqg)

Choose Column.Conf () ;

throws Exception ({

public static void Conf () throws Exception ({

// SREXECE ST IR 2 5L

}

Configuration conf =

// BB E IR — bR R
Job job =
// Jazh]obify TRIE KA H
job.setJarByClass (Choose Column.class);

// JazMap A
job.setMapperClass (Choose Column Mapper.class);
// FHReducefit
job.setNumReduceTasks (0) ;

// key{HHrH A

job.setOutputKeyClass (Text.class) ;
// valuefgfirtiRA

Job.getInstance (conf,

new Configuration();

"Choose Column") ;

job.setOutputvValueClass (Text.class);

/] WEAR

String inl = "/input/choose column";
// WEKH AT

String out = "/output/choose column";
Path input = new Path(inl);

Path output =

new Path (out) ;

// KA I RS A
FileInputFormat.addInputPath (job, input);

FileOutputFormat.setOutputPath (job, output);

System.out.println(job.waitForCompletion (true) ? O

Mapper 2.

package com.bunfly.choose column;

import java.io.IOException;

mapreduce.lib.input.FileInputFormat;

mapreduce.lib.output.FileOutputFormat;

1)

MapReduce 7% K
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import org.apache.hadoop.io.Text;

import org.apache.hadoop.mapreduce.Mapper;

158 public class Choose Column Mapper extends Mapper<Object, Text, Text, Text> {

public void map (Object key, Text value, Context context) throws

IOException, InterruptedException {
/RS AT RIRA& or B,  IF AR B A

String[] q = value.toString() .split ("\t");

context.write (new Text (q[8] +"\t"+g[9] +"\t"+ g[0]), new Text (""));

753 KFH#

f& SQL JEARpRE T, A REN —AEPAT R, FFREBEMME. BREREAETES
Select i 11) 1] Group by 11 —idZ{l . 7F Hadoop ZmFEH KA, K-35 858 2& 485 FH 2111
R RR AP AR, S 9uiBE T I RS .

score <45 E 7.8 Frs.

ey

0 1 2 3 4 5 A 7
F5 e [ Ma| LFHE | 8X = 015 MESES ||
studentid name SEX birth chinese/mathematics|english classid
20093333001 | & 2 1995/7/15 66 51 fd dz1 955001001
20093333002 | EWH | I 1996/8/7 78 42 42 dz1955001001
20093333003 | ME | 1996/4/16 52 84 43 dz1955001001
20093333004 | ZFRIH | & 1996/2/5 87 =k 43 dz1955001 001
20093333005 | ML T | 159//3/10 nul 1 A5 il dz1955001001
20003333006 | RIS ir | 1995/9/17 21 75 97 dz1955001001
20093333007 | Wem £ 1995/8/9 94 66 72 dz1955001 001
20093333008 | HE B |1995/12/17 76 null 76 dz1 955001001
20093333009 | ERE | B 1996/1/22 97 61 58 dz1955001001
20093333010 | 1% I | 1996/11/15 52 80 56 dz1955001001
20003333011 | PAEET | & 1995/5/15 61 55 69 dz1955001001
20093333012 |  103E I | 1589//2/20 59 65 93 dz1955001001
20093333013 | B3 i | 1995/10/16 82 57 85 dz1955001001
20093333014 = i 1995/1/7 73 75 89 dz1955001001
20N6222201 6 | EEE E8 1aaa 11 /72 77 a1 =1 A=1 GE5EMAA1 NNt

fic 2K -

package com.bunfly.average;

7.8

.hadoop.conf.Configuration;
.hadoop.fs.Path;
.hadoop.io.Text;

import org.apache

import org.apache

import org.apache

import org.apache.hadoop.mapreduce.Job;

import org.apache.hadoop.mapreduce.lib.input.FileInputFormat;

import org.apache.hadoop.mapreduce.lib.output.FileOutputFormat;



public class Average {
public static void main(String[] arg) throws Exception {

Average.Conf () ;

}

public static void Conf () throws Exception {
/ /R B AR 2 5
Configuration conf = new Configuration();
/ /BB EFECE IR — 1 J ob X R
Job Jjob = Job.getInstance (conf, "Average");
/ /883 obis EANIE KA H
job.setJarByClass (Average.class);
/ /)3 8Map A M
job.setMapperClass (Average Mapper.class);

//E 8IReduce A 1

job.setReducerClass (Average Reduce.class);
/ /& B Reducek i &=
job.setNumReduceTasks (1) ;

/ /kevy{HiH IR

job.setOutputKeyClass (Text.class);

/ /valuefdfith KA

job.setOutputvalueClass (Text.class);

/ /WCEHAYR

String i1nl = "/input/score";

/ /B AT

String out = "/output/averager score";
Path input = new Path (inl);

Path output = new Path (out):

/ /R AR I B SO U
FileInputFormat.addInputPath (job, input);
FileOutputFormat.setOutputPath (job, output);

System.out.println(job.waitForCompletion (true) 2 0 : 1);

}

Mapper 2.

package com.bunfly.average;
import java.io.IOException;
import org.apache.hadoop.i0.Text;

import org.apache.hadoop.mapreduce.Mapper;

public class Average Mapper extends Mapper<Object, Text, Text, Text> { 159
public void map (Object key, Text wvalue, Context context) throws
IOException, InterruptedException ({

String s = value.toString():

JiF N

MapReduce 7% K
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String[] g = s.split ("\t");

//al7]: BIRk%5 ql4]: #BL ql5]: &% qle]: HEif
context.write (new Text (gq[7]), new Text (g[4] +"\t"+ g[5] +"\t"+
160 qlel)):

}

Reduce 5.

package com.bunfly.average;
import java.io.IOException;
import org.apache.hadoop.io.Text;

import org.apache.hadoop.mapreduce.Reducer;

public class Average Reduce extends Reducer<Text, Text, Text, Text> {
public void reduce (Text key, Iterable<Text> values, Context context)
throws IOException, InterruptedException ({
/KRB B G A 07, ciB 3 me e: gl
double c¢=0, m=0, e=0;
double ¢ sum=0, m sum=0, e sum=0;
/ /B, WP A
int count = 0;
for (Text wal : wvalues) {
String[] g = val.toString() .split ("\t");
c = Double.valueOf (g[0]):
m = Double.valueOf (g[l]):
e = Double.valueOf (g[2]):
C sum = C sum + C;
m sum = m sum + m;
e sum = e sum + e;

count++;

}
/ /A BE R gm b 4, gl s S0, B, B RLGE
context.write (key, new Text(c_sum/cmunt +"\t"+ m_sum/count +"\t"+

e sum/count)) ;

7.5.4 %3

TPV B8 & 3l 1L A SO ) AT AN OCIERBE LB 52 35 B . 78 7.5.3 k11
BOWSs, Sk PEgl id KRS E . TR MYEg L FR, TSP SO B
Fio —ANICAFEIFEFRIH score %, 75— 3T XN major &, RKEEWE 7.9 fix.
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0 1 2

HER RS BELR ZFR FaFr

classid classname deptnane
dz1955001001 FEZIE HEH
dz1955001002 HFIHE HFF
dz1955002001 ETHE EHE
dz1955002002 18 THH
dz1955003001 Jil oa YNGR
dz1955003002 ARTEINEE PN
dz1955004001 R B 5
dz1955004002 B F L5
dz1955004003 AR BB %
dz1 955005001 Web Bl T EILR
dz1955005002 javalJ T ELA
dz1955005003 FRIE HEVLE
dz1955005004 Pig Tiz TEVLR

K 79

package com.bunfly.relation;

import
import
import
import
import

import

org.apache
org.apache
org.apache
org.apache
org.apache

org.apache

-hadoop.
.hadoop.
.hadoop.
.hadoop.
.hadoop.

public class Relation {

public static void main(String[]

}

Relation.Conf () ;

fs.Path;
10.Text;

mapreduce.Job;

.hadoop.conf.Configuration;

mapreduce.lib.input.FileInputFormat;

mapreduce.lib.output.FileOutputFormat;

arqg)

throws Exception ({

public static void Conf () throws Exception {

/ /3REUEC B AR 2 8

Configuration conf =

/ /i3 Z 0 BRI — > ob X %

Job job =

/ /)5 87 obitg TANTE KA

job.setJarByClass (Relation.class);

/ /a3 dMap A
job.setMapperClass (Relation Mapper.class);
/ /)43 8hlReduce A I

job.setReducerClass (Relation Reduce.class);

/ /W B Reducefi h ) &=
job.setNumReduceTasks (1) ;

/ /kevy{EHH IR

job.setOutputKeyClass (Text.class) ;

new Configuration();

Job.getInstance (conf, "Relation");

MapReduce 7% K
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}

/ /valuefH it XA
job.setOutputvValueClass (Text.class);
[/ CEHA R

String 1nl = "/input/score";

String in2 = "/input/major";

/ /B AR

String out = "/output/relation";

Path input = new Path (inl);

Path input2 = new Path (in2);

Path output = new Path (out):;

/ /¥ B AT I B STAF %

FileInputFormat.addInputPath (job, input);
FileInputFormat.addInputPath (job, input2);
FileOutputFormat.setOutputPath (job, output);
System.out.println(job.waitForCompletion (true) 2 0 : 1);

Mapper 3.

package com.bunfly.relation;

import
import
import
import

import

java.lio.IOException;
org.apache.hadoop.io.Text;
org.apache.hadoop.mapreduce.InputSplit;
org.apache.hadoop.mapreduce.Mapper;

org.apache.hadoop.mapreduce.lib.input.FileSplit;

public class Relation Mapper extends Mapper<Object, Text, Text, Text> ({

public void map (Object key, Text value, Context context) throws

IOException, InterruptedException {

InputSplit t = context.getInputSplit();
String path = ((FileSplit) t).getPath() .getName() ;
/*
« JH o B A2 R BN R score XA, MBS Emajor XA, PAHEZiidsar4l, jf4ivalue
(En_Edrid i J-X
*/
1f (path.contains ("score™)) {
String[] g = value.toString() .split ("\t");
context.write (new Text (q[7]),
new Text ("AAARA" +"\t"+ g[0] +"\t"+qg[l] +"\t"+g[2] +
"\t"+q[3] +"\t"+qgl[4] +"\t"+g[5] +"\t"+ gl[6]));
} else 1if (path.contains("major")) {
String[] g = value.toString() .split("\t"):;

context.write (new Text (q[0]),



new Text ("BBBBB" +"\t"+ g[l] +"\t"+ql[2])):

}

Reduce 5.

package com.bunfly.relation;
import java.io.IOException;
import java.util.ArrayList;
import org.apache.hadoop.io.Text;

import org.apache.hadoop.mapreduce.Reducer;

public class Relation Reduce extends Reducer<Text, Text, Text, Text> ({
public void reduce (Text key, Iterable<Text> values, Context context)
throws IOException, InterruptedException ({
ArrayList<String> listl = new ArrayList<String>();
ArrayList<String> 1ist2 = new ArrayList<String>();
for (Text wval :wvalues) {
String[] q = val.toString() .split("\t");
/ /IBREXF g [07 A X 53 3CAF
if (gq[0].equals ("AAAAA")) {
/ /¥ )& T ARARAFE 7 ) SCAF A List 18R &
listl.add(gq[1] +"\t"+q[2] +"\t"+q[3] +"\t"+qg[4] +"\t"+q[5]
+"\t"+ g[6] +"\t"+ gq[7]);
} else 1if (g[0] .equals ("BBBBB")) {
list2.add(g[1l] +"\t"+qgq[2]);

}
/ /A B TAH 2 B HDF S H
for (String 1 : 1listl) {

for (String j : 1list2) {

context.write(key, new Text (i1 +"\t"+ 7J));

7.6 S5 R
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1. MR 7.3 Rk 7.4, WL MapReduce fEXRG 57, Suil B FAEMNHIAL | 4
E,E-f_ﬁﬂ 7
=
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= 13
e E23 HE F 10 P & K E{ELE S
x| — % 1994/11/26 H¥ R i 20157259
164 B — 5 1993/6/11 B A b5t 20153174
5K — 7 1994/9/21 A B3t 20157824
Zg it 3 1993/1/26 R LER N 20155367
= 14

F5 RIZEA 7E

20157259 '8 90

20157259 e 58

20157259 HLik 39

20153174 '8 91

20153174 i 95

20153174 JLif 75

20157824 (' 60

20157824 e 58

20157824 L ih 53

20155367 D' 62

20155367 ey 43

20155367 Pk 74

2. R#aFk 7.3 1K 7.4, Wi MapReduce HEZL G HAE)E, Gk RS RIIIE T2 Rk
eI AP L
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= Hive BB B

8.1 Hive #& E!

Hive /& & 1 Hadoop M — B8 G 0B T, 4t 7 EE 1Y SQL & ify 7 =k
IIMIAEA#AE Hadoop 43 2 SCIF R0 rh ISt o 7T LK 405 g 1 1 B SCAE i) b — ok e
e, JFHefitse 3y SQL &rfyThng; Wl LK SQL i 1) ¥4 ) MapReduce {1-45121T, il
i SQL 2 A HI4h BT A E I A 2. X422 SQL fiFK HQL, 1% MapReduce AN Z4 &[0/ F)
H HQL &5 &ify. I8, 200, Wik MapReduce 1865, M4 H Hadoop ZEF. 1M
MapReduce F- & A i ] LA B 5 [#) Mapper A1 Reducer 7E A 45K S HF Hive M50 52 2411 5L
570 Hr o
8.1.1 Hive &4 5 £ &AM A,

Hive [1Z2 8 E Wi 8.1 Frone

Hive [FA R G5 0T LLoy 4 DL JLER 77

(1) F /10 F %45 =4 CLI. Java Client il Web WUI. ILrpdg ¥ ())& CLI, CLI
JA B 23 [A] i S B — > Hive fA. Client /& Hive [{)% /"3, Jl J1i%E4% 4 Hive Server, fF
JA%)) Client £ HE, 752545 H Hive Server T e 250, F HAF %77 1505 3)) Hive Server,
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27 i) 7 RIEARARN . Web WUT (Web 3 15 2% ) 3 ok 3 5 2237 jv] Hive.

(2) Hive ¥ ol AF- e 2 s 72, Wi MySQL. derby. Hive A1) ycii (5 R 1) 4
. RIWFIF X LI EME. RWEME GEMMINBRSE) LLARITIEE e H %5

(3) fiEREss dmitdas. Ltbasse il HQL Al tg Minlvk i EiE s gaid. L
UL R BRI AR A &t R A6 /2 HDES Hr, JR7ERE J5 85 MapReduce i H
AT .

(4) Hive [Eds A7 £ HDFES Hr, Ko &), of 5 1 MapReduce 52 ).

Hive 1 o8 ls 471 /£ RDBMS t, AU T = A nT L% B2 21800 2

(1) R AR CERE R In-memory K154 % Derby, — %+ Unit Test.

(2) ZH B il Mg SN EY, i WA BB

(3) MRS AN HTHE Java 25 )7 i U5 0] G204 JE . 78 Ik 55 25 S i 2))
MetaStoreServer, %%) i A Thrift 1130 ik MetaStoreServer 1 [0] JGEU FE -

KT EAAF4E, Hive 3 % Ja I A% =0, A AR E L2 9]. AR LLA
2123 Hive i3, H s 270 0] d R i N il id Hive 24 0 19 41 70 B& 755 14T 70 B 155 Hive
AT LTS . Hive o577 0 3K A7 72 EIDFS 7, 4R 5H - B SO e . Scf
RAALE . Hive thAl 7 LA N2 Table 3% . External Table 4}, Partition 77X .
Bucket ffj. Hive ERiAn] DL E N2 CA A,  [A]B) % £F Sequence File, RCFile.

8.1.2 Hive 9 # 7 # A

1. G4t Hive B4
O it e 2 SR B B B ZE AT Hive T fiE ). 78 Hive £ e rh & — ANy 42 25 1) 5
RKNES. WEBEAHLT:

create database|schema [if not exists] <database name>

fEIXH, if not exists z& —/NAJ & 11), WEIH P CEAFEAH R 22 FR B E . n] LUAE
FH schema 7F database 1 [{JiX T2«
T Sl R

24T hive > create database test database;

2. Wi

Hive [¥] N 3 5 5044 22 1) Table ZERES LU . &—> Table #£ Hive H1#i4 —
ANFAMNI H sk AFAEE g . Bl an—A43K pvs, 'EFE HDFS F 112 N /wh/pvs, L wh j&7F
hive-site.xml ' fH$ {hive.metastore.warehouse.dir} 512G EN H 3%, i1 Table %1
it (AUFE External Table) #{RAFAEIXA Hagrbo MIBRENT, JoEds 55 s A8 2 MIBR .

] L 5 R

G 22 E 4 A test inner table.txt.

1% % . create table test inner table (key string).



INZ% K . load data local inpath ~ “filepath’  into table test inner table.

PG 24 select * from test inner table; select count(*) from test inner table.

4% drop table test inner table.

3. A

AR AR M L4 AE HDFS e[ %dhs, nl LG4 Partition. ‘&A1 A AR AL 028 1)
M IR, i SE b 2 A7 i WA BOR I 22 7. R AR I G 1 R AN A In 230 15
A L3 ST S G, B A] DR [a] —AMER) e e RN KR b, SEPR B s
BN H sz, ZJE A U7 )R RS Hsxh e MIBRER, 3k
TS OB R S R I R o AR R — IR, g s A A it 3R W] i oe
(create external table-+-location). S5 Z4i /& AF 4 4E location Ji5 145 5E () HDFS #12H, Jf
AeB B EHE G EHxk o HMER—> external table i, R %4 4% .

{7 LR

G2 H P SC: test external table.txt.

1 ¥ create external table test external table (key string).

4% %% : load data inpath 'filepath' into table test inner table.
P Bt . select * from test external table; *select count(*) from test external table.

fiflf5 4 : drop table test external table.
8.2 Hive &3

82.1 Hive 9 A%

5T Hive [ 2B VRN AT $140 — 4ER WA
(1) 7E hadoop FHJUIRA T, ¥ Hive (K224 SO 44 UL 3225 H 3 F 5F

fift s
(2) fid & Hive [(FEAEFE (775 root ) ELE, K4 porfile )& T root 1))

vi /etc/porfile

YIIE
export HIVE HOME=/xx/xx/hive.xxX.xXx
export PATH=$PATH:$HIVE HOME/bin

(3) fliFRkEAr s 424 source /ete/porfile.

(4) 5iF Hive: hive.
{EIX— 4 Hive UL &% B pe ), {H Hive HISRAFA# 70 E 1254 28 A8 H iy 204 14 (derby )

167
XA ARG FEANRE S R PR, X = AN B BRI Tt DA 222238 5y — AN HAth O & -
RUBAE PERACE & A B IR 2, LU BRIZ AN AE o
X

Hive ### 6~ /%
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822 MySQL %2 %

1. ‘&% MySQL
(1) A Linux RG0S TAFAE Halr B 2

rpm —ga | grep mysqgl

(2) #1#% Linux RGN MySQL ks[4,  EIA 7 by Bl B U Ty p o it ) A
T B R AT WM FeAth ST IS

LA PR AL rpm -e mysql.xX. XX

5 J) M BREE L : rpm -e --nodeps mysql.xX. XX

(3) 103 yum k%% MySQL, “24Hr, A LUl RL yum list | grep mysql @72 & yum
RS MySQL £l FEr] Rak e . 3 mysql-server, mysql. mysql-devel Az 4% 5F
BEAT 24

&y yum [ [{FE /7. yum list | grep mysql.

2R 445 . yum install -y mysql-server mysql mysqgl-deve.

(4) %k MySQL & 75 22 22 il -

rpm —ga mysqgl-server

2. MySQL 1#ha4t

(1) Ja) MySQL flk55: service mysqld start.

B g a8 k%s: service mysqld restart.

(2) e MySQL #4is FEI, 5 B 560 ) MySQL Jlk55. nlLLidId chkconfig --list |
grep mysql iy &K &G MySQL k55 A& THHLH 305 81, Wi L4300 MR &S R s 1
e HahE 8.

chkconfig --1list | grep mysqgld

g5 mysql 0:CH] 1:0CH] 2:5CH] 3:9CH] 4:5CH] 5G] 6:5CH].

(3) JFJa H8h)35): chkconfig mysqld on, 41T chkconfig --list|grep mysql.

WM 2. 3. 4. 5 ABPHRS, RAZEHICETTE.

g5 mysql 0: ¢ 1:9¢H] 29/ 39 M 45 M S 6:5KH].

(4) MySQL %l e 22238 5¢ Ui 23— root B BE LK S, BKIN 1) root K5 IRV A7
WEEW. 58— Ik)a3) MySQL k4w, ST 8daEr—Ryliait T/E, i —
KNG EF, &/ 3 “/usr/bin/mysqladmin -u root password 'new-password'” 1ii &, X415
B IFRIRATH E ] “root password 'new-password'” 1 4 A root K5 15 L % )

Fir L, A PLGE G iZ 245 root K5 W B %Y (IXA root K5 /& MySQL [1] root K5,
4E Linux [f] root K5 ). 1.

mysgladmin -u root password '#fig’
(5) %k MySQL % fz % :

mysql -u root -p



8.2.3 Hive & &

1. fidE MySQL % Hive seEARAE B R4
1) i [ root H /1A MySQL

mysgl -u root -p

2) {14t hadoop Ik J*
create user 'hadoop'@'localhost' identified by '"hadoop'
3) 2k hadoop JiK J 8 ALK

grant all privileges on *.* to 'hadoop'@'localhost' with grant option

4) Kl A2 7 a0 et i)
select User,Host from mysqgl.user

5) iR MySQL, Jf# )3 MySQL Jil55

exit;

service mysgld restart;
6) 1§ Ffl hadoop K )" & 3%
mysgl -u hadoop -p

7) 14 Hive JoEUE

create database hive_metadata

8) ML'E Hive
U Hive [1) conf H >k, #2 hive-default.xml.template & il — ™I AS, - H 1y 44 4 hive-site.
XII]l o ﬁ” ‘F .

cp hive-default.xml.template hive-site.xml
9) 4TJF hive-site. xml AT IS HIL &
vi hive-site.xml

¢
/ /16 %€ Hive 5 (1 500 FE (1 2008 PR I 35 715 o

javax.jdo.option.ConnectionURL
jdbc:mysqgl://localhost:3306/hive metadata?createDatabaseIlfNotExist=true

javax.jdo.option.ConnectionDriverName

com.mysgl.jdbc.Driver 169

javax.jdo.option.ConnectionUserName

hadoop %

, , , , 8

Jjavax.jdo.option.ConnectionPassword N
&=

Hive ### ¢~ /%
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hadoop

/ /B EHLIve B ARG R 25 (6], iotmpibht 52 A Al
hive.exec.local.scratchdir

/xx/xx/hive/iotmp

170 hive.downloaded.resources.dir
/xx/xx/hive/iotmp/${hive.session.1d} resources

//fREHLIve M A H X, €M 2HDFs WAL E
hive.metastore.warehouse.dir
/user/hive/warehouse

10) it # MySQL 4fiff

%k mysql-connector-java-5.1.10-bin jar, f mysql-connector-java-5.1.10-bin jar Ji{ ] Hive
ZRHKH b o

2. [CE hosts (3 Hive 725 P s (ENR 55 45 AL EL )

1) #E A root )

su —1 root

2) %wih/etc/hosts

vl /etc/hosts
DA

192.168.153.201 Hive

8.3 HOQL if f#

8.3.1 Hive % #Z % 12 7 &,

Hive J& @ 7. 7F Hadoop 1WA 2L . EFeft 7 — RN T H, HRIEITE
Pt by k. XA —Frl UG, B N7 7E Hadoop "I HUEEHE 1)
PLl. Hive 5& M T W HL12E SQL &riffifi 5, #O8 HQL, & ARz SQL ) A g .
VEA—MNEHEC R, Hive [EHE ML AT Z IR AT LT A7« B AF A8 RN s As 4t
—ANITHRA4H . Hive 27 g I & 22 A& 8.2 o

1. oAk

Hive 4ol f7fifi /£ RDBMS th, A7 LR = Rps U] D% Sz 21500 14 .

(D) PR B &R 2] — In-memory [ 4% & Derby. —#H] 7+ Unit Test.

(2) ZHPREA R Mg SN ET, s AT R
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Hadoop A E R S #

Master001 Master002

Hive

(3) FEMR S5 A H T 3F Java %77 o U In) oG 2048 2, 76 Ik 55 45 S o 3))
MetaStoreServer, %%) 4 Al Thrift 13 130 ik MetaStoreServer 1 ] JGEUE FE -

2. Bdlifetih

B5E, Hive %A% B NEIA &, WA AEIRELRG]. AP ALl | h4H 2R
Hive 5%, Hifi EAE G0 a2 il 15 Hive s 80 0 B 55 AT 0 B4, i n] AR
B 254 -

Hk, Hive T R #8444 4F HDFS 1, Hive $407 4 Fifdi #54Y. Database,
Table, Partition Il Bucket.

1) Database (E{f/%)

XA A 21 O R B FEH 11 44 75 (0] (namespace) .. HAEH] &5 HI 7 AN JZE 1)
I FH B 25 B AN ] () S e s rp . iZ A5 AE Hive 0.6.0 ZJS IR SR, Hive 2t T
create database dbname. use dbname UL A drop database dbname IXA¥ 115 1),

2) Table (F)

Hive [} 45 -t A7 i (1) 25 448 R4 34 A% oh 1K) Al JE =X AR DG e 8l 4l il . ool A
fEAE 5 BB FE D . ARSI B AT AT Hive RO EET, XSSO FE 2 HDES 1)
— AN H, 1% H g AEAE hive-site. xml ' [1$ {Hive metastore. warehouse.dir} $5 52 [, X B AR E
Ji/user/hive/warehouse/., 14 —5k Hive ()3, BEJ7E HDFS )G FEH sk Mo — 043 .
RO RN R NI R P F

Hive JuE4l X MIKRLAAA 20 4>, P MEREMAEBA XA 9 5, HRM-1JLkek
H7E, B ARBIJLAIE K. REFRE U R 8.1 fix.

MR 8.1 N AKAG, Hive 3/ HER 1K 1L FE A 1 B .

(1) fifgtfr P 3248 () Hive t60), RAILBEATAENT, AR, FB. 77X 55 Hive X[ 4.

(2) ARIEMENT RIS BRI NI . FBL X EEX%, M sequence table T3k
PN R ECR ID, SRENZRG R (FFR, KA%%) —[EiEd DAO k5 NSl
=, I )E ¥ sequence table H R Y d ot ID+S.

B
8
=

Hive #& ¢/
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* 81
A 15 BB X EXBE
tbls Fi 4 Hive #5445 B bl id.sd id
Wkl table param RERYE, WRBWIGE. KBS bl id

columns Hive % 7B B(FBUTR, FEA, ¥ sdid
BRA, FBIFS)

sds FTfi Hive . &7 XX W.I[F) HDFS £  sd id.serde id
P H Sk FIE A% 2

serde param JFPH T HIAAE B, WAT 3 BafTs 217 serde id
fa4T+ NULL [ R84 5%

partitions Hive %73 X {5 & part_id,sd id.tbl id

partition keys Hive 73 [X 3¢ 7 [X tbl id

partition key vals Hive 3% 73 [X 44 (B {E) part_id

3) Partition (/}[X %)

Hive 10 X IFRES RIS “ X7 [F4E XS 2% (B BEA T FIE &I 20 I HLE . 7E Hive
i A IAER I E H R TIH— T H sk, XA SO0 48 70l 2 8 S “ o0 X F1+HE

X PLFB I AP AR g5 Hh, i describe table iy 4 i) LAY B 7Bt (HIFA
of N A B SO TR REAN T 7 B EAFICE R AR N, UUE X R R (PAF1)D.

FH 7 A7 A T RS E SCRS SR AN 0 X, B T e, 3 SR afi 1R Al s SO 1 RS 3))
B A8 D28 85408 R sk 06 20 85 s PR 3G 5 1% 30 20 B TR B WA 43 X

HEAT 2 XA s A e vy 7 & IRCE . 7F Hive Select & ifjf — RS FAFIEAN RN, X
PRt AR 2 I TR A . A7 M FRATT R TR h O — 5B 20 5, Rk @R 5
T partition MER . 14| BB Y B R A Z A7 i Kt H B, £ GBL #0 GB &
HRAE R A HEPRLREN RN EHERMH . E/7E0 XN, min] LR
H &AW HIs T &gy, 88— RIIOHEME 01X

NGRS

(D) Gk, LA tme A5 X 7,

create table partition table (id int, name string)
partitioned by (time string)

row format delimited

fields terminated by '\t';

(2) BEIEE AN | A 2017-01-16 [FiX A2 X .

load data local inpath '/home/hadoop/software/data.txt' overwrite into

table invites partition (time='2017-01-16");

(3) A>3 X b A e

select * from partition table where time ='2017-01-16";



(4) AE— AP DXRIZE 40 X I «

insert overwrite table partition table

partition (time='2017-01-16")

select id,max (name) from test group by id;

(5) AL i 2 v LLAE 7 X ARG 0

hadoop fs -1s /home/hadoop.hive/warehouse/partition table;

B I XN

hadoop fs -cat /home/hadoop.hive/warehouse/partition table/p*;

4) Bucket (¥f)

S FRE—/N3& (Table) B 731X, Hive nf LLUE— A1 b,  BIVAT & 58 0 4000 B 17
B Ry o B A B YRS SO A B AT R o B s, AT R A I 3R S R R s SO
—E MR A . B, MR R (XD H & —AN X, Hive &
EEXS I — AT A 2R o 31X B IR 271 - B A N 208 SO i AR SEAS 51 1) Hive SR AT X 471
(EMG A, ARG B AR AN EOR R 1 7 20 8 1 4l sk AR E WA =5

R (EE X)) AL RATH b T

(1) SRAGH = (I WAL BERCR o AR I L T BUMAZ5 K, Hive 7E 4L LE 2 ify I fig
M IEA G FARI 5, R ANE CRSEZS D A R 2 _E Rl w2, »T LMER] Map
vigiE$E (Map-Side Join) i SEEL. HLUit 3 JOIN #4EMANRA —MHEI 2, a0
S IX AN REHATAR A, A2 R RAAAH RS E AR 2E1T JOIN #1E, XNu/b JOIN 1)
AEIT

(2) AFEUFF (Sampling) 2. 7EACB RN E S M KIS A Wb B, Wik
HEAE BRI — /N o Bt Ltz T Ay, B aie SRAR KAEF) .

ZNCAL N

(1) AIEERER

create table bucketed user(id int,name string)
clustered by (id) sorted by(name) into 4 buckets

row format delimited fields terminated by '\t' stored as textfile;

(2) FEAmR 4l A Z

insert overwrite table bucketed user
select * from users;

(3) X BT R (W) — PR B HIHEOD .

select * from bucketed user tablesample (bucket 1 out of 2 on id) ;

173

¥

Hive 378 &/
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8.3.2 HOQL # 4

1. miolEsS

A B HE 2 AN EE SCF:Socre T Unit_name. Socre SCAHiE S5 1) A& 25 AR RTE L AL
Je RG22 A5 B . Unit_name SCAFAC sk P2 22 Be A1 2185, FEHES id. LK
AR ARG TG B PR SO T LI I 3 AT 1) classid “F By OGR4 &t H O 5 2210 N 2%
R ARG LX) Socre 1 Unit_name PN SCAFE Hive OISR nakZidl . #lE2ds. M
PrEE . MBRIESE 22 07 i vH# HQL 1 H vk .

174

Socre WAFFR G WE 8.3 TN

studentid | name SEexX birth chinese|mathemnatics|english classid
20093333001 | & B | 1995/7/15 A6 51 fd dz1955001001
200093333002 | EW#E | # 1996/8/7 78 42 42 dz1955001001
20093333003 | ¥|E i | 1996/4/16 52 84 43 dz1955001001
20093333004 | R | & 1996/2/5 87 98 43 dz1955001001
20093333005 | HHIT # | 1996/3/10 | null 65 76 dz1955001001
20093333006 | {RIG i | 1995/9/17 81 75 97 dz1955001001
20093333007 | e = 1995,/8/9 G4 66 72 dz1955001001
20093333008 | WHE B | 1995/12/17 76 null 76 dz1955001001
20093333009 | ERE | $ | 1996/1/22 97 61 53 dz1955001001
20093333010 | 1F$ # | 1996/11/15 82 80 56 dz1955001001
20093333011 | PAES | | 1995/5/15 61 9 60 dz1955001001
20093333012 | HI4E I | 1996/2/20 99 65 33 dz1955001001
20093333013 | B # | 1995/10/16 82 57 35 dz1955001001
20093333014 = ir 1995/1/7 73 75 29 dz1955001001
20093333015 | FEHE | $ | 1996/11/23 77 61 35 dz1955001001
20003333016 | F B | 1995/11/24 93 66 57 dz1955001001
K 83

Unit name VAFR G5 /W E 8.4 Flris.

c¢lassid classname deptname

dz1955001001 B 171k HNFEH

dz1955001002 1T E HEH

dz1955002001 TETIE e ER

dz1 955002002 15 W THE

dz1 955003001 il 4ma N

dz1 955002002 IR IR EE N

dz1 955004001 B Tiz B

dz1 955004002 B A B H

dz1955004003 B A B5

dz1955005001 Web Bl iR T EL %

dz1 555005002 Javaly FH T EIL &

dz1355005003 AR T HEILE

dz1 955005004 peg Tz TEVLE

K 84

2. GBI
Hive ##EFE 2 — i B S BRI EA . B FW T




create database [1f not exists] <database name>

[if not exists| /& — A E 0], A LLIEENH 1 O & A7 78 A0 [5) 44 B8 10 2508 e
ANCAR N

create database if not exists bunfly;

A LU show £y B B0 JE f2 AN T . LR fir 25 5o H I A 10 B3 2
show database;

HIFH use i 2 AT LA 8 31 AL 2 10 200 2 -

use bunfly;

3. JHBRE
M — 2 e e

drop database [1f exists] databasename;
R — AN N 28 R 2 2

drop database [1f exists] databasename cascade;

i B £k 12w LA drop database dataname 5 4 SR M Bk, (HIXAN 77 30 H BEM R 25 i) 2 ds
PEo WUREHREE A REMER, BAEERT LN “cacade” SCHET, BRE SEMIBR Edks e (1)
T3, SR)EHHE ] drop database dataname 5 ) EA T P o 1f exists g 7 F) W Hive H &
TAFEM I 44, WERBATRE FH P AN A A 44

4. QN (B )

Hive t SQL B AR MoK, HARM 5 SQL FEAH{L . Hive H H 2L A Z 45 25 1Y
Uz 8.2 fIrR.

* 82
HE AR 15t BB
int R, AB R
bigint R, 8B KE
boolean A 25, true 1l false
float HURS SV R
double UG 77 s B
string FrIHRR

)t N BB )7 an T -

create table bunfly.score (

studentId string, | WH

name string, =

sex string,

birth string, 8
=

Hive ### ¢~ /%
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chinese double,
mathematics double,
english double,
classid string

)

row format delimited fields terminated by '\t';

LB A)fE bunfly Eoli b €% 19K A4 score YN TRER, JFRAN HIRAT (548D

I b ks

i)

create table bunfly.unit name (
classid string,
classname string,
deptname string

)

row format delimited fields terminated by '\t';

LTE A AE bunfly £l FEP QIR T — 9K 4408 unit_name [FJNFIEE, JFEA HIERRT OF
o1 Badids o

5. ek

1) Hfr4R

ke

alter table <ago tablename> rename to <new tablename>

ago tablename JEINEIIER A, new tablename 21 IEMHIEKS, AT alter table

<ago tablename> rename to <new tablename>i5 1] 5, Hive R 23 1) % Fr M 4E HDFS A1)
VAFH x4

2) whna
BV

alter table tablename add columns (
columnsl type,

columns2 type,

)

coulumnsX /& 75 BN %) 44 (R4, SEIAEIAT 5] ariE %),
3) By
LNV

alter table tablename change column columnsl columnsl string after columns2;

BBV EANT 5 2K, JE A J5U 858 1) P9 A B A B @ 3t 1 38 7 B B AN

3K I 5t EA0 HE 2P 17 v 4] o alter table tablename change column columns] columnsl
string after columns2 i571) 71 [f] tablename s ZE |13 (1 A] LLTRE £ %), columnsl



SEEBY] FEEIX 2 columns]l “FBE), columns2 fUFREH columnsl #2353
columns2 7 ).

4) MFRs

ke

alter table tablename replace columns (columns type)

columns type J& 7 ZMH BR F) 7 BOR £ B R 25 Y
6. MBI IR
MASHI N 22 s 1) score K H

load data local inpath '/home/user/inputfile/score.txt' overwrite into

table bunfly.score;

M HDFS Jjn#Z4k: #] unit_name &1

load data 1inpath '/input/unit name.txt' overwrite 1into table bunfly.

unit name;

WHAEA) N “local” JCHE Y, inpath J5 [ RIS AR R4S, INEk 3] Hive % 183
B A 3B 52 2 s 2] Hive XS M 1) HDFS . WL iEA)EA L “local” JCHEESE, inpath
Ja ) ef1e /e HDFS mhfigte, A2 g2 Hive 0 1) &85 . HDFS AU A7 B A% 5
$| Hive % V. [¥] HDFS Hx &, HDFS AR 4 B -

“overwrite " JCHE -t AT IET, 0 AERAE o S SO I B 2 an R AN I overwrite ”
KU FFRAEIESCPF IR 38 DB I N 2

7. AL

ik

insert overwrite table to tablename [partiton (partcoll=vall, partcol2=

valz,=-)]

select columnl,column2, -, [vall,valZ2] from from tablename

partiton Z&FHALIE 20X 3R, Hor X FBGE S SN 7 Bus Rl 7 Bos v . ol
vall 5 select H[1) vall x|V, val2 5 select 1) val2 X . @75 EZQEAEH 211070 1X,
Pt d 25 ANAE% 21 SQL, 1Mah2& A AT LAIE 20 1f) 2 20 HE W 75 22600 4L 1) 70 X 44
Mo BISTATE S TXRFE—E, HrXFAERAUAZA, HFHENNEE 7B
w, WRAMNDNIXFE, rXEE D X FBOS N2 WA AN B X
R AN XA BOW N 18 A IR R — B

FEFAT Bh A5 N T 205 TF I3 sh A5 A D) g -

set hive.exec.dynamic.partition.mode=nonstrict;

AN 177

¥

insert overwrite table bunfly.score?2
select * from bunfly.score;

Hive ### ¢~ /%
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¥4 bunfly 4 E 1) score N AT MK, 4 A2 bunfly £idis 72 1) score2 &

, JFEE score2 RIMW A . AT L IHITEAAT = T 8005 250, RF 20 52 1 OB (1K) Bl AS

L A A B DR A7 BIACH S o BRI R

insert overwrite [local] directory path directory
select * from tablename;

AR U

insert overwrite local directory‘/home/user/hive’
select * from bunfly.score;

¥ bunfly Zi 4 FE H 2 H SR IF) score R I 45 3 5 A RIAHE user H /7 112K H =% T 1) Hive

AFH . PRS2 E A E H kP ARSI, BIR H o SR SO B

.

insert overwrite directory ‘/user/hive’
select * from bunfly.score;

K5 bunfly 4k 22 HH A i H R I score K I 45 RS A 2| HDFS 1 user H ik N I#) Hive U
PR s TR H o P I AR SO, BIRRE H sr & AR AR SRR -

8. GIdAhER#E

11 G E 3R I i ] LLFE € external JCHEE - QI AMEBER, AP EB IR XS I (1) SCAF A i £

location f8 &€ 1) H &k F o [a11% H SIS I0H SCAFI R, 23R e B Rz A, (EMER 2 &
AN MIFR location 55 H =& T IF) 30

(BFEP LIS

create external table bunfly.score2 (
studentId string,
name string,
sex string,
birth string,
chinese double,
math double,
english double,
classId string
)
row format delimited fields terminated by '\t';
load data inpath '/input/score.txt' overwrite into table bunfly.score2;

THEA)AE bunfly Bl E 68 T 9K score2 (AN, JELIHIREF (B R

% . M HDFS  input H % F#3) score.txt A4 2l bunfly £(4% £ score2 F7E HDFS X
WIFTH .

W R 5 AR ER T 018 7 XA E, AR AT A IS 4H (A . nf LLili il desc formatted

bunfly.score2 & il & Nl K ib /&AM K .

N B RS MR RAT LA T X -
o AIHHINTRIS, REIBIBLHECERRTEHE. NHERNEERTHC, 1
ST R EIE AR T H S,



o TEMIBR N FR Ik, Hive 308 13K oo Zdis s a4 . i bR shE &
I A AN AU bR 2R e 2, Bdis AN SR

o ANEFAHNS R INE 4y, AR A LW E NG, TR . AR,
IR BT AT A FR AR TS E i Hive 52, B AN ZEIZEN AR, & Wl ST .

9. Gl IX %

Hive [1)7) X & 0 K IIAZER I —A LB 7B, 2 — a2 4Mh ), BI7ER

(PR SR SE B AR X AU B 58 .
G oy X 3k

create table bunfly.score3 (
studentId string,

name string,

sex string,

birth string,

chinese double,
math double,
english double

)
partitioned by (classId string)

row format delimited fields terminated by '\t';
load data inpath '/input/score.txt' overwrite into table bunfly.score3

artition (classId);

IR EILE bunfly 4 ZE P AV T A score3 7rX K, X FELL classld 43X, If
PNt HIZR AT 0B . SR )5 A HDFS H input H s F 2805 F] score3 %W [#) HDFS Hk T,
Horp score txt AR &5 M —FIE N B A XA B 51Un: calssld &BE4 ID, F4EAH A
PEZR ID [ T N AT 2, LA calaald 9254 344

10. HQL 11y 1%

1) ik

select columnl, column?2Z, - +from tablename

AL
(1) &l score FHFTARZEME. B 9Lplgi.

select name, chinese, mathematics, english from bunfly.score;

(2) &rif) score K A1 B ] LUE R 5 AT 7B Wi A6 B WeR 7Bt %
SRS IER R, Arehld ¢ = 7 EEAT RACR I 7 B

select * from bunfly.score;

(3) A6 Limit A5 2 0] AAEFEFH TAT RS, W a2 &G score X H 4788 . 179

¥

select * from bunfly.socre limit 10;

Hive ### ¢~ /%
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(4) WREEF LAY, Al LGEEL distinet KLHL
select distinct classId from bunfly.score;

2) Hive 1 [d]FEAH 3 FF where. group by. order by 251
(1) B Jeth et Lo i AT 8] 272 145 &

select * from bunfly.score where english >= 60;
(2 ) ﬁﬁﬁ'/i\]yi %iﬁﬁifﬁ JE'\ f}}' o
select classId, sum(english) from bunfly.score;

(3) &4 dz1955001001 BEIF) 224 K deib plisi, FF4a B8 HET -

select classId, name, english from bunfly.score where classId= 'dz1955001001"
order by desc;

(4) EHASNYIETE- T B RETNT 80 HEZ

select classId, avg(english) avg eng from bunfly.score group by classId
having avg eng>80;

3) union all F1 union

AT AN E AT AR AN B2 AN R T A I, B union 1A A2 AT A [F] 181
union: Xf NG REEAT IR R AE, AQFEEEAT, AN AT R HE -

union all: Xf P45 AL REAT IF AR AE, G AT, [R I HEAT RO (R A

AL N

create table score3

as

select name,chinese,mathematics,english from bunfly.scorel

union all
select name,chinese,mathematics,english from bunfly.score2;

iR $EVEH4 scorel Fll score2 [ name, chinese, mathematics fll english < B 7 i) Hi >k,

R — 9K score3 FAT MR Ay H R 1 N 2546 A 3] score3 K H . L] LLEAEW scorel H
score2 & ifill 21| —AN SO Hp IS E T i 44 M score3.

Hive #AERF W11 8.5 iz~

T
A=B ERFERA N RAS T BILE [ true
A<>B,A!=B FEAHIERT MRAFFFBUIEE true
A<B EAHEER A/NFBIR Eltrue
A<=B EHAHIEER ANFETFBiE[Eltrue
A>B HEAEHEELR AKX TBiE [Htre
A>=B HAHiERE AKX TETBiEErue
A [not] between Band C EAHHEHRA ATEBFICZ 118 [Eltrue
Ais null P AR AZEnulliz [Fltrue
Ais not null g #dEaR A EnulliE B true
A [not] like B StringEH! ASBILELE Elirue
Arlike B String 2% ASBILEGE [Eltrue

% 8.5



Hive FARIZ S WA 8.6 I
Hive #(44 e Z an 51 8.7 i

double Round(double d) eEh A, REEE
double Round(double d,int n) M&HN, FREnfL
double Rand()&%rand(int d) BEHLEL, JEEAH0~1
£ double Ln(double ) DL EABIBRIR, dBIRTE
A+B e AFIBFEIN double  Log(double ba,double d) Plbafi, dixds
A-B il AR ZB double Sqrt(double d) HHEAIF R
A*B Sl ARIBfHZE double abs(double d) HE AR AR
A/B Sl %@ EAB. iz 2 double Sin(double d) FaxfE
A%B il ABLIB. EES double Cos(double d) &35 {E
# double Tan(double d) IEDIE
K 8.6 K 8.7

Hive 2E & A2 8.8 flron.

int count(*) THHEETE, A&nul

int count(1) TEETE, A&l
double sum(col) SRAN
double avg(col) RFHE

min(col) R/
double max(col) R K&
var_pop(col) KRG E
double stddev_pop(col) SKERERE
double corr(col,col2) AABERRR
K 88

Hive N F pR £ 1% 8.9 A& 8.10 flr.

B R

string concat(string s1,string s2,...) FFs1fls2HF
string concat_ws(‘#)a’b))c) W RN SRR
int length(string s) HEFERFREKE
string lower(string s) B rrreef %R/ hNgTi
string upper(string s) B ELHERBA S F
string Ipad(string s,int len,string p) ~ WEATTIEXTFATE#1THETE, Fllen
KEANIE
string rpad(string s,int len,string p)  MWHIATFIEX F A& #H1TETS, Fllen
KEANIE
string Itrim(string s) EEILIATR
double rtrim(string s) EERILTHE 181
double trim(string s) EHAEE T =
K 8.9 8
=

Hive 35 &¢ -/
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e fitih

string regexp_extract(string s,string BHRENFH
regex,string replacement) b =T SR e o S R ) 957
replacement 15 e B FAFha
182 string Translate(string s,string BEEANFER
from,string to) 253 ILACE #
string Repeat(string s,int n) EHE W nik FAE
string Reverse(string s) T4 &R

string Substr(string s,int L,int j) X A s, Mstartfi7 B e #k Bllengthric
EHR 7, (EATFRE

K 8.10

8.4 >JRI5E

1. fR#E3 8.3 15k 8.4, Miil4gs™S Hive JHIAEG]ZE Student FH1 Score £, JFIN# 3k 8.3

A 8.4 1% .
* 83

et T4 31 A F 1 SR K EfEHE FS

Xl|— % 1994/11/26 IS bt 20157259

= b 1993/6/11 BFE R 163t 20153174

gk = 7 1994/9/21 HF R 163t 20157824

7= % 1993/1/26 BE LREAR = 20155367

= 84

FS RI22 &
20157259 D' 90
20157259 B 58
20157259 ANt 39
20153174 B 9]
20153174 B 95
20153174 ANt 75
20157824 B 60
20157824 o+ 58
20157824 ANt 53
20155367 B 62
20155367 o+ 43
20155367 ANt 74

2. ZRGUHHEN R FHH P RGHETTA R L .
3. A HENRARAGHAEN L.



B985 HBase 9 s\ ##E BE

HBase s& — /M A5tk s PERES R 4811 70 A0 A7 0 R 45, FH HBase £
ARBTZERET H) PC Hﬁ%‘%&iﬁ%@ﬁﬁﬁfu I IPAF G EERE . 5 MapReduce 11725 26 fth AL BT
WHEZEANA], HBase x&—Na] LABEHLYT o] KA AR REHE T &, 9740 I HDFS E{ Hive
ANGEREHL T 1) 2L HE 1R P, 385 SEN PR E SR A AR @k %537 52

HBase M 55— ™1 Ak BEAR G P ] i@, el 1 Ze itk 7 U 31 B8 - sOR AT RE
HBase AN R A B, ANSZFE SQL, 1H &S A H AR, iX/& RDBMS Afgkb 2
'), HBase I ub Hiuks K i A4 19 2 8L iy FH 10 IR 55 2 A2 L.

HBase 7& Google Bigtable [T 5EHL, 5 Google Bigtable KM GFS 1E & H Uit
Z4:951LL, HBase #]H] Hadoop HDFS 1E KN A7t 245 . Google iz21T MapReduce K Ab
P Bigtable "1 = %45, HBase [AFf 4|1 Hadoop MapReduce K AbF! HBase EFD’]{H AL
i, Google Bigtable ] Chubby {E A 1/p[A] x5, HBase N H Zookeeper 1E 4 X W

HBase =24 L I JLAMF AL

(1) Ko —MEAJUA 24T, Ea s,

(2> mmA. mmpER OR) AR, 21 O INIEER .

(3) Midite AT A2 (NULL) W4, FA S HAAME . Kk, el Ll f33E %
M L o

(4) K. BTG — AT UHF R E AT E 2 15, ZnT DL HE 75 2 a5h 251
s [R5k R AR 4T AT LA R AN [R5

(5) B Z A . B HIGH B T A 20 AR, BOAEOL R, AR5 B3R,
AR5 5 A2 B TS 4 AN I N R

(6) ZHZRAs—, HBase F I EIE AL 2 A5 d, WARM,

9.1 HBase L{E/RIE

9.1.1 HBase £ 4 #

HBase &5 WK 9.1 s,

1. Row Key

5 NoSQL Z## 7 —#F, Row Key xt HI 2R 2Rl sk 19 34 . 17 1] HBase Table #1147
A LU =Fp =

o il ¥ Row Key Vil ;
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o i) Row Key [f] Range:

o A
Column family 001 Column family 002 Column family N
Row Key
Columnl | Column2 | Columnl | Column2 | Column3 Columnl
80
kevl
100
kevl
kevN

K 91

Row Key 178 DL TR AR (B RKEZ 64KB, SEPrN P KE A 10~
100B), 7 HBase N #f, Row Key {47 k1554l .

{EfEm, a2 Row Key [() 781 % (Byte Order) fiFEfifi#. it Key i, 2%
HEPAFAEE AN, AW —E BT AR (BB

VEFEE: FHAFAF int A 094 K2 1,10,100,11,12,13,14,15,16,17,18,19,2,20,21,-+.9,
91,92,93,94,95,96,97,98,99. EARIFER 4§ AR/F, ATHLIA 0F LA,

2. Al

HBase X 1A, #IHE TNV E. 2L R chema [F)—H 50 QMAIAZE),
WA 2 2 A€ o AL IGAE T 4: . 1 courses:history, courses:math #fS )=
T courses IX M1k .

V4= AL N AR AT gevH AR S AE A R E AT . SEFR N T, A% TR
TR GETE BV BEAS R R BN R . ARV 225 FH n] LS B P 3 AR 250 « e BOE AR A
TRV A F) g, AH—Eeny ) e vrp a4l CE - BaRA ] e v i e i A ) .

3. IF[nlik

HBase ik row 1 columns i i€ (A7t L ICFR A celle B cell #RORAFH 6] 4L
PR Z N HRAS, ARASE oE N [ Bk R 9] o I TRIER IR A S 64 {7 #4A8Y  I5f [a] &k n] LA i HBase
CEEEE 5N A3 WA, M i [a) 8RR i 2 2 R 1) 24 i R G TR) o BRIkt n DL &
JUR IR . W RN R R Pk e s RO 58, it 20 A RS AT ME— PRI IR R B . B
cell 97, AN[R]RRAS IR 2CH % BN [R5 e AR e, BV dpeofir B 2540 1 A0 Je A

ATk B AT AR 2 A IE BT B (S AR 5]) 114, HBase $E4i | ff
AR RARMOT A — R EIE G n MRS, O ORAF Sl — BN TR N IR A CEL
i -BR). H Al LLEFXHREAS H AT 1 .

4. cell

tH {row key, column( =<family> + <label>), version} ME —#{ 5 [K) 5. G . cell H K5 /& %
RN, i iIE 6.

912 KR 44d#H

HBase A Z £ MW 9.2 FE 9.3 iz, HBase 12 EFEUE 9.4 Fix.



Master

Zookeeper
-------------------------------- H' clustcr
S A, T -"
é ) ~
H ..:"'C:: e,
RegionServer RegionServer RegionServer
------------ *.,i‘a + ‘.r""
------- > HDFS
K 9.2

Master
-ROOT-

RegionServer RegionServer RegionServer

HDFS

1. client
)i ln] HBase 14211, client 4E47 45 — 4% cache K A X} HBase [F)1j 0], [t 11 Region
IOEVACK S
2. Zookeeper
(1) CRUEARATIA%, el 24—~ HMaster.
(2) sizif W # HRegion Server [ 8 F R 2645 5, JF S 4145 HMasert.
(3) {7 HBase 1] Table F &0 FA{7E4& T 5 Region [F) - 1E A .
3. HMaster
#i¢ I HMaster A] PLJ3s£ >, {H)E Zookeeper 4 MasterElection HLH{#1E KA —>
HMaster 7Eiz 17, k1151 Table 11 Region [ & # T k.
(1) & ¥ HRegionServer [ 11 43517, %% Region 43 Af
(2) Region Split J5, 1578111 Region [1] 7747 . 5
(3) 7t HRegionServer {5:§LJ5, 177 2<% HReglonServer |- Region 11T T.1E. 9
=

HBase "7 A, #JE L
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1. 434 Region

FRegion(17iTF% ‘
HMaster HRegionServer|

o

)
/ \M " Region| Region|
j ,r'
/ y Reg1m_1|
| ERUCHIRE R / i -

2. &= HIHRegionServer UC:E.#
.

/ BN H F HMaster \\
/2. 3FHIHRegionServer k7 \ _

‘/ lnnS¢rvcr
Zookeeper i / / Regmn| Region|
fFid R T EE
s HRegionServerih 75 \
~
) z!}megiﬁnServerl
Ik'x - Region| Region
\ Region| Region
\
JEE{RegionZ & -

4. HRegion Server

HBase 1 [ JiiT 7 &4 4l & O A7 72 HDFS vfr, Hl i — & 41 () HRegionServer 3kIX
PeR . — 1 L HAT— HRegionServer 1% /> HRegion, & —/~[X Bt [1') HRegion H <>
#% —~ HRegionServer 44", HRegionServer + £ 41 5700\ H )7 IO 153K, |n) HDFS A %
Bk S -

5. HRegion

HRegion i ] RA7 i 56 B la (1. 93RO /NE R M i, HBase 43 3R % 4>

Region >k A7 fi 24 -
6. HLog

%~ HRegionServer "1 #{47 —> HLog X%, SEILH T #AEidok. 78 R VER 2l
= A MemStore [F)I g, [A]i <5 — 4 244 3] HLog (A, HLog A4 E AR 2l #T
FE I3 TH 1S4

HLog MJ/EH: 4 HRegionServer ii#h2% 11-, HMaster il il 15t 7 [f) HLog S04, A
] HRegion ) HLog Zq#s BEAT 4% 71, 70 Al EAH N 1#) HRegion 1) Hx T, 28 )5 HRRF R
HRegion F7)Fc 2| At [f) HRegionServer H1, 5¢ BB 14 5

9.1.3 32 Al
HBase [1)9) BB A1 1E] 9.5 s



Table 1

Region

i
|
|
|
|
|

Region :
|
|
|

Region :

|
|

]

K 95

Region 72 1% K/NrEIH), AR IFIR A > Region. BE5 1S 2, Region AWy
K, BERE| AN EER A%, Region miex/rth— i Region, Z J5oxABCKBZ 1
Region.

Region st HBase /73 Aji X\ A7 fifi A1 90 235 fir 1R e /N ¥ o0, AN[A] Region 75 A7 £ A [
RegionServer |-, U1l& 9.6 Jli/~.

Table
Region
c': 0
B g S I SR PO I P e P ey N Stﬂre S‘IQFE Sto'e
Region memStoa memStore| | ||memStore| |
= =
Region
Kl 9.6

Region A it 73 A1 A7 (K1 e /D H g, AHFFA S A I /N BT . Region s HH—ER
%2/~ Store 41 1% [¥], %F/> Store 1—> MemStore 1% 4 StoreFile 4 ik . Hde 5 AW &5k
A 3l MemStor 1 A7 7F N A7 . MemStore T [F) & &A1, 24 MemStore £ 115 —
WIE I, BN 8 1 MemStore, Jf H K 2211 MemStore #3511 1| Flush FA %1, 55l
1126 #2 Flush 2@t [, Bl —A> StoreFile. 45— Store ' [{] StoreFile i 2| — & H{1E )5,
ST — IR G IFRVE XS [J—A key MG H2]—d, JB—1KIY StoreFile. 4
StoreFile [1) K /NiA R E MG, XX StoreFile #E4TV) 0 #:4E, 254> kM StoreFile.

9.1.4 HBase %5 742

IF f11 HDFS A1 MapReduce (1% /7 it 504 35 20R 35 45 520 5% —#F, HBase 2 I 4H

B
9
=

HBase "7 A, #JE
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AR S GG R, 2 i — )~ Master 7 23 B 4 2 — 4> 5 £ 4> RegionServer 7 1.

HBase 17 51 51 57 11 834/ HBase 250, JHik “OBkPLEH” 743 RegionServer 15 4 T
VEAR AR, FF45 P Region 045 K10 & « 24— RegionServer 15 /i & A bs ol & 5 M1 )5 » Master
T 5 ) HMaster BEFERFHEAZT dbnid 4 ke, 11 FoAt 17 208852 11 RegionServer 1 A1,
P4l fes RegionServer =7 mi H R 24 &2 2] B3 T s, DUORUEZ 10 58 B4

RegionServer 17 51 4= B2 97 7 Wi 3 75 ) i (1152 55 TR SR AT B (R A7 i, o Sl ok 0ok
HLH] 7 ) HMaster 15 50 it H LA EEIR SN ZR 4 A7 .

HBase 13 5 FEan i 9.7 P

FHL LA AT |
Zookeeper

*\/J
AN
RegiohServer HRegionServer HRegionServer

K 9.7

1. G

(1) Client Jfii:k Zookeeper [/, |n) HRegionServer A H 5414 K, 7 HRegion /!
A

(2) 4% 5 N\ HRegion ) MemStore, 3| MemStore J& 31| 11 15 [ {H .

(3) MemStore H 1) 5 4% Flush sl— StoreFile.

(4) fity StoreFile M AFIAKIE 2, HHAEH KR —EBEE, fil’k Compact 5 Jf
¥AE, $2 ) StoreFile 55 i)™ StoreFile, [A] s 3EAT RRAS & F T B4



(5) StoreFiles il il AN W) Compact & 51454E, B0 T ik K [¥) StoreFile.

(6) ¥4~ StoreFile X/MEN —EW{H )5, fih% Sphit #4E, #47] HRegion Split 54
N Hi1r] HRegion. %¢ HRegion 2= 2k, #r Split Hi %5 1~ T~ HRegion 23§ HMaster 7 £ AH
IV [f] HRegionServer [+, f{ifi 55—~ HRegion (14 J1 £ LL7r i 2 /) HRegion |-,

2. EARMERRE

(1) Client 1Jj[n] Zookeeper, £r#k-ROOT-%, 3KIL.META.Z%A1i & .

(2) M.META. & &4k, FRIAF I H bR & ) HRegion 5 B, Ml 4% 31 X)W i
HRegionServer.

(3) ik HRegionServer $IN iy B A £k 1) £ %

(4) HRegionserver [ N 1745 4 MemStore H1 BlockCache P4, MemStore 1 % H] T
5445, BlockCache 8 M T8l . 19015 KK 56 5 MemStore &% dh, WIR VLA
FI| gt 25 %5 3] BlockCache, P &rifi A2l 2s 2 StoreFile, FFA111 45 4 BlockCache.

9.2 HBase TE %I

KT HBase ‘&% (K UFRALA A $140 — 4E A

92.1 RZEZEANASE

(1) 7E5 M %k hbase-1.3.1-bin.tar.gz %311,

(2) ZHilzdet0 3] software H k.
(3) fi# [ hbase-1.3.1-bin tar.gz & &t0, i K o MR R A .

9.2.2 & EXH

(1) kA HBase I1] conf H 3.
(2) 1% hbase-env.sh 14

T

export
export
export
export
export

export

HBASE HOME=/home/hadoop/software/hbase-1.3.1
JAVA HOME=/home/hadoop/software/jdkl1.8.0 131
HADOOP HOME=/home/hadoop/software/hadoop-2.6.5
HBASE LOG DIR=$HBASE HOME/logs

HBASE PID DIR=$HBASE HOME/pids

HBASE MANAGES ZK=false

(3) &4 hbase-site. xml /4.

A
<!'-——- HHRegionServersitZ H3, mycluster& - HadoopH % & )4 F 45 R] ——>
<property>
<name>hbase.rootdir</name> F
<value>hdfs://mycluster/hbase</value> 9
</property>
ca

HBase ™7 A, # 75/
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<! HHMasterffrpciy H-—>

<property>
<name>hbase .master.port</name>
190 <value>16000</value>
</property>
<!'—— % HHMasterffhttpimd-—>
<property>

<name>hbase.master.info.port</name>

<value>16010</value>

</property>
< ——fRE AT LA AN B AR >
<property>

<name>hbase.tmp.dir</name>
<value>/home/hadoop/software/hbase-1.3.1/tmp</value>
</property>
<! ——IFE AR - >
<property>
<name>hbase.cluster.distributed</name>
<value>true</value>
</property>
<!'-—fREZookeeperEH N EH -——>
<property>
<name>hbase. zookeeper.quorum</name>
<value>Slave001l,Slave002,S5lave003</value>
</property>
<! -—f§EZookeeperERfinm >
<property>
<name>hbase.zookeeper.property.clientPort</name>
<value>2181</value>
</property>
<'-——fiEZookeeperF i H3, FTE H5ZookeeperfEffH ldataDirfit EAH—2-->
<property>
<name>hbase.zookeeper.property.dataDir</name>
<value>/home/hadoop/software/zookeeper-3.4.10/tmp/zookeeper</value>
</property>

(4) Jid & regionservers 1.
VN

SlaveO01l
Slave0Q02
Slave(Q03

(5) Hrat backup-masters 4, FFHCE .
AN



Master(002

(6) {F HBase % %% H & F A% tmp (2247 XAF)+ logs (HE ) pid (pid A 11
H %o

mkdir tmp logs pid
(7) K5 HBase Wt B 4f 1) 222 SO [w) 20 BN B ILA Y KL

scp —-r hbasexx Master002:~/software/
scp -r hbasexx Slave(00l:~/software/
scp -r hbasexx Slave002:~/software/

scp -r hbasexx Slave003:~/software/

(8) FEAERF AT il LR EH B & (FE root A7 FHAE).
vi /etc/profile

A

export HBASE HOME=/home/hadoop/software/hbaseXX
export PATH=SPAT:$HBASE HOME/bin

(9) i profile 4%,

source /etc/profile

923 4£#H B
(1) Ji3)) Zookeeper 4E1E (4357 Slave001. Slave002. Slave003 4T ).
./zkServer.sh start

%7E: iy 22 AE Slave001., Slave002. Slave003 75 45 )33l T QuorumPeerMain.
(2) )3 5)) JournalNode 15 /5 (#F Zookeerper 15 1 4447 : Slave001, Slave002, Slave003 ).

hadoop-daemon.sh start journalnode

2y i A HIAE Slave001, Slave002, Slave003 -5 i |- )53 %) T JournalNode,
(3) 3% HDFS ({f Msater001 [ 47).

start-dfs.sh

BT s Hoiin 277 AIAE Master001.Master002 77 11| )7 8/ 7 NameNode A1 DFSZKFailover-
Controller. 73 H4F Slave001. Slave002. Slave003 5 &1 -5 5h T DataNode.
(4) Jizh Yarn (£F Master001 | $447).

start-yarn.sh

2 E ety A 1E Master001 15 5 [ )33 T ResourceManager, 43 7l ZE Slave001 ., Slave002

=
9
=

HBase ™77 A, # 75/
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Slave003 15 1% I35 T NodeManager.
(5) )izl HBase ({F Master001 $447).

start-hbase.sh

& A4 AIAE Master001., Master002 15 /5 3z 7 HMaster, 435 4E Slave001 .
Slave002. Slave003 75 515l | HRegionServer,

(6) fr.

FEM DT H b3 N “192.168.xx.xx:160107, 1 HEFERE N WY GT 0T THT, 150 B AL B R

9.3 HBase Shell

K-+ HBase Shell [#)44 FH i) UFfE LA ] F140 4D WA .
9.3.1 DDL # 4

DDL (Data Definition Language) & 24ds FERAE ks, H A
5SS B B35 0 954K AW I AT 5T HBase g DDL
Ve, RIEEPEERNES.. BEIAER. ARE . MR, MEREREFRE.

G~ User &, HEZHUE 9.8 flros.

i

7):3
[~
: J T
Row key address info
country city detailed _address age SEeX '*““Hn,yu
zhangsan China Chengdu 20 female
wangqgiang | China 2D male
liuyu China Chengdu 22
zhanglun China 27
zhoujin China Chengdu 28 female
VALl China 15 female
Kl 9.8

(1) gEE—PFEL TN User, Ff4di A address. info F1 member id =41 ji% .
create 'User', 'address', 'info', 'member 1id';
(2) HIH T

hbase (main) :012:0>11ist
TABLE

member



1 row(s) in 0.0l160seconds
(3) {Eor User RIUTFEAMGE, g R W& 9.9 fx.

hbase (main) : 006:0>describe 'member'

hbase (main) : 006:0>describe "user’

DESCRIPTION ENABLED
{NAME => "user', FAMILIES => [{NAME=> 'address"'", BLOCMFILTER => "NONE', REFLICATION SCOPE == '0', true
VERSIONS => "'3', COMPRESSION => "NCNE',TTL => "'2147483647"', BLOCESIZE => "'£5536°", IH_MEMDRY == '"f3
lse', BLOCECACHE => '"true'}, {NAME =>'"info', BLOOMFILTER => '"NONE', BEPLICATION 3COPE => '0', VERSI
ONS => '3', COMPRESSION => 'NONE', TTL=> '2147483647', BLOCKSIZE => '65536', IN MEMORY => 'false',

BLOCECACHE => "true'}]}
1l row(zs) in 0.0230s3econds

K 99

(4) MIFR—NFiG: alter (B3, disable (X1 ). enable (JiH#).
ZHTCG ST T 3 A%, {H)E member id XA IE LA, BT CLAEDE LN

hbase (main) : 003:0>alter 'User',6 {NAME=>'member id',6K METHOD=>'delete'}
ERROR: Table memberis enabled. Disable it first before altering.

PAT M ERAG B ST . B MIBR S IER L2 5E 28R, A et AT B EeE. nf
DIH disable JCHEF bR E—ok3&, Filln: LHFR User &, 54T disable 'User'J5 4 fEhAT
alter 'User', {NAME=>"member 1d', METHOD=>'delete'} #2/F .

hbase (main) : 004:0>disable 'User'

0 row(s) 1n 2.0390seconds

hbase (main) : 005:0>alter 'User',6 {NAME=>'member id',6K METHOD=>'delete'}

0 row(s) 1n 0.0560seconds

i) describe 72 &4 #] member id T OAFAE, 78 member id 7 Bt C AR,
i 9.10 s

hbase (main) : 006:0>describe 'User'

DESCRIPTION ENAELED
{NAME => "user', FAMILIES => [{NAME=> [address'| BLOOMFILTER => 'NONE', REPLICATION SCOPE => '0",false

VERSIONS => '3'", CCMPRESSICON => 'NCNE',TTL => "2147483647", BLOCESIZE => "£5536", IN MEMORY => 'fa

lse', BLOCRCACHE => '"true'}, {NAME =?"'info', | BLOOMFILTER => 'NONE', REPLICATION SCOPE => '0Q', VERSI
ONS => "31", COMPRESSION => "NONE', TTL=> "2147483647', BLOCESIZE => '"£5536°", IN MEMORY => "false",

BLOCRCACHE => 'true'}]}

1 row(s) in 0.0230s=conds

K 9.10

T MR A i I BR e, S User REH A H . 5 A5 H User %, User ¥ AfE
IEHALH .

hbase (main) : 008:0> enable 'User'

0 row(s) in 2.0420seconds

| W 7% /& 75 enable F1 disable. %

hbase (main) :009:0> 1s enable 'User' 9
=

HBase "7 A, #JE L
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Lrue
0 row(s) 1in 2.0420seconds

hbase (main) :009:0> 1s disable '"User'

194 false

0 row(s) 1n 2.0420seconds

(5) AT A drop iy & MIFR—ik3E, FTEMD: ORI, HHRATHER G2
A% |- User %

hbase (main) :029:0>disable 'User'

0 row(s) 1n 2.0590seconds

HH'IJ Bﬁ User i‘,l:c,

hbase (main) : 030:0>drop 'User'

0 row(s) in 1.1070seconds

UE RS AFAE e st 2 T A 3R . (HUn R i 2, i list A & S fE 7%
T, XAl exists iy HE S G 14K AL T AT1E

hbase (main) :031:0>ex1sts 'User'
Table User does exist

0 row(s) 1in 1.1070seconds

9.3.2 DML # 4%

DML fiy & 2 B A0 5 a2, Wi ar2de% 5, AR s AL MER. B
Bl I SERE . AR TR U DML $24E 1) 5 dr %
1. jﬁ*ﬂmxlﬂ%

put 'User', 'zhangsan’', 'address:country', 'China’;
put 'User', 'zhangsan', 'address:city', "Chengdu';
put 'User', 'zhangsan', 'info:age', '20"';

put 'User', 'zhangsan', 'info:sex', 'female’';

put 'User', 'wanggiang', 'address:country', "China';
put 'User', 'wanggiang', 'info:age', '25';

put 'User', 'wanggiang', 'info:sex', 'male’';

put 'User', 'liuyu', 'address:country', 'China’;
put 'User','liuyu', 'address:city', 'Chengdu’';

put 'User','liuyu', 'info:age','25';

put 'User', 'zhanglun’', 'address:country', 'China’;
put 'User', 'zhanglun', 'info:age', '27';

put 'User', 'zhoujin', 'address:country', 'China’;
put 'User', 'zhoujin', 'address:city', 'Chengdu’;
put 'User', 'zhoujin', 'info:age', '28"';

put 'User', 'zhoujin', 'info:sex', 'female';

put 'User', 'yauyu', 'address:country', "'China’;



put 'User', 'yvauyu', 'info:age','19';

put 'User', 'yvauyu', 'info:sex', 'female’';

2. FRIN—SRE
SN 44 57 N ' zhouyin' IH) T 43 204 -

hbase (main) :001:0>get 'User', 'jiangxiaohui'’

COLUMN CELL

address:country timestamp=1508804839610, wvalue=China
address:city timestamp=1508804837402, wvalue=Chengdu
info:age timestamp=1508804837475, value=28
info:sex Limestamp=1508804812019, value=female

4 row(s) in 0.1400 seconds
SR 44 7 Ky 'zhowgjin',  FF H A1j% A info 11T A7 4 -

hbase (main) :002:0>get 'User', 'zhoujin', 'info'
info:age timestamp=1508804837475, value=28
info:sex timestamp=1508804812019, value=female

2 row(s) 1in 0.1400 seconds
P A4 7N 'zhowin' P AF5

hbase (main) :002:0>get 'User', 'zhoujin', 'info:age'’
COLUMN CELL
info:age timestamp=1508804837475, value=28

1 row(s) in 0.0320seconds

3. WPl
77 zhowjin [FJAEW sk N e BT84, (HYF HBase &A% € B 4, vl Ll
LT 4l N — S8 1) 7 a7 o AR IR 2 -

hbase (main) :004:0>put 'User', 'zhoujin', 'info:age' ,'19"'

0 row(s) in 0.0210seconds
4. BHEPATAEES

hbase (main) :047:0> scan 'User', {COLUMNS=>'info:age'}

ROW COLUMN+CELL

zhangsan column=info:age, timestamp=1508804812019, value=20

wanggiang column=info:age, timestamp=1508804812019, value=25

liuyu column=info:age, timestamp=1508804812019, value=25

zhanglun column=info:age, timestamp=1508804812019, value=27
zhoujin column=info:age, timestamp=1508804837499, value=19 N
yauyu column=info:age, timestamp=1508804812019, value=19

6 row(s) 1in 0.0740 seconds

95
L2
9
=
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5. it timestamp RN zhoujin AF-E S Z R AEES

{2 I I RS -

hbase (main) :010:0>get 'User', 'zhoujin', {COLUMN=>'info:age',6K TIMESTAMP=>
1506804837475}

COLUMN CELL

info:age timestamp=1508804837475, value=28

1 row(s) 1in 0.0l140seconds

i 505 A8

hbase (main) :011:0>get 'User', 'zhoujin', {COLUMN=>'info:age', TIMESTAMP=>
1506804837499}

COLUMN CELL

info:age timestamp=1508804837499, value=19

1 row(s) in 0.0180seconds

6. A

hbase (main) :013:0>scan 'User'

ROW
zhangsan
zhangsan
zhangsan
zhangsan
wanggilang
wanggilang
wanggilang
liuyu
liuyu
liuyu
zhanglun
zhanglun
zhoujin
zhoujin
zhoujin
zhoujin
yauyu
yauyu
yauyu

COLUMN+CELL
column=address:country, timestamp=1321586240244, value=China
column=address:city, timestamp=1321586239126, value=Chengdu
column=info:age, timestamp=1321586239197, value=20
column=info:sex, timestamp=1321586571843, value=male
column=address:country, timestamp=1321586239015, value=China
column=info:age, timestamp=1321586239071, value=25
column=info:sex, timestamp=1321586248400, value=jieyang
column=address:country, timestamp=1321586248316, value=China
column=address:city, timestamp=1321586248355, value=Chengdu
column=info:age, timestamp=1321586249564, value=25
column=address:country, timestamp=1321586248202, wvalue=China
column=info:age, timestamp=1321586248277, value=27
column=address:country, timestamp=1321586248241, value=China
column=address:city, timestamp=1321586240244, value=Chengdu
column=info:age, timestamp=1321586239126, value=28
column=info:sex, timestamp=1321586248355, value=female
column=address:country, timestamp=1321586239197, value=China
column=info:age, timestamp=1321586571843, value=19

column=info:sex, timestamp=1321586248400, value=female 19

row(s) 1n 0.0570seconds



7. MHIBRHE AR AR

{Etn zhowjin EHREMIFRTA15 R, 7T LT deleteall iy 4>

hbase (main) :001:0>deleteall 'User', 'zhoujin'

0 row(s) in 0.3990seconds

8. frifprp AT 2 1T

hbase (main) :019:0>count 'User'

15 row(s) 1in 0.0160seconds

9. Hl truncate ti 2%yl
IR BNE S kR MA LD e R, PR . ILAEAE A truncate iy 4 1]

HEET kR MEPATILIFE ] &I truncat 1y 2

hbase (main) :035:0>truncate 'User'

Truncating

'User'table (it may take a while):

- Disabling table...

— Dropping table...

- Creating table...

0 row(s) 1n 4.3430seconds

2[RI FE AT 25 I R AN PR R P A~ 20 3R -

94 SJfn5H
1. Jfl HBase fEfift A Mkl W (B, Skl Ak &, BlcE . ma. AR
A7 AL S 5 T B Tl 43 0 LR BT A £ BB . AR AT S i )
it mfo table ¥,
3 F] ] HBase ¥4 3% 9.1 Hh 15448 A 21 info_table & .
= 9.1
EiEE it 8] A& A
7k = 201801231450 HBase ;& —#K fR &t H [ HESE =g
=Y 201801231451 L K g =
gk — 201801231451 AT AT AR e 20 S5 R A 2 PEARCAS 21 2 =Y
7= 201801231452 ik ! o
5k = 201801231452 AT a] LU ok A i 7 AR g AT AR EL A AR
B, 1X/& Hive fl HDFS 732 A 211
gk = 201801231458 LA 1 7% 1

=
9
=

HBase 7 A, #¢4# /#
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Sqoop &KX Hadoop F15C R BYE b FE 2 (R AT £ S N S0 T . fFBhiXA T,
A3 1k Sqoop U E 4 M s 1 (L i MySQL,Oracle) S+ A % HDFS 4 Af " %45 M. HDFS
G B R A EE . Sqoop i Hadoop [ MapReduce S5 AFIS Y, $E4E TR 517
AT PERE DA R A I 2 5k

Sqoop i LA N AR :

o RGN HIIT K&

o RLGEHIL,

o AR L

o S Hr il

o Bl TREIN.

il XK THAT IS ST

o TRIEAMVEFIHLEN,

o R Bash 17 24T (Sqoop FEAIH it iy 4T HEAT 48D

o MBI RMEME RS CEl i DB 5 D

o & Hadoop JEATEVEC T it A1 HDFS #4E F1 MapReduce [1] )5t 175 B B fi# Sqoop

Rt ).

i H] Sqoop Z il it 2 5% % %% Hadoop, AYHET Linux Mkl5. #57/&4E Windows FAJG

fiH, 752 %dE cygwin, PHHLACE ail&] 10.1 fFros.

| Hadoop A ZUE S EF

1

| |

1 |

1 |

1 |

| |

1 |

| Master001 Master002 |

I I

: JDK JDK :

: Hadoop Hadoop |

P Y ST =TT

5 | HBase | HBase 4--————""""}

1 |

|

i Slave001 Slave002 SlaveN | / ‘n\

.| JIDK Hadoop JDK Hadoop JDK Hadoop | Hive I RDBMS

| |

! Zookeeper Zookeeper Zookeeper : JDK  Hive

Hadoop

T a—
{ MySQL;




%] 10.1 .7~ Sqoop 571 Hadoop KE#a A1, KIHZI M HDFS b3 AN, T4
P 2 M H Hadoop, 1 Sqoop %5 ) H %22 Hadoop [FC & (. Hive., HBase [6]#. # 5
Hive. HBase Bl Al T HBEAT AT AC ., i fE Sqoop WFEHL I 22 e JLHC A U F . KR ALEL
1 e n] 2 22 AE Sqoop M HEHLER LA HENL T, I F5 2 8 Mk ST 2005 A8 B

bl

10.1 Sqoop & %=

1E'E M http://sqoop.apache.org %} Sqoop Z&HE W AfF Rl sqoop-1.4.6-cdh5.5.2
AR 6

(1) it %2 0. tar -zxf sqoop-1.4.6-cdh5.5.2 tar.gz.

(2) B EHEA T vi/ete/profile.

NYIIE

fsqgoop
export SQOOP HOME=/home/hadoop/soft/sqoop-1.4.6-cdh5.5.2
export PATH=$PATH:$SQOOP HOME/bin

(3) AL A5 source /ete/profile.
(4) 1k A/home/hadoop/soft/sqoop-1.4.6-cdh5.5.2/conf Hzx, X1l sqoop-env-template.sh
JfH Ay 44 4 sqoop-env.sh.

Cp sgoop-env-template.sh sgoop-env.sh
(5) %% sqoop-env.sh FFE5 INAH AL -
vl sqoop-env.sh

IIE

export HADOOP COMMON HOME=/home/hadoop/soft/hadoop-2.6.5
export HADOOP MAPRED HOME=/home/hadoop/soft/hadoop-2.6.5

(6) # 47 MySQL Zi#i FEHATAS H., FH¥H MySQL 12X 5. mysql-connector-java-
5.1.41-binjar |"f% % Sqoop %% H =& lib H =& & . #5%) Oracle £k FEE1T42 .5 A Oracel
D RRNIET

(7> Mik4m A Sqoop Version. IR HIILLL T A UMW) 2 ple Bl A ) 208 )

Warning: /home/hadoop/soft/sgoop-1.4.6-cdh5.5.2/../hbase does not exist!
HBase imports will fail.

Please set SHBASE HOME to the root of your HBase installation.

Please set S$ZOOKEEPER HOME to the root of your Zookeeper installation.
17/08/31 17:06:03 INFO sgoop.Sgoop: Running Sgoop version: 1.4.6-cdh5.5.2
Sqoop 1.4.6-cdh>.5.2

git commit id 8e266e052e423af592871e2dfe09d54c03f6a0e8

Compiled by jenkins on Mon Jan 25 16:10:15 PST 2016
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10.2 Sqoop BI{EFE

10.2.1 MySQL #9-F N+ &

1. #¥if) Sqoop i
sgoop help
2. M\ MySQL 545 HDFS

sgoop import ——connect jdbc:mysqgl://192.168.153.205:3306/bunfly ——username root
--password 123456 --table houses number --fields-terminated-by '\t' -m 1

AT -

sgoop sqoopf %
import TARTA

——connect jdbc:mysql://192.168.153.205:3306/bunfly HJIDBCH I, HEHE
MySOLEIRFE . B FEMIPE192.168.153.205, $d i 123306, IR FEL Ebunfly

——username root FARFENK P Eroot.

—-—-password 12345 HARFE %L 123456,

——table houses number SHEIEFEH houses number®.
——fields-terminated-by'\t" X5k \t",

-m 1 A FH LR — P mapfEk.

—~hive-import fEEIE Z I BIaive M), 5 A IXANE D) B &

FlHDFSH . HIEAEHDESH /user/ HE N

e RS N3 Hive ', Hive 5 Sqoop i 2 1E [ — & k%45 Lo
3. Tl

sgoop export ——connect jdbc:mysgl://192.168.153.205:3306/bunfly?character

Encoding=UTF-8 --username root -password 123456 --table houses number
-—export-dir '/user/hadoop/houses number/p*' --fields-terminated-by '\t'
R -

-—export-dir 'user/hadoop/houses number/p*' HDESH [ HLkE .

sgoop Sqoopfi % s

export LB MHLve Bl #IMySOLH .

——connect jdbc:mysqgl://ip:3306/bunfly HIJIDBCIEEMySQLEMEFE, IPEMySQLEHE
FrE TPl MysQLE M) im M5 3306, H#iEFE4 Abunfly. characterEncoding=
UTF-8, 2P IS NUTF-8 (BB P oS E T A RIMy SQLM H S3CEHE A4 HILELIE) .

——username root EFbunf1yEFIEFETIH P 4.
~—password admin EFEbun £1yvEHEFER#EN .
—-table mysqgl2 mysql2@&bunfly B FEMZR, BIREH T ARERATR.

—-—export-dir '/user/root/warehouse/mysqgll’ HiveH #% 5 H 11 SC/F H 5%



~--fields-terminated-by '\t' $HHive T H ) A F B 4 PR AT
?characterEncoding=UTF-8 P gmig e,

NEE: FHOHBERLAEFLGE.

10.2.2 Oracle 1+ A3 &

M Oracle Y% 72 T AN EHR W T -
sqoop 1mport --connect jdbc:oracle:thin:@192.168.1.200:1521:ORCL --username mikddd
--password amwvke --table I ZHIB YUANB -m 1

TEAN 15 -

sgoop Sqoopfii % -

import FAML .

——connect jdbc:oracle:thing@ FRIEEAE FE oracle, X HIDBCHIES A,
192.168.1.200 Orac el P i 55 45 H ik .

1521 Oracle%dl FE 1w 15 .

ORCL Oracle® 4

——username mfkddd ORCLEIEFETIH 44 .
~-password amwvke ORCLEE FE 1) %1,

——table I SHIB YUANB ORCLEFEE F)T SHIB YUANB.
-m 1 B mapfiE, XE N1,

ABINTR, fi5 € SCAHAE HDFS A )7 ot L

sgoop import

—-—connect jdbc:oracle:thin:@192.168.1.200:1521:0RCL
——username mfkddd

—-—password amwvke

——-table I ZHIB YUANB

—-m 1

--target-dir /tmp/i zhib yuanb

i]: --target-dir §i75€ CIFAE HDFS Hp 47 il o 457 S8R g — ANk, 207 %
bl N H s A7 part-m-00000 24, S MHR4ET: xx already exists (xx fF L&
FF1E)

54F: hadoop fs -cat /tmp/i_zhib yuanb/part* - I F AN 2, F AR,

REE TR where T1)58 %, AT SQL 1K) where & ifj 55 f} .

sgoop import

——connect jdbc:oracle:thin:@192.168.1.200:1521:0RCL

——username mfkddd

201
——password amwvke
——table O ORG %
o 10
=
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--where "org type='03""
--target-dir /tmp/o org 2

R

——where "org type='03""

—-where A WS

org tpye K FR B P (1A B AR
03" T I P

M HDFS 5 H 55 2] Oracle 2048 7, <l T

sgoop export ——connect jdbc:oracle:thin:0@192.168.1.200:1521:0RCL
—--username root -password 123456 --table houses number --export-dir
' /user/hadoop/houses number/p*' --fields-terminated-by '\t'
iR -
sqoop Sqoopfn %
export S
——-connect jdbc:oracle:thin:@192.168.1.200:1521:0RCL OraclefjurlHihl
——username root OracleXdk FE 4
~-password admin Oracle®# FF &M
——table houses number OracleHIKFEXR L
——export-dir '/user/hadoop/houses number/p*"’ HDFS ) SC - ikl
~—fields-terminated-by '\t' S H RSO B B A

NEE: FHOHBEALALELALN.

10.3 M52

1. 2 NCE Sqoop T H, M Hive '3 H % 3] MySQL H.
2. 2% 7E HDFS o 3t A SC 5 1) MySQL .



11 25 Flume HEUE

Flume /& Cloudera $2{IL(f) iy nl . mafgE. Ak, STl E HERE . BE I
A4t Flume SCFFAE HE RS T il R 8 kix 77, MRS . Ry, Flume RJ%Y
BT AL HE, JFE RIS AR RO (AlETD .

Flume s i Cloudera #1428 w] HE Hi ) Al 70 A1 20 H BB R GE . 2009 48 Apache A
JE4 5 fRI, R A Hadoop AHCAIF 2 —. B4 Flume [IAW5¢3E, $¢5] & Flume-ng T2
FRAS TP 3 Y DA S N AR AN F 5, $em TP TR A AR T @A YE, IO RCh
Apache Top i H 2 —.

Flume [PJizfT BG4 20435 IDK 6.0 UL ERRA . Flume H A Linux R4 ) 50
BMA, ¥4 Windows FRBE (1) 53 2 A .

Flume HA7mal . /A aAAHCE TH,  JL3evh i B 4 H 2 5508 10 506 7 %%
gt e 55 4 IS R A7 3] HDFS, HBase <54 frfifidsh, Flume 45wk 11.1
FIT 7S

A2 WG WebHlz 55 =

O a

Flume 7] DLFEFE 1R 45 e fORS M5 B . 90, i ey 2% FH P 190 7 1) e DA s 5E 197
R IR 70 B v B AT A B W S R, n) S PR A SV 9 B AR [ B . S
X a, i B SR E R U7 in) 0T DA A B 1R 8O SR H B ARG BRI R, FFREAC
Hadoop V- S#AT /0 M. HR “EEAER” FUH 2 H] Flume A1 Hadoop HiR. HIEHL
ET HAIRZEZ, BT Flume, 445 Facebook [ Scribe. 74 [1f) Time Tunnel 5.
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Flume [ 500 F
(1) Flume n]>¥g W H A= 0 Z A7 il BT 2R TP A7 A o8, W HDES.,
(2) USRS P B 5 N 1 A, RV Bad B (E i, WS Bk

W, BRI RS NEHIGE ). M Flume 2752040 A= 5 38 FR AL g5 e 7 25 (0] 45 H 1)

#, fRub e AL P Z (Al Pt — P AR ) Z s -
(3) Flume )& T 355, DOl AL 12X RN — 2501
(4) Flume A5, B4R TES, AITHR, S, il
(5) A9 .

111 K &R &R

11.1.1 Flume A 3f 4 44

mE 11.2 Frox, s kAL R EE g p AN s A A A e IR % 25 L 1)
Agent IWAE, 2 552 MBS Agent FICAESE, 36 K422 (1% 47 N\ HDES.

11.1.2 Flume %/

Flume (50 13 ASUR MR Si0E (Event) BUSFHAZ, JEii HR8UE (7841
20 kA B . 1X4% Event ] Agent #Mi[1) Source 2ERl, 4 Source filisk Fi} )5 b1 T4F
E R AAl, SAJE Source 2 FH/FHEAN (BAANELZ AN) Channel H'. ¥4 Channel & {EZ: 1
X, ERAFSEE H B Sink LA PESE . Sink B D¢ AL H A B HAFHAE ) 55— Source.

Flume UL Agent 4 /NN IZ 4T 84T, —> Agent B2~ TVM. . Agent [ Source.
Sink F1 Channel — KR, Fdlit B anEl 11.3 fros.

Agent: {{H] JVM 1217 Flume Itf, #®HHLERI21T 1> Agent. {HAE—> Agent P U7
% > Source fl Sinks.

Source: M 7% g dEEHE, FH4L 45 Channel,




PU -

I
I
I
_

Agent

4] 11.3

Channel: Zzp'[X, K Source {% 1) &t £ I A7«

Sink: A Channel WA, Jf5 A ZIF5 € Hidik .

Event: [&3Cff. avro X G/«

Bl Agent it — M1, —umaeREAK I, g K . #EZK ER] R 5 A OK
MZA 7K K OB ECE S FOKE, (HEA M7 K, fee /KAt sy, M
R REK R ARG AN B B, AR S H /K DRt B R K dh 21 45 s it o FErp 7Kk /& Event,
AT TR . BRI Source Rl SCAFW AR K IF ] Channel (ZZpfth) Hr, 1
Sink ¥ WA 21 1) B fie 2 B S Ak .

11.2 Flume 8945 5

& 11.4 firz, Flume 43 B3RP EI0 T 5 /CHESY 2 (Agent), Y£E T 14 (Collector).
Agent |

M\ """"""""

Agent |

Agent

Agent

Agent

Al 114

Agent M EARIEICEE HEE M, JE9E 2] Collector, #A o WA T Al A7 A
HDFS. 7F Flume ', & EZ[{Hh% 2 dataflow (EidiEii). dataflow $iik 1750 =24
f4r A PR 35N H BRI — 4R #6845 - Agent Z04 Uit I B R FE £ e ik 3145 21 245 11 Collector .

Collector £ Agent il SR E M, FFHEEHE K& BT822 1 HARPLEs . 205
Flume HEZE7E jar £ K4 Hadoop F1 Zookeeper, JFAN%E:K Flume )3zl 247200 )5 5 %
Hadoop H1 Zookeeper /X% - 11
=

Flume H.EZ /K
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(T

11.3 Flume £ &2 E

(1) Flume ‘E /5 F#gdhhl: http://www.apache.org/dist/flume/1.6.0/. H:/f apache-flume-

1.6.0-bin.tar.gz ffu AN 2 8088 2 I RUAS o

(2) JH 1l hadoop ] )7 #4 apache-flume-1.6.0-bin. tar.gz %25 4l ol Xftp T H 4% 31 77

ALY A ) ~/software H gk T (LA Slave001 15 i A4 .

(3) fi# [ apache-flume-1.6.0-bin.tar.gz % %541 .

[hadoop@Slave00l ~]$ cd software

[hadoop@Slave00l software]$ 1ls

hadoop-2.6.5 Jdk1.8.0 131 zookeeper-3.4.10 apache-flume-1.6.0-bin.tar.gz
[hadoop@Slave00l software]$ tar -zxf apache-flume-1.6.0-bin.tar.gz
[hadoop@Slave00l software]$ 1s

hadoop-2.6.5 jdkl1.8.0 131 zookeeper-3.4.10 apache-flume-1.6.0-bin.tar.gz
apache-flume-1.6.0-bin

[hadoop@Slave001l software]$ cd apache-flume-1.6.0-bin
[hadoop@Slave00l apache-flume-1.6.0-bin]$ pwd
/home/hadoop/software/apache-flume-1.6.0-bin  #&il

(4) 12eilic B30

[hadoop@Slave00l apache-flume-1.6.0-bin]$ cd conf
[hadoop@Slave00l conf]$ cp flume-env.sh.template flume-env.sh
[hadoop@Slave00l confl]$ vi flume-env.sh

i

i

export JAVA HOME=/home/hadoop/software/jdkl.8.0 131 #H LB
(5) Kl '# Flume 5548 &,

[hadoop@Slave00l conf]$ su -1 root

[root@Slave00l ~1# vi /etc/profile
fdi N\

£ 1lume

export FLUME HOME=/home/hadoop/software/apache-flume-1.6.0-bin
export FLUME CONF DIR=$FLUME HOME/conf

export PATH=$PATH:S$SFLUME HOME/bin

[root@Slave(00l ~]# reboot



#0): FLUME HOME 42/t 0% (3) by sl e, 76 CAGRHPIN lillid
b PR I

ML 4 R P2 R J A source Jete/profile fiy 4 SUE R root FIF AR, 50 AxiSH
#2507 1] reboot iy & T AL

(6) Boilt ZHIE TR

L Flume WA 5 255 UL 23 iy, 35 222k RN

[hadoop@Slave001l ~]1$ flume-ng version

Flume 1.6.0

Source code repository: https://git-wip-us.apache.org/repos/asf/flume.git
Revision: 2561a23240a71ba20bf288c7c2cda88£443c2080

Compiled by hshreedharan on Mon May 11 11:15:44 PDT 2015

From source with checksum b29e416802ce9ece3269d34233baf43f

(7) KB R
Wk sep 12 Flume Jg B ARG A & it B RS B A T 5. A T E, AHLL
Slave001. Slave002. Slave003 =& 7 S /E A Flume £E1.

[hadoop@Slave00l ~]$ scp -r ~/software/apache-flume-1.6.0-bin/ Slave002:
~/software/

[hadoop@Slave00l ~]$ scp -r ~/software/apache-flume-1.6.0-bin/ Slave003:
~/software/

[hadoop@Slave001l ~]$ su -1 root

[hadoop@Slave00l ~]$ scp ~/etc/profile Slave002:/etc

[hadoop@Slave001l ~]$ scp ~/etc/profile Slave003:/etc

77 4T I Slave002, Slave003 5 £ .‘é’:’%iﬁﬁ%, HEAF root A )*, i ] reboot @y 4 F 3 i 40
Pl )3 J5 737 5 5% Slave002, Slave003 17 5i, fii ] flume-ng version iy 2 45 U Flume ‘224
e 17 R o

11.4 Flume 3£

11.4.1 241 1. 2at X R & 3% 4% 4 64 #38

7F Slave001 7 5 /home/hadoop H g fl4 netcat.conf A, #5441 N 24 A % netcat.
conf, )i 5] netcat.conf )7 H - W Wr 554w 11, R4l R A% 5 (19 254 , A8 At 1y 17 (A& Slave002
TR A Telnet WU IEEH o FEALERE W [RAEH QQ W AR EK A [m) Iy — %5 7 i A AKVH
By AR T R AN E ] 2

(1) 7t Slave001 il 4l netcat.conf S f. Flume rldfiid Avro W I Hili $RA% 4 1)
Bl . HARRBIE

#source+channels+sinks# 7€ X Hagent

agent.sources = segGenSrc

Flume H.F /K%
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agent.channels = memoryChannel

agent.sinks = loggerSink
ik source

m agent.sources.seqGenSrc.type = netcat
agent.sources.seqgGenSrc.bind = Slave001
agent.sources.seqGenSrc.port = 44444
ik sink
agent.sinks.loggerSink.type = logger
448 F 2% it

agent.channels.memoryChannel.type = memory
agent.channels.memoryChannel.capacity = 1000
agent.channels.memoryChannel.transactionCapacity = 100
¥ sourceMsink4hE #llchannel (ZZhith)
agent.sources.segGenSrc.channels = memoryChannel

agent.sinks.loggerSink.channel = memoryChannel

(2) J3 %)) netcat.conf,

[hadoop@Slave00l1l ~] flume-ng agent -n agent -c conf -f /home/hadoop/
netcat.conft

flume-ng agent: JA#)Flumelf)ii< .

-n agent: Agentl)# 5, HSnetcat.conffid & X{|FAgent#F—E.

-c conf: A&HucE AT

—~f /home/hadoop/netcat.conf: MN|ETE.

(3) 7F Slave002 17 r5 AL 2
7F Slave002 1 {#i [ Telnet 2N T HAL# EHE, 1di A Telnet T FLZi4E 22355 Telnet.

[hadoop@Slave002 ~]$ su -1 root

ey

[root@S1lave002 ~]# yum list | grep telnet
telnet.x86 64 1:0.17-48.el6 @base
telnet-server.x86 64 1:0.17-48.el6 @base

[root@Slave002 ~]# yum install -y telnet.x86 64
[root@Slave002 ~]# yum install -y telnet-server.x86 64
[root@S1lave002 ~]# su -1 hadoop

[hadoop@Slave002 ~]$ telnet Slave001 44444

1142 2412, %iz A4 2 # 5 ¥ HDFS ¥
WA A SO 2 s 243 e B SO PE kAR I, 0 A% P N 3R 4G 5 (1) HDFS 4452



[hadoop@Slave00l ~]$ cd ~/software/apache-flume-1.6.0-bin/example/

[hadoop@Slave00l example]$ vi monitor.conf

(AN

fagent name

agent.sources=sourcel

agent.sinks=sinkl

agent.channels=channell

#Spooling Directory

¥set sourcel

agent.
agent.
agent.
agent.
agent.
agent.

agent.

sources

sources.

sources.

sources.

sources.

sources.

sources.

fset sinkl

agent.

agent

agent.
agent.
agent.
agent.

agent.

.sourcel
sourcel.
sourcel.
sourcel.
sourcel.

sourcel.

sourcel

.type=spooldir

spoolDir=/home/hadoop/tmpfile/logdfs
channels=channell

fileHeader = false
interceptors = il

interceptors.il.type = timestamp

.deletePolicy = immediate

sinks.
.s1nks.
sinks.
sinks.
sinks.

sinks.

sinkl
sinkl
sinkl
sinkl
sinkl

sinkl

. type=
.hdfs.
.hdfs.
.hdfs.
.hdfs.

hdfs

path=/input
fileType=DataStream
writeFormat=TEXT

rollInterval=1

.channel=channell

sinks.sinkl

.hdfs.filePrefix=%Y-%m-%d

¥set channell

agent.channels.channell.type=file
agent.channels.channell.checkpointDir=/home/hadoop/tmpfile/logdfstmp/point
agent.channels.channell.dataDirs=/home/hadoop/tmpfile/logdfstmp

[hadoop@Slave00l example]$ mkdir /home/hadoop/tmpfile/logdfs

[hadoop@Slave00l example]$ flume-ng agent -n agent -c conf -f ~/software/

apache-flume-1.6.0-bin/example/monitor.conf

ATl
(1) 4 monitor.con ¥/ 1305, FI4TIF 5 —% i, 1 A/home/hadoop/tmpfile/logdfs

KXo fEZHX T vi THAE—ASScE e, EB AN EERFEH. 209
(2) FERBHER TR 6 FMA THIEE M SASGR. RS2l Eb | %

H 42 B2 11
=

Flume H.F /K2
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[hadoop@Slave002 ~]$ hadoop fs -cat /input/=

- 11.5 JWEE
1. BUA Flume [1)IhfE. TAERFE.
2. Sl N SO AE H 4% 125 3 HDFS .
3. 223 M Slave001 7 Al HEAL1£ 3] Slave002 375, TR Slave002 7 Sk 4E
Slave001 {51511 H &, JE6 HAL X 2 HDES.
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& 1202 Spark #f A

Spark sk WAFIR AT 0, ABAREI TSRS, AT LAKE T A A7t m] AR T 4 ARk 4R
57 . #R¥E Apache Spark JFRAIZ /i fifiid, Spark BT R4 AL MOEAR V57 LE 3 T REAIEAR
[¥] MapReduce HEZLER 10 431 110 2E T W AF 1IEACTH S LE MapReduce 154G R 100 £5 LA L.
it T Spark AZIEAQA ML, &G & T4 2 D IR b 13 2 1T 1 ok 2 £
IKACERAE, B AURE 2 MEN B ECERE . 7258 — AT B HESE MapReduce 77 242
J¥ T8 g 2 A0 BERVE 205 AMEN b 2, BRI an 3+ MapReduce K4 5 24k 70 B v
S FES KEACS . BRI+ Spark 1) API K fy g iy B 2 3F & PR R 5% . Spark A4

Bl 12.1 oo
Spark MLlib  GraphX
Streaming ~ Machine learning  (graph)

Spark

MapReduce — -

Az
i EC2 YARN

HDFS Amazon S3, Hypertable, HBase“%

K 12.1

12.1 Spark {EZ2JRIE

Spark JEFEF A — APk CECTHEHESSE, P AL BE R 2 AT LR A AT A — PP A7 A
i, WXRREIEE. ARG A7 ML Socket ‘i iii5F. Spark MER I
A7 A o 2 2 T AR PR IT B s 28 AT, R X S s 4E i 5 RDD B oA XA 48D
W% R K —RAE T CEEEEHT2 41 APD 43 RDD, #5441 45 4 L RDD
B BN AF,  BCAEHE IR 1 U A B N B HeAth A7 6 A i

Spark HEZLHHAT — RV T IEACHFIWS T, ki 57 n 50 scE s SR AE N A7
P SEI T AL P . Spark $48 — MW Z Je & 38—~ Driver 42, 1% Driver ZEAE 11 53
55 Spark £ ff i Master 7 xi BEATEARAC L, RN PRIEFFICEE Master 1 57 S5 192 19 Zcdf Ab FEA;
i, Spark ZERFrf Master 15 25320 21| Driver #EFE HE N H & K G, 235 T Spark HEZE N
SALHR T N, R BEAS N 3 A R vl DA B AT IR 2 I E ML o IS 2 TR R it 15
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THIE S5 AR R PATECER AT AT, Y Spark [0 #r s R REANMEML T 5B 41
RS MMES s FMMEE XN — A BAR AT IERE . Spark R4 20 M 25 3% 20 B ML LL A AT:
5 2R BB =R Ho e B 5 A TAE W A, B TAE 1 /A — A~ Worker 3 F2 2K i by,
Master 17 5 (R E SEACEE . 23 BC I HARAT S5 A B Spark 78254~ TAE T s A 5] Executor
PR LU EE . R4S SRR, IN—AMES B —AMESS 1L 50AE — )~ Executor i
FEWN B 5E B 588 . B EAN[A] 1P Executor BEFEZ [0 5E B #5645 . W B AE AN [A] 1H)
Executor 2 [1]5¢ il A ¥ # I FR A Stage GEACPIR) . 1 FILFEFR AR AEA A ) Stage 2
TR ANAS B, W SR AE A B 2 (Rl E B Be il A2 o 0 0 250 I Ef il & 7 A2
7% 10 #AE, OB Ko An 2ot 8 kR B o S iy i dd . X2 pr e 7oA =t 803 H & 1 3t A
AR, [R) I 2 20 A 2ok SEA0E - A B R Z 4 G2 11— MR U

AN R BRSSP v E S 85 R Y [ it & Worker JEFE . Worker #EFE 71 9TFAT:
ETF e 2 JE RPIRASI R4, Master UEFE, Master SEFE 71 DaZdlsdar AN TEEL L 8 RN 2504
il R AN IR R . FEAMTESS S5 W 2 )5 Master EFE S S0 . [R)BFAR H 4 A E 4 10
IrIC A BET AT 55 AR 2L A B AR U o g 7 B SR A AL B 45 52 BB, Master 11 13
K E I AR (1) AL PR ZE R S Wiy Spark %) i, [A]INf A1 5 Spark 250/ i R34 %

12.2 Spark KEIBALIE

Spark & Ak WAFIEAC K SL I I3 Afr vhSCHEZE AR 3AE T Al BT AR ACSE N o SR )
Prab st o AbBEAEAE ] R B AR RiAE i e DI CER B Bia DL e ke 2 8 N A7
FSEIIEARKL B, A7 T8 2 () AS 2 I 3 P R At 22 P B S B AR AR 23 A b 3

Spark 7] LUk TDBC #pi 320 SqlServer. MySQL. Oracle. DB2 25 5C R Z 4 FE H 1Y)
B TR RE E AL P B Al BN, BTLL Spark R] LLTE N A7 51 50 ARIX SE AL 1Y)
AT A M AL BE . 35 75 vH S EER AR 2  nT FE N AR SE BB, 0 B 8 8 A0 24
(K)o VRSB S5 R 2 5 IR e thm] 4t B0 R8s e, DA e Rk arim RGEA A o 5 i
Vi 7 G000 K0 2R 1 18 AN R 3R 5K e AR L i 4 S 21 0 A N2 A7

Spark A3 A AL H PR EL HDFS S3. Swift 2500 A s A7 ik R s . i+
A A AFE RGP B EAE E B K, Al Spark Ab BRI FSEHE I S AR 58K 7 A B 1 A 4
FERABINAE, BT WAAEILEAHE . N E RS Spark 170 M NEAEIN, <
V& i Y BT AT IR AR FE . b B &5 AR B AT ml 3l ek oA X0 ] 70 A A7 &R
et T e itgm AN, A2 S a5 R B S 3B /D Bs E T arim R4¢, nlRH
B ONK Z A e B A e A7 b 2k

PREFAS BN M A ab L2 b, Spark i vl i F A= 25 8l v 1) Streaming T~ R 485K 56
SR A AT AL PR . FEIZ P AE 37 55 HE R H TR %% Socket illiE, A Event it
Flume #{£iX . KafKa F1[A] 5%, Spark 5 iX L8504l Yt 41 1F BEATAC BN 5 7870 % [E A 7E VO
s R, AW A VO g — =4 OOM (¥4 OutOfMemery, i85k
NAEIEIR ) 5% . Spark ARG AT FIALBE )2 N 1 B R AN HERE RS . AE AR
REFELREA, AL E A s R S S B AR 1) — N B XA SR AR N & il
o B ECEAE R A AR L-FSENFREAT, (RN LPAR R B T Him 5 48 R LA 2k




12.3 RDD #IE£

AT

RDD(Resilient Distributed Datasets ) §% 3 A 9L 75 A1 sCE 6 45 , ‘07 Spark iz 17 [N (Spark
Runtime) [FJNAZSEER . 554 o0 A 20 B4 A2 HL 48 R RFAIE

1. ZAELN A gh V)it

RE PRI B IR LR WAF R BEATIEAR, AR 2 R AN A2 INF 0 3 H 380 K 2% v 381 1
BEREATIEACAE B

2. PUTLER al AL

YNNG NP, HEEVPAT LR P EAN DR, AHEERED
BRI — 2B e T PATAT IR, NS — PR E .

3. BRIk AY g ) SE

FrANEN R BRI, 2 B 3R TR E B GBRIA 3 70 . 1z E i FEE
N A B I FARAIE FAE AR IR E 1T AR R EL (BRIA 4 YO

4. BB R A

T B RO T B TS 45 A e, WENL S e Al sk, XN OBEE T
ORI B4R 9 v EAT BT b B, IXREIWRAT Spark J MAIRLFE A7 1 2 i v S ) i

12.4 Spark F&E%

Spark “EAE T EIEZ T RS, XL T ARG8T Spark #4%.0y APT (1) FHAESE . Spark
%L API L) Spark RDD ¥4 £ Ky JLaili, [6] i Spark RDD Y& Spark £ &R HAL T R4 T
LY IR SEA 42K . Spark A& B h AW N H T R4

1. Spark SQL

Z T RG] AR, Spark W% SQL & 1) PERET Scala API [1) Spark 1865,
NG K HAL A Rl Spark W FH$#AC 45 Spark BfFACHE, H A AT LIk B4 e . SO &
GEAFLFAEAEN T HLLAE € I Z s 2N LA i R 58 S TR v AL BE A

2. Spark Streaming

BT R GE AT B O I 58 B I o A AR B, A B R T R H A AR
Socket M4 E i KafKa (A5 K 2 b B i 5 « 70 &8k FR A ik 2 74 S N o SR AR BE
ey A H g 38 AR )L 55T 5 B A R S

3. Spark MLIib

282 T RGN Spark HEZRPRALHLAS 2 ) SLVAE . Blas7 IR PR NN TR E, B2 dif—
RYNMFEAS A S, WL vt B, gl a5 7 UG H — B4R A U
BLZE e, AR5 R 3 2R SR AN I 23 5 AR B A0 A T A e A A 1) b 55 E s
MLIb #1855~ ) 5L EFL A+ Spark - & T (19 WAF AT XA T Ed5 70 #r e

4. T 1 F5¢

B T UL T RGeS, AT T RS, Wik B U5 Spark GraphX. JEFA]
ALK I Spark R 45, 1038 Al AT S % AH G5

Spark #%
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Scala & —Fi5L+ JVM (Java BN 851G %afiiE 5, Scala 43 i % Scala Ji
W2 PR AT & TVM RERALREYE I R ) A i S, 76 TVM V-6 LR AZAT; Scala 1B 5
e} Java 15 5 10— R A R AP RE, H API n] Jo4% 3 %% Java (K] API, A[1A4 Java [ API J&
H Scala API [f] T4k, Scala & 58 FF M E I [0 R — Mg bEiE 5 o i peAs Ui ik ) o
FEALRATH [m) 0 A0 P FR g i e oA IS AT R XU He it 4 P RN A 7 o e VR A =

13.1 Scala &% &

1311 €. 7€ 5K4A

K WARR ., H KPP 19 —4ERS A
1. e
A A Al AR FHTTR € « R AL al {OM B H 2))fE T .

var VariableName|[:DataType] [=Initial Value]

AN

var ab:Int=30

ab: Int = 30

ab=50 #/r: MAbab R & FHOFT A
ab: Int = 50

var ab=30

ab: Int = 30 {fis: AR REabIFRAYE A D) HEM N Int KR

2. HUE R

RO T DA B TG . R 7E 75 T A 4, 2K b T e (8 1 2
HEWT

val VariableName[:DataType]l=Initial Value

AN

val ab:Int=30
ab: Int = 30
ab=50 ¢7r: WAL H mabARE BEHTWE, a0 R F=FUECR: & LA P aix

<console>:12: error: reassignment to val



ab=50

Fal

val ab=30
ab: Int = 30 {#i7n: WAAE EablfRRH HahHER It 3K

13.1.2 & H 454X

Scala H 5 A AU R
o HIARIEZFLF: +. — *, /. %.
o KRIBH: >, <. =, 1=, >=, <=,
o WHIZHIF: &&- |5 .
-Eﬁgﬁ :
PIEERF: <[]

° éﬁﬁ# ZHAF: 2.

o IMMHIZFHFF: =

s — ?@Jﬂ’]ﬁtf’ﬁﬁiﬁl_l_"&??ﬁ“ljﬁﬁﬁl%ﬂll%Eki'%ﬁfﬁ 1 fi] B [ 3R IR T2 — 5 Ek
e, R FIEFAFEEEL . A RIA X Z 8] 1 AR 5w, e A
FH/NE 54 T e vh S Rk U A ok

e KRS TSV WIN

var a:Int=(3+2-5)*0/5
a: Int = 0

o FRFIAR PSSt 535S NI 3425 552038 5 1o 5 S T R e Ba 4y, Rt
e 23R EEE B2 0.

13.1.3 £ o £ 12 4]

KT A E R PR nT 0 4B W .
if 290 1B Celse 70 Y A& Al LK 7037

1f (FAFRIER) |

3]

AR CHEBEH A ER RN

var a=100;
a: Int = 100

var b=200;
b: Int = 200 217
if (a>b) { .
println(a); g
telse 13
¥

Scala 723
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println (b);

}
200
218 ten: a H{E/DT b B P EOE P FEAFARGL, Prilis 24T el b (4E .

13.1.4 A 31 L 72 15 4]

KT PEIAVER) IR nT 48— 4E I
1. for MisAfastilitfy

for (AL E<-VITHE to ZKA{H) {

A CEN 1 3] 100 [1)FD:

var 1=1;

var sum=0;

for(i<-1 to 100) {
sum+=1;

}

println (sum) ;
2. while fiFRfEEHlE 1)
while (JEH&ARZERD |

A CE 1 3] 100 [FF1):

var 1:Int=1;

var sum=0;

while (1<=100) {
sum+=1;
1=1+1;

}

println (sum) ;

13.1.5 Scala #% 4z £ 4!

1. Scala JEARZ SR
Scala [ 54525 8 1445 Byte. Short. Int. Long. Float. Double. Char. String. Boolean.

Unit. Null. Nothing. AnyVal. AnyRef. Any 5. [ 9 FiFRAIEAZ A, Hrr Unit
FRACE AR, Null F81CA8258Y, Nothing F8/CHTA A 1254, AnyVal F8/CHTH
PHERAY, AnyRef 80T A 115 HRAEY, Any F500T A B 2R AY,



ZNGA LN

var sum:Any=3+2-5%0/5

sum: Any = 5

B PR RIOGE R —MEA, %A AT L A B LA B (K —— Any

2. AT

AT AR AFE Array. List. Set. Tuple. Map %5, i Array FROMELZH 28, List
RAFNRIEH, Set FRARYFEHL, Tuple FRAJCHIRA, Map FRA AR, Hrh ok

RUFRYE o4l R o R B s AR AT Loy h 2 Fhocdl 2R 1
AN

var arr:Array[String]=new Array[String] (3);
arr: Array[String] = Array(null, null, null)
arr (0)="l1liyongfu"

arr (l)="lixiangyu"

arr (2)="1limingzhu"

for (ele<-arr)println (ele)

liyongfu

lixiangyu

limingzhu

)
4,

Yers: JrdES String AR e R, /IS5 3 ACREEL T FrieE a8 it

13.2 Scala izEB 55 %

KT @55 R JE A nl 40— 4ErS UG .

Scala SZHFIH] [r) XF 52 11 2 B2 XU FT 2R B X 1) G A XURS R A R 2 R XL
% & Scala ANAF Java [1]— /N5 T #E . 7E Scala " a] LUl ik an 57460 4
— R

def funName(...ZH¥|EK...) [:typel={

BR 0 SORBilan k-

def max(x: Int, y: Int) :Int={
if (x > y){
return x;
lelse(
return y;
}

}
max2: (x: Int, y: Int)Int

Scala 723
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BRG] FH s F

var maxData:Int=max (3, 5)
resd: Int = 5

Pern: QR A A AT — 4B 0], U BRSSOV P i 1) K 5 Pl 4 S

220

13.3 Scala [ €

KT AL IR T mT 30 —4ES U

P i 7 BRSO N 38 AT AT ) bR U AN AR VIS AR . SRS Java 5
VAR 1) B D AR = 1 R VR ok A2

2NN

object Test {
def main(args: Array[String]) ({

println( "muliplier(l) value = " + multiplier(1l) )
println( "muliplier(2) value = " + multiplier(2) )
}
var factor = 3
val multiplier = (i:Int) => i * factor

}

PLo s

(1) object H 17 X — ¥R, fE Scala PRA TS TIANIME . Scala PIFFESTT
I A RR S,  7E object HE I P T BN ZE AT

(2) iR N 5] (1) multiplier 48 & & 7F B AN B 5 SLIF

13.4 Scala #HBE5=F5 &

A AR S AT H N I o 2 1) — A R o [R]I  4 HR IR 2 2
TEH T A ), DR n] 45 S8R 21 7457 0 IR A

13.4.1 Scala # 4.

KT E A IR mT 140 e U

A & A s B e QP 1 — R A A e R T = A& B P i
TCR 4 77 N HA AT EE N AT

1. %€ 3 Scala BT BaidR e E e £z %, HWEREEKIA A Nothing J3%, fhifilt
ERLIPT 3601 ES A e T4 0 L

3E X Scala Zy 4111 <49 1:

var arr:Array=new Array(2);

arr: Array[Nothing] = Array(null, null)

arr (0)="l1liyongfu"



<console>:13: error: type mismatch;
found : String("liyongfu")
required: Nothing

arr (0)="1iyongfu"

fern: T E OB I AT 46 8 Bl 2 8 B s in oo 25K AL ik

2. T e S

R Well 2 &4 W B = pack V E4IN I OR N2 IDPRI SO VS s 62 v ( R i ) @S LS B B V)
1) E A B M IR R ADE

fig ¥t 7 2N B0t E A ) s i an

val arr=Array("1i","yong","fu")

arr: Array[String] = Array(li, yong, fu)

scala> arr.apply(0)

res30: String = 11

arr.apply(l)
res31l: String = yong

Yerr: Amay ZJa /MRS PP LR BEMES R, AR e 8=
FRAMA L

13.4.2 Scala 24 %

1 FRRR R

Scala H A4 B = A =B
(1) Hg]5: FREADFR, WA
(2) 5|7 RoR7FHH, WABC".
(3) =055 RoHE AT ZAT AR B " Al BAT I HR A"
2. PR

KT 47 R ml 40 — e U .

Scala ' [#] String 5 %45t /& java.lang.String 254 . Scala 7% 47 H .\ String

R AT YE LA R R R TR . R AT R . A 3
length 3% PS4 H 0 K88, 375 7 SRR A 14 i L P43 Y TR 1 “+ BRAE 74
TG AR T

var str="liyongfu";

str: String = liyongfu

var len=str.length():

len: Int = 8

var str02:String=str+":36"
str02: String = liyongfu:36

13.5 Scala &{tzE “
Scala 1 [FIEARSEA S —FPAE A 2 5L, T2 T4 N T 21— R s 13
%

Scala 723
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EARRS T

val itc =
itc: Iterator[String] =

scala> itc.size

resd: Int = 4
val itc = Iterator ("Baidu",
itc: Iterator[String] =

scala> itc.length

resb5: Int = 4
val itc = Iterator ("Baidu",
itc: Iterator[String] =

while (1tc.hasNext) {
println(itc.next())

}

Baidu

Google

Runoob

Taobao

pezn: size 1 length J& VRS IR AR H e R AN Fad = i) 38 se 46 1)
JE K2 sizey length B¢ next J& 1 J5 7 BUSA W FRE O F5 nIEEE KR .

13.6 Scala XF13T &

Iterator ("Baidu",

KA IEACES WSV Al 190 — 4R

"Google"™, "Runoob",

non-empty iterator

"Google"™, "Runoob",

non-empty iterator

"Google™"™, "Runoob",

non-empty iterator

KT A G AT T 140 — e U
5 HA I AT 2R, Scala 15 5 A& M) X R I — M AKIES -
AR @ E IR T A — 405, 1A SoL 2RI HARSEG] o Al AT —
FERFIE RN R Z R, A HEE AT A IR RFE 2R, AR 54l %28 5K

4l — A~ w5 LA B AR B .
Scala 8¢ X 7Bl in T
class Point (xc:

Int =
Int =

XC

YVC

var Xx:
var y:
def move (dx:

X = X + dx

y =y + dy

Int, yc:

Int, dy:

Int) {

Int) {

println ("x [FABFRE: " + x);
println ("y FIBRFRE: " + y);

"Taobao™)

"Taobao™)

"Taobao™)

— .

Rt




%Eﬂi:

(1) & SCRATH OCHE 7 class.

(2) bEike LT —AARZE Point, iZRMMIE 7k e LT AN, 0l h
XCy YCo XPAMIEZHH TAIGA R AR 5 x BEARRR A y AR bR, b 2rpid e X
T—N ik move, % VB IRIEHE, FLAERAET RPN 0t B A sh AL BRis n) 14 = AT
) n) 1 B 1) B 2 FORFE Bl AR 1

Scala ZESZBI4 R =B T

object Test {
def main (args: Array[String]) ({
val pt = new Point (10, 20);
pt.move (10, 10);

}

e AT O T new A RISk aE /v CIR)BSHL 38 4438 5 B s IR PR AN AR AR S 400
R A] SEBI AL AARR S — AN AR BR AT 52, st T Ad iz AR AR B2 move 77k (IR A% 3 s 2
AT In] B SIS E S SEIL AR bR SR BT N .

13.7 S5 R

1. %45 — /> Conversions X %, JIl A inchesToCentimeters. gallonsToLiters Al
milesToKilometers.

2. $Rfit— i H P28 UnitConversion 78 X4 FE1ZiHIE) InchesToCentimeters.
GallonsToLiters fil MilesToKilometers X} % .

3. XA Pont KA MEEXR, 4G a] LAH new 1ff HEEH Point(3,4) K4 Bl
Point 541 .

. kG E A Scala N HFERS, LRPITEN e 2ATZ%0, FZS#&FRaTT. 1. Hello

Bunfly 1% f] E[l 1} Bunfly Hello.

W

Scala 7=

Eul
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14

flt

D Sk S A IOE b IR (e
14.1.1 # & T 4%

Spark & 7] FA¥RE

141 IR IR #5 B

Ll

fER5d Spark SEREZ [ 75 5c ) 4t Hadoop £ERf. RINAEAEF=3R8E T, Spark #4011 £
HONV 37 5 A HDFS I3 A1 (A7 . Hadoop LREFMEE R 245 5 7% 5.2 717 Hadoop ki

it

Hadoop M IMyat 45w 2 J5 A& & L, IR VLI BN 7% 3] 2GB
L b, FHEE TR T

192.
192.
192.
192.
192.

168
168
168
168
168

.37.
.37.
.37.
.37.
.37.

154
155
156
157
158

master01l
master02
slaveOl
slave(2

slave03

{275 s master01 5 master02 /& 4 5 0] FH 1) Master 17 /4, H: 4> — 4 Slave 17 2 /& Worker
I)f}'; —ll_il- .rl'ul_\t; a

14.1.2 T & # %% Spark

Spark 1) 23540 n] DL 2 B W 0] 58 (5 0k 1 Chttp://www-eu.apache.org) 4. A15LL Spark
2.1.1 [ AT UF -
1. 2% Spark

mkdir -p /software

tar -zxvf spark-2.1.1-bin-hadoop2.7.tgz -C /software/

mv /software/spark-2.1.1-bin-hadoop2.7/ spark-2.1.1

2. ACYL Spark Ik
1) Ml Spark 241728 &

vi /etc/profile

JAVA HOME=/software/jdkl.7.0 79
SCALA HOME=/software/scala-2.11.8



HADOOP HOME=/software/hadoop-2.7.3

SPARK HOME=/software/spark-2.1.1

PATH=SPATH: $JAVA HOME/bin:$JAVA HOME/lib:$SCALA HOME/bin:$HADOOP
HOME /bin:$HADOOP HOME/sbin:$SPARK HOME/bin:$HBASE HOME/bin
export PATH JAVA HOME SCALA HOME HADOOP HOME SPARK HOME

Peon: A KA SPARK HOME 71 & 18 4 i A s AR =, T 4% 350 0 405 o 7F & 23
Hadoop I L& W€ U A B AL &
2) Ml H Spark S BEiAR &

vi /software/spark-2.1.1/conf/spark-env.sh
export JAVA HOME=/software/jdkl.7.0 79
export SCALA HOME=/software/scala-2.11.8
export HADOOP HOME=/software/hadoop-2.7.3
export HADOOP CONF DIR=/software/hadoop-2.7.3/etc/hadoop
export SPARK MASTER IP=master0l,master02
export SPARK WORKER MEMORY=1700

3) W& Spark T1E715 A

cp /software/spark-2.1.1/conf/slaves.template slaves /software/
spark-2.1.1/conf/slaves

slaveOl

slave02

slave(03

Pern: RN E D NAE Spark ZE ) B A FHAT
3. Bzh Spark B8
1) 7E = Slave 11 i 3 3) ZK 4B

[hadoop@slave0l softwarel]$ cd zookeeper-3.4.10/bin/ && ./zkServer.
sh stop && Jjps
[hadoop@slave02 softwarel]$ cd zookeeper-3.4.10/bin/ && ./zkServer.
sh stop && jps
[hadoop@slave03 softwarel]$ cd zookeeper-3.4.10/bin/ && ./zkServer.
sh stop && Jjps

2) 7F master01 13 13 2 )1 ) HDFS £ i

[hadoop@master0l software]$ start-dfs.sh
Starting namenodes on [master0l master02]
master0l: starting namenode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-namenode-master0l.out

master02: ssh: connect to host master02 port 22: No route to host

225
slave03: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slave03.out L2
slave0l: starting datanode, logging to /software/hadoop-2.7.3/logs/ 14

X

Spark Z 7 /7 H5%
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hadoop-hadoop-datanode-slaveOl.out

slave02: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slave02.out

Starting journal nodes [slave0l slave02 slave03]

slave03: starting journalnode, logging to /software/hadoop-2.7.3/1logs/
hadoop-hadoop-journalnode-slave(03.out

slave0l: starting journalnode, logging to /software/hadoop-2.7.3/
logs/hadoop-hadoop-journalnode-slave(Ol.out

slave02: starting journalnode, logging to /software/hadoop-2.7.3/1logs/

hadoop-hadoop-journalnode-slave02.out

3) 1E masterO1 17 57 |- )5 5)) Spark SEHF (1) Master 17 14

[hadoop@master0l software]$ /software/spark-2.1.1/sbin/start-master.sh && jps

starting org.apache.spark.deploy.master.Master, logging to /software/
spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.
Master-1l-master0Ol.out

3867 Master

3020 NameNode

3908 Jps

4) 1 master02 15 51 _I )3 5) Spark S [1) Master 17 A4

[hadoop@master02 sbin]$ /software/spark-2.1.1/sbin/start-master.sh && jps

starting org.apache.spark.deploy.master.Master, logging to /software/
spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.
Master-1l-master02.out

3869 Master

3021 NameNode

3909 Jps

5) ray A FH SR
A5 FH 0 W 2 177 1) -

http://master01:8080/ #i7~: 5t F¥7/"Sstatus:ALIVE
http://master02:8080/ s~: Fil LB /sstatus: STANDBY

14.2 =®EEECE

{E Spark )= i FIAEREIA LG #E  5E 2 Je i 5)) Spark R HEHEL— L8[l . PLRE H
5 D T BURTAT . FR) A R T SRR T

1. WARN TaskSchedulerImpl: Initial job has not accepted any resources; check your
cluster uito ensure that workers are registered and have sufficient memory

JE R B SRR o R YUEAN L, 53 Spark LERFTCIL A B A 11 3 FH 43I o] FH B2 5
R TT 5 AR SE N T, 1k 5 2 1K ) SR S0 S AT 4 i LS 2 N



2. Application isn’t using all of the Cores: How to set the Cores used by a Spark App

SRR A 2238211 Spark MU 7200 A AL BEZS 1 2e U, 530 Spark fEZEZAH ik
Pe R EH I

it 7 . 1504 Spark L & SCAF spark-env.sh, &I Z%{ spark deploy.defaultCores A &f
& R4 4515 KU CPU N AZECR

3. Spark Executor OOM: How to set Memory Parameters on Spark

JE Rl 7M. Spark ZERFAEIZAT N HI IS AT N AFAS 2 S BN A7t . G 2R 765 3)) Spark
EREAT A A AR e P 5 s Spark WIZRL N AF A A2

RO 5 25 B R B 7 4t m AT AR BE DA ysl /D KBk = WA ) b, A7 S5 AH AR
AT EER A B N AT o

4. Class Not Found: Classpath Issues

JSU R I3 b AHOCSR TV 3k B o X Rl T e A AEAE N g AT I IR], B mT e A ZEAE Spark
LR sh I 77 Kk A7E Spark SRS BN ML 7k Spark 1) & 38 AN SE BE B i IR s 7
RAEAE N 24T I R W 7- T AL Job Hh ik /D) JAR 4.

MR % WSTRE B L1 2, 0BT TAR B/ BB, RIS Bk Fo A e
#i JAR 44,

Spark Z 7 /HH 5
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%
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15 &= RDD # K

=

15.1 RDD B9S2

RDD (Resilient Distributed Datasets) #5454 73 A 2CE 4, 72 Spark [1)iz 4T I (Spark
Runtime) WIS, — RDD XA A5 2> Partition, Spark MW HiZ4T I HAEAS
Partition #%f NV — A HAKATE S Spark JET RDD 1 N A% S 5 LL R AN 40 -

15.1.1 % # &

Spark AbF £ HE U 0] DL & HDFS. Hive. HBase. S3. MySQL. Oracle 55; AbF2 J5
[t % AT 4 % 4 3 HDFS. Hive. HBase. S3. MySQL. Oracle A H: 4 /i 45 il & £ .

15.1.2 #HAR

Yam: s& Apache 4123 3L+ MapReduce 5.3 1) —E i EEAHESL,

Mesos: s& Apache Spark BATA K] — & 5L T UH U 5 FEROEA I A AR SE

AWS: L bt T — & A sUR G Rt U S HE S .

RDD M\ & & — MR U8R R it &, R EBHEAT 66T 8 AN 8
IR S R G, G 2L /X (partition) 77 :XUEATIF; 4T Spark #/EAL A& HL
& 550 RDD X 4 [1#4F, ) RDD A& & tE 5114l %, & Al LT A SparkContext( Spark
30 kA, SparkContext j& Spark SERFEE/EIIA . 5 2&7E Spark-Shell F#efE, N
Spark <= Hah Bl & — N3 O A E P BRI SparkContext X % : #7&4x 5 AEMY Jar, M2 H
a6 (5 Hadoop H11 FileSystem #H[A], nlifiil Configution it H ZHCRIIEHE, B
+ classpath H [ Hc B S0 .

M RDD [#JsE L& 4 kG, Spark #:/F RDD [F) il FE25l+ MapReduce £:/F HDFES 1)1
M, {H Spark TE#REIIME PG A7 T R BRI E . Spark 11 Stage 1 LA L mLZATHFAILE :

(1) 77 Spark N H RSN SOPIRIAE R FEN, WS F PB4 R .

(2) #7 Spark N FH TP BRBEIRAC, W38 xS 224720 Bt B 45 R AR

(3) shuffle 2| AT & F ) EHE 2% shuffle 311 H AR 1T S8 A4F K, PLZD AN 63211
/O X HL.

(4) =MDy 2) F —MEML PR A 42— 1K checkpoint #:4F. 7RI, checkpoint
PEZ TS0 F— BN a] 45 5, checkpoint #EAF S B ICE T HEEL SCAF RS
DL DR UE B4 AN R A F Ok



15.2 RDD %wiEHEO

RDD [4mfE8z 70 A+ LK.

1. B a HEGHEN

(1) parallelize: ¥ A7 02 66 B A0 % Bl Spark 1) RDD %) 4.

(2) createDataFrame: ¥ W A7 H M4 G0 S 28R Spark H 1) DataFrame X% .

2. BdliIRE T RDD %1

(1) collect: Kf RDD XI5 i Java H2 5 F3M List X %

(2) createDataFrame: 154 RDD X} % 44 # Bl DataFrame % % .

3. B A T DataFrame 1411

(1) javaRDD: ¥ DataFrame %] % %5 #t % Java API (1) RDD X%} %

(2) collectAsList: 14 DataFrame X % 4% il Java API 1) List 25 % % .

Spark )2 FE AN LRSS AR 1) 7 R GE AN A 1 4 1 S B

(1) SparkContext: #tJ- RDD WA%IT) st A= 32 LI SEEL, %32 115 Spark JLAt A 1) SEER
HE

(2) SqlContext: #tT* SparkContext []—#{ SQL T RZe 5, FZH T Spark SQL T
G

(3) StreamingContext: J& - SparkContext [ —FfiyiX R LW, FEMH T
SparkContext |- R4 H' .

(4) HiveContext: s+ SqlContext [1)—# HQL f R4 LI, FEH T IC)/Z/7 N Hive
W &G

15.3 RDD 1% 1E

e ROD $3AE LS AT 4140 — e -
15.3.1 Spark £ T 417 ¢ &4
Spark HEZEA] i [y spark-shell 5¢ i im 24T AE. HARERAEWI T .

/software/spark-2.1.1/bin/spark-shell --master spark://master01:7077

scala> val mapRdd=sc.textFile ("/spark/input").flatMap( .split("™ ")).

map (word=> (word, 1) ) .reduceByKey ( + ) .map(entry=>(entry. 2,entry. 1))
mapRdd: org.apache.spark.rdd.RDD[ (Int, String)] = MapPartitionsRDDI[5]
at map at<console>:24

scala> val sortRdd=mapRdd.sortByKey(false,l)
sortRdd: org.apache.spark.rdd.RDD[ (Int, String)] = ShuffledRDD[6] at
sortByKey at <console>:26

scala> val mapRddZ2=sortRdd.map (entry=>(entry. 2,entry. 1))

mapRdd2: org.apache.spark.rdd.RDD[ (String, Int)] = MapPartitionsRDD[7]
at map at <console>:28

RDD # K
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scala> mapRdd2.saveAsTextFile ("/spark/output")

scala> :quit

PN

(1) iRz 4T spark-shell )2/~ i/~ Scala 2.11.8 5 Spark 2.x /&3 A1), HEFAEH]
IDK 1.8+¥ A

(2) FHAEMCE A5 export SPARK MASTER IP=master01 Z 4L &, NAEIZAT
spark-shell ¥ spark-submit I JGZ$5 8 --master Z4; AL 21T FEE 1 --master Z 4|
o 7 i C AL SO R O I

i AT R bT T

(1) Spark ER1ALL Spark on Mesos #i:iz 1T spark-shell, &7 master Z %A -

spark://master01:7077

(2) Spark 1247 L H 3 80N ¥ 25 )5 J ) Spark |2 3¢ (SparkContext) A1 SQL [ F
X (SQLContext); XM m I EZ N SCH 1) se 22 7 HT SQLContext 28 &5 A1
Al PE a2 AT HIEAT X2

(3) {E Spark g% 2 AT H 21 Spark [F) #5057 EL, X L8 pR 201 T REAE /41
ke

D textFile PA%L  1ZERECK R[]~ org.apache.spark.rdd RDD[String |25 #4 [ %} % (RDD
{E Spark [FJ 2R S 4% Scala € XA — ML (trait) 8% J545 5 111 String % 7x RDD
TP IRICE R AN 745 5 R RDD [ HAKSE I & MapPartitionRDD (B[l “7 443 [X RDD );
textFile #E/E AT EIR SR, FHFASLEIBAT I T2 HL (read) #4F . 2l e BURAE =
ZEIR B AT action ZNTERT A KA I textFile pA%JE + —#FF transformation Z)j1E,
transformation Z)1E & lazy 27 [P #51E

2 count PRZEY IRAIEIEE T IIC R TR, 28— action (textFile pREE —FhfL
it (transformation), 4~4%)3%)) action); action +&:ff Spark & 1EJK/Z A s{ENL (Job) EfF
% (Task) [TFFLERAE; %4 (transformation) X SCHREHE BB MAh % . Hb S 5
FET AR E RS GERE: WA HEIEE X EEE, BoEA = VO #:4E), (B4
Pa ) SHEJE T action #:4E, FKA'EW & VO #/E1LFE, el saveAsTextFile pR 4L .

@ map AL ZERECKAEST SN ICRmME TR X%, A)JFIRE A48T
RDD &A%

@ flatMap PRZEL  1ZPREALEE DataSet 51T, ¥ ATEENEASICER
A EANEEA T . RGO A ¥ A — N8 RDD X% 45045, SRR E
OB VA A BT o F R R B B AN Z R BN F 4.

® reduceByKey AL iR ECK 2 AL T oA 2R — 1 Iu R AEA Key #4770 41, A
S HIEACATE I R EL T AN S 2L

© sortByKey PREL iz EURIa 204 AL P ool s — S8t T HE P A B, il 2 —
MR E AT

(@) saveAsTextFile BREL i pRECR SR A N UM A 2 S EER €M H = T



15.3.2 Spark & T & A /£ 4k 69 42 /£

Spark HEZLn] ) spark-submit >RHEAE N4 5 U 1] Tob W 2I4EHE,  MIifi5¢ A% Spark
N IR o0 B AA B, 3300 3 2 A2 3 s p A 1) — A 7 X

/software/spark-2.1.1/bin/spark-submit --class org.apache.spark.
examples.JavaSparkPl1 --master spark://
master01:7077 ../examples/jars/spark-examples 2.11-2.1.1.jar 1
17/08/10 00:43:14 INFO spark.SparkContext: Running Spark version 2.1.1
17/08/10 00:43:14 WARN spark.SparkContext: Support for Java 7 is
deprecated as of Spark 2.0.0
17/08/10 00:43:15 WARN util.NativeCodeLoader: Unable to load
native-hadoop library for your platform... using builtin-java classes
where applicable
17/08/10 00:43:16 INFO spark.SecurityManager: Changing view acls to:
hadoop

17/08/10 00:43:17 INFO spark.SparkkEnv: Registering
OutputCommitCoordinator

17/08/10 00:43:17 INFO util.log: Logging initialized @5486éms
17/08/10 00:43:18 INFO server.Server: jetty-9.2.z-SNAPSHOT

PR

(1D A TEARE, FdED HETEH O ER B

(2) --class ZHH T35 E#4C JAR W ifistT K.

(3) s Ja % 1 ACRIZATIY slices £ (RIIFAT L), R slice #KE )5 81— Task
KigdT, B> Task (ESS XN —A TVM B4

(4) /software/spark-2.1.1/examples/jars/spark-examples 2.11-2.1.1 jar ;& $22 3| Spark 4E
FEI1 Job /ENE4T£4 JAR, X5 Hadoop $#2AC1ENVIF 77 22 A4H [R] 1) o

15.3.3 Spark /46 LA 5F L L AHNQ

(1) 7E Spark [1)%%% H& T bin H &AL FRANIBITHS -

(D spark-submit: 1% H T4E4C Spark (1) Job W H, % H 5

@ spark-shell: Spark A2 B A dg47 TH, Gl% T~

(2) JF Spark N H Al A] Intellij IDEA 5% Eclipse, H §ii k2 £l ip e 4= FAEH]
[¥)5& Eclipse 1.5, f Al 3+ Eclipse KT % Spark N, W25 &40 K i s

@O #7ET Scala i 5 K& Spark W H, #4744 1] Scala IDE For Eclipse 44LUNA A .

@) #HAT Java if 5 K I K Spark MW H , #4744 H MyEclipse 2014 2§ JavaEE For Eclipse
4.5 Mars LA .

15.3.4 Spark £ T YARN &8 8 # &,
(1) T YARN £ T AT 2 Mesos B3 R 1145 Master 2EFERTT 45 Worker 2EFE,

RDD # K
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AP N LIBESE=STiY

[hadoop@master0l sbin]$ ./stop-slaves.sh

slaveOl: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1l-slaveOl.out

slave02: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1l-slave(O2.out

slave03: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slave03.out
[hadoop@master0l sbin]$ ./stop-master.sh

starting org.apache.spark.deploy.master.Master, logging to /software/

spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.Master

—1l-master0l.out
ViEE: B3 Spark & T AARXA 57T A LT 697 Master #4245k,
[hadoop@master02 sbin]$ ./stop-master.sh
(2) JA5)) YARN 58F:

[hadoop@master0l software]$ start-yarn.sh

starting yarn daemons

starting resourcemanager, logging to /software/hadoop-2.7.3/
logs/yarn-hadoop-resourcemanager-master0l.out

slave0l: starting nodemanager, logging to /software/hadoop-
2.7.3/1ogs/yarn-hadoop-nodemanager-slave(Ol.out

slave03: starting nodemanager, logging to /software/hadoop-
2.7.3/1ogs/yarn-hadoop-nodemanager-slave(03.out

slave02: starting nodemanager, logging to /software/hadoop-

2.7.3/1logs/yarn-hadoop-nodemanager-slave(02.out
CVEE: B3 YARN & T AAEX N & 7T AT 6 4l RM #4272
[hadoop@master02 software]$ yarn-daemon.sh start resourcemanager

(3) 7E YARN #55{ NIZ 1T spark-shell i Z 45 i€ --master yarn Z % .

[hadoop@CloudDeskTop bin]$ hdfs dfs -rm -r /spark/output
17/08/13 23:16:51 INFO fs.TrashPolicyDefault: Namenode trash
configuration: Deletion interval = 0 minutes, Emptier interval = 0 minutes.
Deleted /spark/output

[hadoop@CloudDeskTop bin]$ ./spark-shell --master yarn
Setting default log level to "WARN".To adjust logging level
use sc.setLogLevel (newLevel). For SparkR, use setLogLevel (newLevel).
17/08/13 23:13:33 WARN spark.SparkContext: Support for Java 7 1is



deprecated as of Spark 2.0.0

17/08/13 23:13:35 WARN util.NativeCodeLoader: Unable to load native-

hadoop library for your platform... using builtin-java classes where

applicable

17/08/13 23:13:44 WARN yarn.Client: Neither spark.yarn.jars nor spark.

yarn.archive 1s set, falling back to uploading libraries under

SPARK HOME.

17/08/13 23:15:40 WARN metastore.ObjectStore: Failed to get database

global temp, returning NoSuchObjectException
Spark context Web UI available at http://192.168.37.153:4040

Spark context available as 'sc' (master = yarn, app id = application

1502633001749 0001) .
Spark session avalilable as 'spark'.

Welcome to

/ / !/ /
\ \/ \/ "/ /"
/ /. /N, / [/ [/ /\\ version 2.1.1
/7
Using Scala version 2.11.8 (Java HotSpot (TM) 64-Bit Server VM,
1.7.0 79)
Type 1n expressions to have them evaluated.

Type :help for more information.

scala> sc.textFile ("/spark/input") .flatMap( .split ("™ ")) .map (word=>(word,
1)) .reduceByKey( + ) .map(entry=>(entry. 2,entry. 1)) .sortByKey(false,1).

map (entry=>(entry. 2,entry. 1)) .saveAsTextFile ("/spark/output")
scala> :qg

§&r: #F HDFS RS 174 45

[hadoop@CloudDeskTop bin]$ hdfs dfs -cat /spark/output/part-00000
(1s,4)

(my, 4)
(118,1)
(1.67,1)
(35,1)
(weight, 1)
(name, 1)
(height, 1)
(age, 1)
(liyongfu, 1)

(4) 7F YARN #is{ Fiz4T spark-submit i £:45 5 --master yarn.

[hadoop@CloudDeskTop bin]$ ./spark-submit --class org.apache.spark.

examples.JavaSparkPl1 --master yarn ../examples/jars/spark-examples

RDD # K
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2.11-2.1.1.jar 1

17/08/13 23:23:55 INFO spark.SparkContext: Running Spark version 2.1.1
17/08/13 23:23:55 WARN spark.SparkContext: Support for Java 7 is
deprecated as of Spark 2.0.0

17/08/13 23:23:56 WARN util.NativeCodeLoader: Unable to load native-
hadoop library for your platform... using builtin-java classes where

applicable

17/08/13 23:24:00 INFO util.log: Logging initialized @6433ms
17/08/13 23:24:00 INFO server.Server: jetty-9.2.z-SNAPSHOT

Lo

(D 7 YARN #3 N 1247 spark-submit 2l 5 % --master yarn --deploy-mode ZZ{ /) cluster,
AP ASE Y 77 B 1T

@ IR EAEIET masterO1 77 i AT o A8 H] Mesos J7 20T YARN J7 322005 3l ZK
R HDFS 528 7E YARN #525C FigAThf, ARl Master UEFE 55 Worker TEFE, [
P 3L ] . — H G Master BEFE, W JGZ A% FH 30 Y #4507 In) http://master01:8080 Hittil: M %2 Job
EATIR G, DR A I 28 R P 24 Sz s b YARN, i) 6 2% Wil 1) http://master01:8088 1
HE7iH] Job izAT1E Hl.

3 T Spark 1217+ Mesos B3 T IFIHEAA XS Yarn A5 305 Dn e,  [A] I Alb 52 ik A
UL Mesos A £ 34, RIEA S ) 32 & 35 T Spark on Mesos #2211

15.3.5 Spark £ T Scala 35 € A& AF L

(1) 7F Scala 4.4 [1] Eclipse WRAS T8 it —> Scala TFEH Spark2.1.1-All [ ], ¥4
~/Spark2.1.1-All HXH AT JAR 35 AN Spark2.1.1-All A7, FE4 00 7 EE7s n 2
A1) Scala Tf% .

(2) 1F Scala T FET a4 —~r main VLA LIS,

i, 77 File — New — Scala Object iy 2, 7& 9 H 1) X 1f #E 1) Name £~ #j A

“ com.bunfly.bigdata.spark.rdd. local. WordCount”, 1L+ WordCount 7&7544, com.bunfly.

bigdata.spark.rdd.local /&{444, R /&1j % Hadoop 7' [#) WordCount fXH5 1 ff] Spark & SZH
[F)o SERACHL R Pros:

package com.bunfly.bigdata.spark.rdd.local
import org.apache.spark.SparkConf
import org.apache.spark.SparkContext
import org.apache.spark.rdd.RDD
object WordCount ({
def main(args: Array[String]): Unit = {
val conf:SparkConf=new SparkConf();
conf.setAppName ("Local Scala Spark RDD");
conf.setMaster ("local");
val sc:SparkContext=new SparkContext (conf);

val fp:RDD[String]=sc.textFile ("/project/scala/SparkRDD/input", 1):;



}

val wordList:RDD[String]=fp.flatMap((line:String)=>line.split ("™ "));

val tupleWordList:RDD[Tuple2[String, Int]]=wordList.map (word=>

(word, 1)) ;

val tupleWordGroupList:RDD[Tuple2[String, Int]]=tupleWordList.

reduceByKey (

(preValue:Int, nextValue:Int)=>preValue+nextValue);

val f:File=new File("/project/scala/SparkRDD/output");

1f(f.exists () &&f.1sDirectory()) f.delete();

tupleWordGroupList.saveAsTextFile ("/project/scala/SparkRDD/output");

$e7n: #7 master EHLE N local R /RmAHIZTT . AHIZAT ) Spark 2 3 8)— MR
Bifl 283217 Job 1ENV, AMUZATINAE Eclipse B E 46 Java fr 445847, AnlffiH]
spark-submit $#245121T, KA 1Z 2254, Spark LTI & %723 Spark £ 8, i A< HipR =X
T EAUERER, UGS EA T A AL AT .

(3) fiH] scala fig 21247 AN HiAR

DI TAEH X T bin H3, R LRG3 a0 ACS 4T f5 AT A scala iy 21217 -

jar —-cvfe WordCount.jar com.bunfly.bigdata.spark.rdd.local.WordCount.jar

com/

scala WordCount.jar

15.3.6 Spark £ F Scala 35 W4 s AF L
5 A A 1 AR 1 F

package com.bunfly.bigdata.spark.rdd.cluster

import org.apache.spark.SparkConf

import org.apache.spark.SparkContext

import org.apache.spark.rdd.RDD

import java.io.File

import org.apache.hadoop.fs.FileSystem

import org.apache.hadoop.conf.Configuration

import java.net.URI

import org.apache.hadoop.fs.Path
object WordCount ({

var fs:FileSystem=null;
{
val hconf:Configuration=new Configuration();
fs=FileSystem.get (new URI ("hdfs://nsl/"), hconf,
}
def main(args: Array[String]): Unit = {
val conf:SparkConf=new SparkConf ()
conf.setAppName ("Cluster Scala Spark RDD");

val sc:SparkContext=new SparkContext (conf);

"hadoop") ;
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val fp:RDD[String]=sc.textFile ("/spark/input", 1);

val wordList:RDD[String]=fp.flatMap((line:String)=>1line.split (" "))
val tupleWordList:RDD[Tuple2[String, Int]]=wordList.

map (word=> (word, 1)) ;

val tupleWordGroupList:RDD[Tuple2[String, Int]]=tupleWordList.
reduceByKey (
(preValue:Int,nextValue:Int)=>preValue+nextValue);

val dst:Path=new Path("/spark/output");

if(fs.exists(dst) &&fs.isDirectory(dst)) fs.delete(dst, true);
tupleWordGroupList.saveAsTextFile ("/spark/output") ;

sc.stop ()

}

DI R TR H NI bin Hx, B Eidgeid m AR T AT T spark-submit 1
A1Z247: jar -cvfe WordCount jar com.bunfly.bigdata.spark.rdd.cluster. WordCount.jar com/spark-
submit--master spark://master01:7077 /project/scala/SparkRDD/clusterdist/wordcountcluster.jar 1.

15.3.7 Spark £ F Java 35 692 AF X

1. Java {E Spark *F'it) i H

Spark F 51§ Scala #£FFHF A&, Scala if 572 H & pREGUGM AR FHE 2 U A2 1) — s
& o Spark Y41 Scala BREGNIMAERAT V0T, BT HESE Spark T & A 1T Scala 1)
A G FESEH Spark 1) Job FFA, H HATILA Java YE4 Spark ZE4E 7= LI £ T A, s
Rl =AU LA

(1) Java CRCHATIYN I ERIE S, FEXAHMIGEL, AL Scala A 5 2 1) PR SCRY
L H A k2% .

(2) Spark i H &5 Al O A1) Tava I H 347450, RUAEH] JTava JF & Spark i H 44 7]
DL U U SEEL 5 O 1528 T Tava [ S 3T B A3 A .

(3) 47NN ) Scala #2704 H ajAH 4Bt =, Spark $#2&{it 7 3L+ Scala 5 Java [ £& API
SEHL. HT Scala 1127 2] lARHL 2 Java B 5y,  [KIICAR 22 20 vl FRAR Y 56 i 1) 343 Java.

2. Spark "' Java API FFAE

Java [1) APT J&3ET Scala ) AP [FISR XS N B i) o Scala [K] APT 2L+ 58 50X, 1 o8 51X
D M 1P — A B E AL PR AR B n] AR IR B Z B0 AT AR CRISEEE = B R 250 D
Java [N 4afE 77 TUETE 20, TR NGRiE T RN S EEE A o] DL FEARZE RN S A 1y G
VL H RS PREEY . Spark A5 Scala 1) API Wil —20, KHIBRES T X SRR L1387
. FHT 52 Spark API [P [ &, Spark &1 % BRZL 2 E S AU 8] 5, Scala 15VLSCHLT) API
YR SRR IR I SRA

Java 15VESCHLIY) Spark API [P RREUSECE R AN G RR, RS % 857 Spark
API [R5€, [Hitk Spark $&fk 7% [ 1R pRELZ EO0 G 2R B 4% 11 o A5 1 FH 7 325 il ok A% ek
2 LR A By sz o] B aT [m] i8] 5 pR 25U AR AL Z B0 s 200 5, B R RS gm A2 P 1 250 ek



AT 25 O oE W vk, 280 ] ol SEE A n] g A fR i SRk se i, i+
ZH B Z 2 I M A2 m A ), R fE A= R A R N S 2SOk S 2 008z 1
AT 00 B 35
(B B A2, ] Java JT & Spark Tl H i, G280 100 & #% Spark B 72 5 X,
Spark & X3z R 12 503% 11 5& 75 2 133G A2z 11 op (a3 pR 2501 2 200 R ARk m 2R A
e Hurfk A LIS Java JF % Spark g%, KX Bid i) Java SR JiHi# Spark (1) FF

15.3.8 Spark £ F Java 5 @ A& AF L

(1) f#H Eclipse 4.5 (mars [fZA) G4 —> Java T #% SparkRDD, Ji7EMt TFE 614
— N A& A H 2% input.

[hadoop@CloudDeskTop software]$ mkdir —-p /project/SparkRDD/input

(2) 7F Eclipse 4.5 H {14 Spark2.1.1-All )7, ¥5~/Spark2.1.1-All H 3+ #1145 JAR
k) N Spark2.1.1-All F 7 FErp, FRRAH 7 RS N3 48 Java TFEH.

«VFE: & T £ Eclipse /R A, Z AT Scala-eclipse ¥ 497 P EFEALA, B bsraf
Eclipse 4.5 #R A 4% Spark ) P & E#4]32,

(3) K4 A SCAF R 26U 1K) input F >k

[hadoop@CloudDeskTop project]$ cp —-a /project/scala/SparkRDD/input/
{first.txt,second.txt} /project/SparkRDD/input/

(4) K5 L3k Scala fUHRAEY O Java AR 40T

package com.bunfly.bigdata.spark.rdd.local;
import java.io.File;
import java.util.Arrays;
import java.util.Iterator;
import org.apache.spark.SparkConf;
import org.apache.spark.api.java.JavaPalirRDD;
import org.apache.spark.api.java.JavaRDD;
import org.apache.spark.api.java.JavaSparkContext;
import org.apache.spark.api.java.function.FlatMapFunction;
import org.apache.spark.api.java.function.Function?2;
import org.apache.spark.api.java.function.PairFunction;
import scala.Tuple2;
public class WordCount ({

private static void deleteDir (File f) {

if(f.isFile() | |f.1listFiles () .1length==0) {
f.deletel(),

return;
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File[] files=f.listFiles():
for(File fp:files)deleteDir (fp);
f.delete();

}

public static void main(String[] args) {
SparkConf conf=new SparkConf () ;
conf.setAppName ("") ;

conf.setMaster ("local") ;
JavaSparkContext sc=new JavaSparkContext (conf);

JavaRDD<String> lineRdd=sc.textFile ("/project/SparkRDD/input"”, 1);
JavaRDD<String> wordRdd=1lineRdd.flatMap (new FlatMapFunction<String,

String> () {
@Override
public Iterator<String> call(String line) throws Exception ({

String[] wordArr=line.split(" "):
return Arrays.asList (wordArr) .iterator();

});
JavaPairRDD<String, Integer> wordTuplelist=wordRdd.mapToPair (new

PairFunction<String, String, Integer> () {

@Override
public Tuple2<String, Integer> call (String word) throws Exception {

return new Tuple2<String, Integer> (word,1);

});
JavaPairRDD<String, Integer> wordGroupList=wordTupleList.

reduceByKey (new
Function2<Integer, Integer, Integer> () {

@Override
public Integer call (Integer prev, Integer next) throws Exception {

return prev+next;

b);
File fp=new File ("/project/SparkRDD/output");

1f (fp.exists () )deleteDir (fp);
wordGroupList.saveAsTextFile ("/project/SparkRDD/output") ;

}

(5) AHIA: HeFAM (local) A:[K) Spark W] nJ F 4% 1E Eclipse Hillis.
15.3.9 Spark A F Java 25 W EH g AF XK

(1) £ T H >k SparkRDD R —N A7 47 8 301 H >k clusterdist.

[hadoop@CloudDeskTop software]$ /project/SparkRDD/clusterdist



(2) #1% Scala ZEBFIT K 1IPACHS 4 Java /865 . QRS 4n T

package com.

import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import

public

java.
java.
java.
java.

java.

org.
org.
org.
org.
org.
org.
org.
org.
org.

org.

apache
apache

apache

apache.
apache.
apache.
apache.

apache.

apache

.spark.api.java.

bunfly.bigdata.spark.rdd.cluster;
10.I0Exception;

net.URI;

net.URISyntaxException;
util.Arrays;

util.Iterator;
.hadoop.conf.Configuration;
.hadoop.fs.FileSystem;
.hadoop.fs.Path;

apache.

spark.SparkConf;
JavaPairRDD;
JavaRDD;

spark.api.java.
spark.api.java.
spark.api.java.JavaSparkContext;
spark.api.java.function.FlatMapFunction;
spark.api.java.function.Function2;

function.PairFunction;

scala.Tuple2;

class WordCount {

private static FileSystem fs;

static/{

}

public static void main (String[]

Configuration conf=new Confiquration();

try

} catch

} catch

{

fs=FileSystem.get (new URI ("hdfs://nsl1l/"), conf,
} catch

(IOException e) {

e.printStackTrace () ;

(InterruptedException e) {

e.printStackTrace () ;

(URISyntaxException e) {

e.printStackTrace () ;

SparkConf conf=new SparkConf () ;

conf.setAppName ("") ;

JavaSparkContext sc=new JavaSparkContext (conf);

JavaRDD<String> lineRdd=sc.textFile("/spark/input",

"hadoop") ;

args) throws IOException {

1);

JavaRDD<String> wordRdd=lineRdd.flatMap (new FlatMapFunction
<String, String> () {

1) ;

@Override

public Iterator<String> call(String line) throws Exception {

String[] wordArr=line.split(" "):

return Arrays.asList (wordArr) .iterator();
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JavaPairRDD<String, Integer> wordTuplelist=wordRdd.mapToPair (new
PairFunction<String, String, Integer> () {

@Override
public Tuple2<String, Integer> call (String word) throws Exception {

return new Tuple2<String, Integer> (word,1l);

});
JavaPairRDD<String, Integer> wordGroupList=wordTupleList.

reduceByKey (new
Function2<Integer, Integer, Integer> () {

@Override
public Integer call (Integer prev, Integer next) throws Exception {

return prev+next;

});
Path dist=new Path ("/spark/output");

1f(fs.exists (dist)) fs.delete(dist, true);
wordGroupList.saveAsTextFile ("/spark/output");

}

(3) 14 Spark M. H % clusterdist H % .
M 22w B i H 5k

[hadoop@CloudDeskTop bin]$ hdfs dfs -rm -r /spark/output

P)#e % Spark THFEH X bin Hx'F, ¥ com #4742 T H& NI clusterdist
EE

[hadoop@CloudDeskTop software]$ cd /project/SparkRDD/bin/
[hadoop@CloudDeskTop binl]$ jar -cvf /project/SparkRDD/clusterdist/

wordcountcluster.jar com/

(4) $#&4Z Job %I Spark TE#¥.

[hadoop@CloudDeskTop software]$ cd /software/spark-2.1.1/bin/
[hadoop@CloudDeskTop binl]$ ./spark-submit --master spark://master0l:
7077 —--class com.bunfly.bigdata.spark.rdd.cluster.WordCount /project/

SparkRDD/clusterdist/wordcountcluster.jar 1
17/08/16 00:38:40 WARN util.NativeCodeLoader: Unable to load

native-hadoop library for your platform... using builtin-java classes

where applicable
17/08/16 00:38:42 INFO spark.SparkContext: Running Spark version 2.1.1

17/08/16 00:38:42 WARN spark.SparkContext: Support for Java 7 is
deprecated as of Spark 2.0.0

17/08/16 00:38:44 INFO spark.SparkEnv: Registering



OutputCommitCoordinator
17/08/16 00:38:44 INFO util.log: Logging initialized @8137ms
17/08/16 00:38:44 INFO server.Server: jetty-9.2.z-SNAPSHOT

(5) A H sk B2 4 8 A pl

[hadoop@CloudDeskTop bin]$ hdfs dfs -1s /spark

Found 2 items

drwxr-xr-x - hadoop supergroup 0 2017-08-09 09:13 /spark/input
drwxr-xr—-x - hadoop supergroup 0 2017-08-16 00:39 /spark/output
[hadoop@CloudDeskTop bin]$ hdfs dfs -1s /spark/output

Found 2 items

-rw-r——r—— 3 hadoop supergroup 0 2017-08-16 00:39 /spark/output/ SUCCESS
-rw-r——r—— 3 hadoop supergroup 90 2017-08-16 00:39 /spark/output/
part-00000

[hadoop@CloudDeskTop binl$ hdfs dfs -cat /spark/output/part-00000

(118, 1)

(1s,4)

(name, 1)

(1.67,1)

(35,1)

(height, 1)

(age, 1)

(liyongfu, 1)

(my, 4)

(weight, 1)

%%ﬂk:
(1) ¥ Job $2Z RNERERS, 157 HIEAE Eclipse TAEF A X FpEAEmT YU/, 5
LA E o A ie HAEAE Eclipse ik, 7] DL B A1) master 17 /. W T

SsparkConf conf=new SparkConf ()
conf.setAppName ("Cluster Java Spark RDD");
conf.setMaster ("spark://master01:7077") ;

JavaSparkContext sc=new JavaSparkContext (conf);

(2) 7+ Job ¥ & HDFS 1) 3 #4E, #7i&EH:3 HDFS 56, K% Hadoop )R
BHEHE TR H .

[hadoop@CloudDeskTop software]$ cd hadoop-2.7.3/etc/hadoop/
[hadoop@CloudDeskTop hadoop]$ cp —a core-site.xml hdfs-site.xml /project/

SparkRDD/src/
15-4 QEE5J$\%
241
1. RDD =&fl4? Mil24<r=4 RDD? %
2. 24K Spark RDD ¥ A 54 it . 15
=




16 &= Spark SQL

<

16.1 Spark SQL Z2#4 R IE

16.1.1 Hive % & A 24 4%

(1) 1EREHECERMAFAEIIRE (Hive oo, WPE. RELGE, M Hive
H B R4S, (HEE AR S A7 4 2 HDFS 8.

(2) VEREi s I Z A i Thfe (40 Hive-SQL, %k HQL). Spark SQL {UAYL
B Hive AW 515, MAFMA S Tl b T HAb A7 A e, b Hive B FEIE Spark SQL
W I — RGN AR AL S2Pr 723455 R, Hive f7fi#+Spark SQL £r it 5| 4 & 5 1) 5K
A A

A g | R A2 B N 2 4R 48L 1) SQL 15 1) 12 4 THSEAEZE ) Job A0S, HK H: Tob
PeAs B EREPAT 10— Fh A AL -

Hive £rif) 5|2 et .

(1) ¥ HQL #iFp MR AU, 7 4—F|Z 4 Job AENL (—A> HQL A7 nl GE# il PERL—
i% H 11 Job 1EME).

(2) #F Job 1T i JAR £ 3§ A A1 3] Hadoop S fFH1iZ1T .

Hive 54H4+ Hadoop M —ANHAMLI R P i, HAWGIZEAERNGER, BitAf
Spark SQL & if]5|% . Spark SQL (15| % 2 Hive [) HQL frifi5|Zh 6 544 (100
J7 2 MR E S P70 R ). Spark SQL JiJZ41 H] Spark Core #5%4% M HDFS A N AT, RJGAE
AAEP AT RDD (AR5 1Mt HQL Ji$/Z Ut ] MapReduce $AAT 36 B IF1IEARTHE

16.1.2 Spark SQL % & & % #

(1) Spark SQL nJ#{F Hive. HBase. MySQL. Oracle. DB2 59 [{J &4 (] H & X
DL B 22 A R B0 SR YD

(2) T TEAECEN VR RE v B R 24

(3) %+ Spark SQL #EH! ) DataFrame AJ SEEUEHE 0 8 B Al FIWLAS 22 2] . R4

FRFALEIR S B2 B s B 1

(4) Spark SQL (DataFrame. DataSet. Tungsten) ;#4561 24 L ILR 2211
T Hr g T A

PR Ge k RAEH E £ T SE I SV vk B OQ R A 2 1 ik 5 EVR AT 0
AV SR A A7 A, BRSPS 2 M b 3 T A8 CA R AT 22 R 416 Rk k43 H
Lk



Hive (& PEA7fi#) +Spark SQL (f=id v 57) +DataFrame (& 245 70 M7 A2 3l ) +[DataSet]
16.1.3 Spark SQL % DataFrame # 1E

Spark SQL &3+ DataFrame SEHLH &5 %, 1X /& DataFrame [X 1] - RDD [ —
ANEELFIE R A Python i 5 H #i4f5 DataFrame . Spark H'[] DataFrame 1E & —#j /M 3%,
TR ) —4ER AR TR € T RS AR A, Rtk DataFrame nf {4k 21485 4500 3¢
IBN 0 o 1 RDD 3EA AL ASEHN G 24T 200, ik RDD AR 24T . 24l
B I3 B e IT Sk (B B F

?ﬁ——/ﬁﬁﬁﬁﬁ:
A B
5 =P
YA B
5 TP B
FNTBEL:

C/C+++ IHAEfE

I2EE + Hdii

HiveQL + Hadoop-

Spark SQL + Hive.

Spark SQL + DataFrame + Hive.

Spark SQL + DataSet + DataFrame + Hive.

16.2 Spark SQL #2{€ Hive

¥+ Spark SQL e fF (f MU UHIR i 414 LL F B A — 4e i i .
16.2.1 #H#edn Ex /4, 4 -F Spark SQL % ¥ Hive 4 &

vi /software/spark-1.6.2-bin-hadoop2.4/conf/hive-site.xml

<configuration>

<property>

<name>hive.metastore.uris</name>
<value>thrift://YunHive:9083</value>

</property>

</configuration>

«VFE: L thrft thilay uri 456 Hive R 3% (Hive 69257 % ).
16.2.2 %% JDBC 3 %

¥ MySQL [1] IDBC 2K #4952 il 1| Spark %22% H > F 11 lib 1~ H 2% F (ff +3%$#% MySQL
BAHEEE) . IS EAE rT AN, K4 Spark i) Hive $241E11) 9083 ¥ thrift P ik 5%
SRIL MySQL Zidhs P o, ATl 75 Hive Al 55 i fE 0% 1% MySQL £t 22 Bl n

16.2.3 2 & MySQL AR %~ % B Hive 4 7.2 3% Ik %~
1. k338 MySQL k55

service mysqgld start

Spark SOL
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/etc/init.d/mysgld start

2. B8 Hive jridiEIR S5

nohup hive --service metastore &>metastore.log &

16.2.4 % %% HDFS % # 4= Spark £ #

start-dfs.sh
start—-all.sh

16.2.5 % % Spark-Shell # ],

/software/spark-2.1.1/bin/spark-shell --master spark://YunMaster01:7077
(1) 4 HiveContext X/ %, Z%{ sc s SparkContext S B [F]4f 5

val hiveContext=new org.apache.spark.sgl.hive.HiveContext (sc)

(2) Y)sdl 2 Hive.

hiveContext.sqgl ("use hive")
$EoRHive R TR

hiveContext.sqgl ("show tables").collect.foreach(println)
(3) PATEHEEHF EongE S,
hiveContext.sql ("select count (*¥) from t_user"}.Eollect.foreach{println}

hiveContext.sql ("select count (*) from t user where userAge>30").

collect.foreach (println)
hiveContext.sqgl ("select count (*) from € user where userAge>30 and userName

like "%1i%"'").

collect.foreach (println)
NVEE:
(1) Spark SQL #= SparkStreaming 34k F SparkCore M 4% 7 s, RDD 3+ F-,
(2) SQLContext 52 HiveContext #9#2 3= 1, HiveContext 52 SQLContext 4% 2 ¢ Hive

I, (B JRJE 09835 B =T 1% A 4F Hive ¢4 Ak A58 R 2 30).

16.3 Spark SQL #:{E HDFS

Spark SQL AJ HL 4% 2 B OC J 204 22 b i 2 g JF f L 2% 04 DataFrame, 2851

DataFrame 7/} — M2, AR3% LG IS 22 52 5 SQL [R50 BT Ab 2.,
16.3.1 HAEHK 2

Spark SQL #1F HDFS [F{CHan T



package com.

import
import
import
import
import
import
import
import
import
import
import
import
import
import

import

java.
java.
java.

java.

org.
org.
org.
org.
org.
org.
org.
org.
org.
org.

org.

apache
apache

apache

apache.
apache.
apache.
apache.
apache.
apache.

apache.

sgl.Date;

spark.
spark.
spark.
spark.
spark.
spark.
spark.

spark.

bunfly.bigdata.spark.sql.cluster;
io0.I0Exception;

net.URI;
net.URISyntaxException;

.hadoop.conf.Configuration;
.hadoop.fs.FileSystem;
-hadoop.fs.Path;

apache.

SparkConft;
apil.java.JavaRDD;
api.java.JavaSparkContext;
1 .java.function.Function;
.Dataset;

.Row;

.SQLContext;

.SparkSession;

import com.bunfly.bigdata.spark.sql.po.User;
@SuppressWarnings ("resource")
public class RDDToHdfs {
private static FileSystem fs;
static{
Configuration conf=new Configuration();
try {
fs=FileSystem.get (new URI ("hdfs://nsl1l/"), conf,

} catch (IOException | InterruptedException | URISyntaxException e) {

"hadoop") ;

e.printStackTrace () ;

}

public static void main(String[] args) throws IOException ({
SparkConf conf=new SparkConf ();
conf.setAppName ("RDD To HDFS Cluster");
JavaSparkContext sc=new JavaSparkContext (conf);
SQLContext sglContext=new SQLContext (SparkSession.builder ().
sparkContext (sc.sc())
.getOrCreate());
JavaRDD<String> lineRDD=sc.textFile ("/spark/input");
JavaRDD<User> userRDD=1lineRDD.map (new Function<String,User> () {
@Override
public User call(String line) throws Exception {
fields=line.split ("\t"):
Long userId=Long.parselLong (fields[0]) -

String[]

String userName=fields|[1l];

Integer weight=Integer.parselnt (fields[2]);

Date birthday=Date.valueOf (fields[3]);

return new User (userlId,userName,weight,birthday);
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1) s

Dataset<Row> userDataSet=sglContext.createDataFrame (userRDD,
User.class) ;
userDataSet.createOrReplaceTempView ("t user");
Dataset<Row> queryDataSet=sqlContext.sqgl("select * from t user
where weight>100");
JavaRDD<Row> rowRDD=queryDataSet.todavaRDD() ;
JavaRDD<User> userRDDResult=rowRDD.map (new Function<Row,User> () {
@Override
public User call (Row row) throws Exception {
Long userld=row.getAs ("userId");
String userName=row.getAs ("userName") ;
Integer welight=row.getAs ("weight");
Date birthday=row.getAs ("birthday");

return new User (userId,userName,welight,birthday);

}) s
Path dist=new Path ("/spark/output");

1f (fs.exists(dist) ) fs.delete (dist, true);
userRDDResult.saveAsTextFile ("/spark/output");

}
16.3.2 LF£ X 4%

R TREAT LR JAR SO TR Hog R dist Hag T

[hadoop@CloudDeskTop bin]$ pwd
/project/SparkSQL-JAVA/bin
[hadoop@CloudDeskTop bin]$ jar -cvfe ../dist/RDDToHdfs.jar
com.bnyw.bigdata.spark.sqgl.cluster.RDDToHdfs com/
[hadoop@CloudDeskTop bin]$ cd ../dist/
[hadoop@CloudDeskTop dist]$ pwd
/project/SparkSQL-JAVA/dist
[hadoop@CloudDeskTop dist]$ 1s
RDDToHdfs. jar

16.3.3 4 2& o <X £ 42

[hadoop@CloudDeskTop input]$ pwd
/project/SparkSQL-JAVA/input
[hadoop@CloudDeskTop input]$ 1s
users
[hadoop@CloudDeskTop inputl]$ cat users
1 ligang 118 1982-12-28
2 zhanghua 120 1983-08-04



zhaoyu 106 1978-04-08
huanghua 98 1987-08-07
chenglan 88 1992-07-08
6 huanghao 115 1996-06-05
[hadoop@CloudDeskTop input]$ hdfs dfs -put users /spark/input/
[hadoop@CloudDeskTop inputl]$ hdfs dfs -1s /spark/input

Found 1 i1tems

o = W

—-rw-r-—-r—— 3 hadoop supergroup 150 2017-08-17 11:20 /spark/

input/users
16.3.4 & 4T Job # 4 X ¥| £ 2

[hadoop@CloudDeskTop binl$ pwd

/software/spark-2.1.1/bin
[hadoop@CloudDeskTop bin]$ ./spark-submit --master spark://master01:7077
--class com.bnyw.bigdata.spark.sql.cluster.RDDToHdfs /project/
SparkSQL-JAVA/dist/RDDToHdfs.jar 1
17/08/17 12:53:23 WARN util.NativeCodeLoader: Unable to load native-hadoop
library for your platform... using builtin-java classes where applicable
17/08/17 12:53:25 INFO spark.SparkContext: Running Spark version 2.1.1
17/08/17 12:53:25 WARN spark.SparkContext: Support for Java 7 is deprecated
as of Spark 2.0.0

17/08/17 12:53:27 INFO spark.SparkEnv: Registering OutputCommitCoordinator
17/08/17 12:53:27 INFO util.log: Logging initialized @8820ms
17/08/17 12:53:28 INFO server.Server: jetty-9.2.z-SNAPSHOT

16.3.5 &2 HEIT4 F

[hadoop@CloudDeskTop input]$ hdfs dfs -1s /spark
Found 2 items
drwxr-xr-x - hadoop supergroup 0 2017-08-17 11:20 /spark/input
drwxr-xr-x - hadoop supergroup 0 2017-08-17 11:26 /spark/ output

[hadoop@CloudDeskTop inputl]$ hdfs dfs -1s /spark/output

Found 3 items

-rw-r--r—— 3 hadoop supergroup 0 2017-08-17 11:26 /spark/

output/ SUCCESS

-rw-r-—-r—— 3 hadoop supergroup 74 2017-08-17 11:26 /spark/

output/part-00000

-rw-r-—-r—— 3 hadoop supergroup 26 2017-08-17 11:26 /spark/

output/part-00001 247

[hadoop@CloudDeskTop input]$ hdfs dfs -cat /spark/output/part-00000

1 ligang 118 1982-12-28 L2

2  zhanghua 120 1983-08-04 16
=
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3 zhaoyu 106 1978-04-08
[hadoop@CloudDeskTop inputl]$ hdfs dfs -cat /spark/output/part-00001
6 huanghao 115 1996-06-05

$eor: Spark ALY S5 EHE S5 OS] HDFS 8. 2 i SLEA R 3¢ R A0 FE b al 1S
&) E WAL S5 F-EH Sqoop T 58 .

16.4 Spark SQL #1EXREIRE

Spark SQL AJ BEHU O & M [ FO B EAT /0 i Ab2E, A B+ TDBC Bl SCRTAH R
BRENRIER . LA K55 o DL i A R s il il Spark SQL AR Ji5 i) 45 2R 5 A Iz iy <
FEHEES, Hn e FH S5 R

16.4.1 i #e 45 7] MySQL 9 3% 3 41,
7t Eclipse 4.5 1437 1.2 RDDToJDBC, Ff-filsd: 3CFJ2 ib 3 78CE 26 — 77 S sh .

[hadoop@CloudDeskTop software]$ cd /project/RDDToJDBC/
[hadoop@CloudDeskTop RDDToOJDBC]$ mkdir -p dist
[hadoop@CloudDeskTop RDDToJDBC]S 1s

bin dist src

16.4.2 i fo &6 FF L 55
} MySQL ] JAR & i 2| T.F% H 5% RDDToJDBC ¥ lib H% F:

cp —-a /software/hive-1.2.2/1ib/mysgl-connector-java-3.0.17-ga-bin.jar /
project/RDDToJDBC/1lib/

¥ Spark ) FF A spark 2.1.1 -all 3£ 1% RDDToJDBC T #2171 classpath iz 25, nf
7E Eclipse "l ks I HI 77 FEIR) 5 20 v o

16.4.3 4% A Spark SQL #% /£ £ % # #% k&
PSR

package com.bnyw.bigdata.spark.rdd.local;
import java.sql.Connection;

import java.sqgl.DriverManager;

import java.sql.PreparedStatement;

import java.sql.SQLException;

import java.util.Arrays;

import java.util.Iterator;

import org.apache.spark.SparkConf;

import org.apache.spark.api.java.JavaPairRDD;
import org.apache.spark.api.java.JavaRDD;

import org.apache.spark.api.java.JavaSparkContext;



import org.apache.spark.api.java.function.FlatMapFunction;
import org.apache.spark.api.java.function.Function2;
import org.apache.spark.api.java.function.PairFunction;
import org.apache.spark.api.java.function.VoidFunction;
import scala.Tuple2;
@SuppressWarnings ("serial")
public class WordCount {
private static Connection conn;
private static PreparedStatement pstat;
static{
try {
Class.forName ("com.mysql.jdbc.Driver");
conn=DriverManager.getConnection ("jdbc:mysqgl:
//192.168.37.143:3306/bnyw?
characterEncoding=utf8", "root", "123456");
pstat=conn.preparestatement ("insert into wordcount (word,
count) wvalues(?,?)");
} catch (Exception e) ({

e.printStackTrace () ;

}
private static int save (Tuple2<String, Integer> line) throws SQLException {

pstat.setString(l, line. 1);
pstat.setInt (2, line. 2);
return pstat.executeUpdate();
}
private static void saveToDB (JavaPairRDD<String, Integer> palirRDD)
throws Exception/{
pairRDD. foreach (new VoidFunction<Tuple2<String, Integer>>() {
@Override
public void call (Tuple2<String, Integer> line) throws Exception {

save (1line) ;

1) ;

}
public static void main(String[] args) throws Exception ({

SparkConf conf=new SparkConf (),
conf.setAppName ("Local Java Spark RDD");
conf.setMaster ("local");

JavaSparkContext sc=new JavaSparkContext (conf):;

JavaRDD<String> lineRdd=sc.textFile ("/home/hadoop/data/srcdata/ 249
wordcount/", 1); %
JavaRDD<String> wordRdd=1lineRdd.flatMap (new FlatMapFunction 16
<String, String>() { %
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@Override
public ITterator<String> call(String line) throws Exception {

String[] wordArr=line.split("™ ")

return Arrays.asList (wordArr) .iterator();

b))
JavaPairRDD<String, Integer> wordTuplelist=wordRdd.mapToPair (new

PairFunction<
String, String, Integer> () {

@Override
public Tuple2<String, Integer> call (String word) throws

Exception {
return new Tuple2<String, Integer> (word,1l);

});
JavaPairRDD<String, Integer> wordGroupList=wordTupleList.

reduceByKey (new
Function2<Integer, Integer, Integer> () {

@Override
public Integer call (Integer prev, Integer next) throws Exception {

return prev+next;

}):
saveToDB (wordGroupList) ;

}
16.4.4 A4/ MySQL # 42 /& 1R %

1. 538 MySQL £l )a Nk 55

[root@DBO3 ~]# cd /software/mysqgl-5.5.32/multi-data/3306/

[root@DB03 3306]# 1s

data my.cnf my.cnf.bak mysqgld
[root@DBO3 3306]# ./mysgld start
Starting MySQL. ..

2. 7 bunfly JE

[root@DBO3 binl# ./mysqgl -h192.168.37.143 -P3306 -uroot -pl23456 -e "show

databases; "

| information schema |
| hive |
| mydb |



mysqgl
performance schema
test
test?2

[root@DBO3 bin]# ./mysgl -h192.168.37.143 -P3306 —uroot -pl123456 —-e "create
database bunfly character set utfg;"
[root@DBO3 bin]# ./mysql -h192.168.37.143 -P3306 -uroot -pl23456 -e "show

databases; "

information schema
bunfly

hive

mydb

mysql

performance schema
test

test2

3. 4t wordcount #¢

[root@DBO3 bin]# ./mysgl -h192.168.37.143 -P3306 —uroot —-p123456 —-e "create
table if not exists bunfly.wordcount (wid int(11l) auto increment primary
key,word varchar(30),count int(3))engine=myisam charset=utf§;"

[root@DBO3 binl# ./mysgl -h192.168.37.143 -P3306 -uroot -pl23456 -e "desc

bunfly.wordcount;"

- - +————— +————— - - +
| Field | Type | Null | Key | Default | Extra |
- - +————— +————— - - +
| wid | 1nt(11) | NO | PRI | NULL | auto increment |
| word | wvarchar(30) | YES | | NULL | |
| count | 1int (3) | YES | | NULL | |
- - +————— +————— - - +
H R R 3R T AR

[root@DBO3 bin]# ./mysgl -h192.168.37.143 -P3306 —uroot -pl23456 -e "select
* from bnyw.wordcount;"

16.4.5 #% Spark SQL & # &

[hadoop@CloudDeskTop bin]$ 1s ~/data/srcdata/wordcount/
words
[hadoop@CloudDeskTop bin]$ cat ~/data/srcdata/wordcount/words
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my name 1is lixiang
my age 1is 36

my height is 1.67
my welght is 120

16.4.6 i& 47 Spark £, %

7F Eclipse 4.5 H1 H #1217 Spark 1064, M %L Eclipse 31l &5 %0 H .

[root@DBO3 bin]# ./mysgl -h192.168.37.143 -P3306 —uroot -pl23456 -e "select
* from bunfly.wordcount;"

f————— o e +

| wid | word | count |

lixiang | 1 |
height | 1 |
age | 1 |

W 0 ] S e W N

I
I
|
I
| 120 |
I
I
I
I

10 | weight | 1 |

b 1k Spark SQL SE% /i ALK, SRIT LJrfﬁT?uH%iﬁﬁ'U&Ujif%ﬁ%Ji
MySQL. & FRIFU 1 Spark SQL 4b#E HDFS 4} Ai 047 fif o (K40, K L5 Hh 38z v
KA EH E MySQL .

16.4.7 4|# dist X+ %

{E Eclipse 4.5 /1) T#2 RDDToJDBC T @l —/> dist 3CfFJ2, AT HCE 78 304

[hadoop@CloudDeskTop software]$ cd /project/RDDToJDBC/
[hadoop@CloudDeskTop RDDToJDBC]$ mkdir -p dist
[hadoop@CloudDeskTop RDDToJDBC]S$ 1s

bin dist src

164.8 ZX#HEAR
B R R B FE T IR B A B Spark 22 %% H 3k T 11 jars Hk Fe

cp —a /software/hive-1.2.2/1ib/mysgl-connector-java-3.0.17-ga-bin.jar /
software/spark-2.1.1/jars/

scp —-r /software/hive-1.2.2/1lib/mysgl-connector-java-3.0.17-ga-bin.jar
master0l:/software/spark-2.1.1/jars/

scp -r /software/spark-2.1.1/jars/mysql-connector-java-3.0.17-ga-bin.jar



master02:/software/spark-2.1.1/jars/

scp -r /software/spark-2.1.1/jars/mysgl-connector-java-3.0.17-ga-bin.jar
slaveOl:/software/spark-2.1.1/jars/

scp -r /software/spark-2.1.1/jars/mysgl-connector-java-3.0.17-ga-bin.jar
slave02:/software/spark-2.1.1/jars/

scp -r /software/spark-2.1.1/jars/mysgl-connector-java-3.0.17-ga-bin.jar

slave03:/software/spark-2.1.1/jars/

16.4.9 K T4 3%k
ST AR B I F

package com.bunfly.bigdata.spark.rdd.cluster;

import java. .Connection;

import java. .DriverManager;

import java. .PreparedStatement;

import java. .SQLException;

import java.util.Arrays;

import java.util.Iterator;

import org.apache.spark.SparkConf;
JavaPairRDD;
JavaRDD;

JavaSparkContext;

import org.apache.spark.api.java.

import org.apache.spark.api.java.

import org.apache.spark.api.java.

import org.apache.spark.api.java.function.FlatMapFunction;

import org.apache.spark.api.java.function.Function?2;

import org.apache.spark.api.java.function.PairFunction;

import org.apache.spark.api.java.function.VoidFunction;

import scala.Tuple2;
@SuppressWarnings ("serial")
public class WordCount {
private static int count;
private static Connection conn;
private static PreparedStatement pstat;
static{
try {
Class.forName ("com.mysql. jdbc.Driver") ;
conn=DriverManager.getConnection ("jdbc:mysqgl://
192.168.37.143:3306/bnyw? characterEncoding=utf8",
"123456") ;

pstat=conn.prepareStatement ("insert into wordcount (word, count)

"root"™ ,

values (?2,?2)");
} catch (Exception e) ({

e.printStackTrace () ;
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private static void batchSave (Tuple2<String, Integer> line,boolean
1s0Over) throws

SQLException({

1f (1s0ver) {
pstat.setString(l, line. 1);
pstat.setInt (2, line. 2);
pstat.addBatch();
pstat.executeBatch () ;
pstat.clearBatch();
pstat.clearParameters () ;
lelse(
pstat.setString(l, line. 1);
pstat.setInt (2, line. 2);
pstat.addBatch();
1f (++count%100==0) {
pstat.executeBatch();
pstat.clearBatch();
pstat.clearParameters();

count=0;

}
private static voilid saveToDB (JavaPairRDD<String, Integer> pairRDD)

throws Exception/({
try{
final long rddLineNum=palrRDD.count ();
pairRDD. foreach (new VoidFunction<Tuple2<String, Integer>> () {
private int count;
@Override
public void call (Tuple2<String, Integer> line) throws
Exception {
1f (++count>=rddLineNum) {
batchSave (1line, true) ;
lelse(

batchSave (1line, false) ;

});
}finally({
pstat.close();

conn.close() ;

}

public static void main(String[] args) throws Exception ({

SparkConf conf=new SparkConf () ;



conf.setAppName ("Cluster Java Spark RDD");
JavaSparkContext sc=new JavaSparkContext (conf);
JavaRDD<String> lineRdd=sc.textFile("/spark/input", 1);
JavaRDD<String> wordRdd=lineRdd.flatMap (new FlatMapFunction
<String, String>() {

@Override

public Iterator<String> call(String line) throws Exception {

String[] wordArr=line.split(" ")

return Arrays.asList (wordArr) .iterator():;

1) ;

JavaPairRDD<String, Integer> wordTuplelList=wordRdd.mapToPair (new

PairFunction<String, String, Integer> () {

@Override

public Tuple2<String, Integer> call (String word) throws Exception {

return new TupleZ(String,Integer>(word,l};

});
JavaPairRDD<String, Integer> wordGroupList=wordTupleList.
reduceByKey (new

Function2<Integer, Integer, Integer> () {

@Override

public Integer call (Integer prev, Integer next) throws Exception {

return prev+next;

1) s

saveToDB (wordGroupList) ;

}

FEAERER U, Spark $4E X R & FEH L 78— Job K5ERK, 1M 32l Job M ik
RDD #fEfilik . RIHAE Spark SEHFRE U T HOC R B A 1) A7 #4247 T RDD #:4F 2
AR 5 WEHE R RE VRS W ok REAE . 11 RDD ¢ 2 AP /E#RJ& T Spark
Core 1% /' i Driver 2% (1 Spark SQL A1 SparkStreaming). [i&fCidHr, HA47 RDD Xf
%4 foreachXXX I 4 &1k A\ 3| SparkCore 22 5[1] Job #{E. RDD Z #MP#4E /& Driver 2%
W EAE, ToikAESET RDD 24011 SparkCore £ /E 1L FEH J5 5 Job, LA 9 B 25 Al Job
PEAZBEERE, JFAESEREI A R AT 20 B 1H) Tasko Z045AE 25 Task 17 58 2 [H)4% 38 75 204k A
SRR EStE,  [RIEAE Spark N H A HER IR R & Ctedn [k VGidFunction)
il g L2 SCRF A R AL, RIFEIX L N A0 B B B b s ZEm] e A4k, DR AE N 2R
%R 0 g S AR I 20T AN RE RN AT R AR A R g | Can A g B 2E T 2 lfl’]
it X % Connection. Statement. Thread 55), RIFENERIEXIS R S0 BRI 5 5] HI 20
SZP) java.io.Seralizable % [
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16.4.10 1@ ALK 5L Z| dist 8 £ T

[hadoop@CloudDeskTop bin]$ pwd

/project/RDDToJDBC/bin
[hadoop@CloudDeskTop bin]$ 1s

com
[hadoop@CloudDeskTop bin]$ jar —cvfe /project/RDDToJDBC/dist/RDDToJDBC. jar
com.bnyw.bigdata.spark.rdd.cluster.WordCount com/
[hadoop@CloudDeskTop bin]$ cd ../dist/
[hadoop@CloudDeskTop dist]$ 1s

RDDToJDBC. jar

164.11 E#%EF#HFA#R R Job 2 A

1. 33— & Slave 1551 Zookeeper JEFE

[hadoop@slave0l software]$ cd /software/zookeeper-3.4.10/bin/ && ./
zkServer.sh start &é&

cd - && Jps
[hadoop@slave02 softwarel]$ cd /software/zookeeper-3.4.10/bin/ && ./
zkServer.sh start && cd - && Jps

[hadoopl@slave03 software]$ cd /software/zookeeper-3.4.10/bin/ && ./
zkServer.sh start && cd - && Jps

2. B4 HDFS 5

[hadoopl@master0l software]$ start-dfs.sh

Starting namenodes on [master0l master02]

master0l: starting namenode, logging to /software/hadoop-2.7.3/
logs/hadoop-hadoop—namenode-master(0l.out

master02: ssh: connect to host master02 port 22: No route to host
slave02: starting datanode, logging to /software/hadoop-2.7.3/
logs/hadoop-hadoop-datanode-slave(02.out

slave0l: starting datanode, logging to /software/hadoop-2.7.3/
logs/hadoop-hadoop-datanode-slave0l.out

slave03: starting datanode, logging to /software/hadoop-2.7.3/
logs/hadoop-hadoop-datanode-slave(03.out

Starting journal nodes [slave0l slave02 slave03]

slave0l: starting journalnode, logging to /software/hadoop-2.7.3/
logs/hadoop-hadoop-journalnode-slave(Ol.out

slave02: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave02.out
slave03: starting journalnode, logging to

/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave03.out
3. b Spark B8

[hadoop@master0l sbin]$ ./start-slaves.sh



slave02: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slaveO2.out

slave03: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slave(03. out

slave0l: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slaveOl. out

slave02: failed to launch: nice -n 0 /software/spark-2.1.1/bin/spark-class
org.apache.spark.deploy.worker.Worker —-webui-port 8081 spark://
master01:7077

slave02: full log in /software/spark-2.1.1/logs/spark-hadoop-org.apache.
spark.deploy.worker.Worker-1-slave(O2.out

slaveO0l: failed to launch: nice -n 0 /software/spark-2.1.1/bin/spark-class
org.apache.spark.deploy.worker.Worker —--webui-port 8081 spark://
master01:7077

slaveO0l: full log in /software/spark-2.1.1/logs/spark-hadoop-org.apache.

spark.deploy.worker.Worker-1-slave(Ol.out
4. {F SparkSQL 7 )7 i 19 5iHE4¢ Spark W]
1) R 2500 e 1 1H S A B

[root@DBO3 bin]# ./mysgl -h192.168.37.143 -P3306 -uroot -pl23456 -e
"truncate table bunfly.wordcount;"

[root@DBO3 bin]# ./mysqgl -h192.168.37.143 -P3306 —uroot -pl123456 —-e "select
* from bunfly.wordcount;"

2) HERE A

[hadoop@CloudDeskTop bin]$ 1ls ~/data/srcdata/wordcount/
words
[hadoop@CloudDeskTop bin]$ cat ~/data/srcdata/wordcount/words
my name 1s lixiang
my age 1is 36
my height is 1.67
my weight is 120
[hadoop@CloudDeskTop bin]$ hdfs dfs -put ~/data/srcdata/wordcount/words /
spark/input/
[hadoop@CloudDeskTop bin]$ hdfs dfs -1s /spark/input

Found 1 items

-rw-r-—-r—— 3 hadoop supergroup 67 2017-08-20 06:46 /
spark/input/words 257
[hadoop@CloudDeskTop bin]$ hdfs dfs -cat /spark/input/words =
my name 1s lixiang
my age 1is 36 16
=
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my height is 1.67
my weight is 120

3) $#4¢ Spark W

[hadoop@CloudDeskTop 1libl$ cd /software/spark-2.1.1/bin/
[hadoop@CloudDeskTop binl$ ./spark-submit --master spark://master01:7077
—--class com.bnyw.bigdata.spark.rdd.cluster.WordCount /project/
RDDToJDBC/dist/RDDToJDBC. jar

17/08/20 17:20:22 INFO spark.SparkContext: Running Spark version 2.1.1
17/08/20 17:20:22 WARN spark.SparkContext: Support for Java 7 is deprecated
as of Spark2.0.0

17/08/20 17:20:23 WARN util.NativeCodeLoader: Unable to load native-hadoop

library for your platform... using builtin-java classes where applicable

17/08/20 17:20:26 INFO spark.SparkEnv: Registering OutputCommitCoordinator
17/08/20 17:20:26 INFO util.log: Logging initialized @5575ms
17/08/20 17:20:26 INFO server.Server: jetty-9.2.z-SNAPSHOT

164.12 H#“B2 £ 4 #BEFPRT O HKRE

[root@DBO3 bin]# ./mysgl -h192.168.37.143 -P3306 —uroot -pl23456 -e "select
* from bnyw.wordcount;"

t———— Fm—————— ———— +
| wid | word | count |
t———— t——— - +
| 1| 1is | 4 |

| 2 | name | 1 |

| 3 | 1.67 | 1 |

| 4 | 36 I 1 |

| 5 | 120 | 1 |

| 6 | lixiang | 1 |
| 7 | height | 1 |

16.5 SJf5R

1. dfpl Spark SQL fldt¢A2e. WIRR. RGERMBIIL, 2F4RMBgi &5
ZERAr R 16.1 fK 16.2 Fras. IR AETE, AN AW 163 £FE 164 .

* 161
FE A LR AIEAT 2N
Sno Varchar2(3) 15 ]
Sname Varchar2(8) 17 1
Ssex Varchar2(2) 17 P )
Sbirthday Varchar2(8) I 4= H
SClass Varchar2(5) I HEZK




BIEA iiE L8 AIBAZE aX
Sno Varchar2(3) 17 g (HMED
Cname Varchar2(5) 17 AR
Degree Number(4,1) I %7
*x 16.3
Sno Sname Ssex Sbirthday SClass
20173598 5k = 19940808 WHEAL—E
20173820 =/ 19941209 W HEAL—E
20173743 +h 19931230 HEPLZ I
*x 164
Sno Cname Degree
20173598 THEALAEA 58
20173598 HLil 48
20173598 P 69
20173820 THEALAEA 33
20173820 Hih 50
20173820 By 59
20173743 T LA A7
20173743 Ptk 55
20173743 e 40
2. &) Student & PTG 1C 3 1) Sname. Ssex F1 Class %1/,
3. B RS KRS T 2
4. BriRET TR T3 G
5. 1% Sno “FEA WA FRHI 1.
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17.1.1 Spark Streaming F € & # & 4% 1E

Spark Streaming > A\ [H] B Ca] BN (8] AT 3l L B2 e e ) Pl e (Ul Flume, KafKa
) PREIE R BAT AT AR PR o BRI DRI B A N — b B A, Ab B R R 5
i B, O S EEdE I (PR SR . BRI FE A s v B s 8% Spark Streaming
WA R[22 () RDD #fE1X F] Spark WAZBEATAERE, %5 11) Spark Streaming W A GG 5L T
BECAE BRI BN BORIRAT Job,  RI—/MEdis Jy B Y. —-> RDD,  1ij—“> RDD X}
V. — 4% Spark Streaming %% [1) Job S5, RDD AR KA & aim 28 B DStream.

SR L, Spark Streaming & 510 i AL FE K FFIEXS Spark A% 1) —7Ff RDD $fe, LA
) 2 93 v W o BT 2 eSO i 5 25 O — R AL [F) RDD SE, 5725E 1 & 5 RDD 22 [A] 15 It
MSZ, MHEZELEM KRR RS MRS .

3¢ 2 HL RDD A Job s& Spark Streaming HE4EAR #4155 1 (0] B B 1) 7= A= 01, R BERE —
EEIfE] CAlFRERP ) 774> RDD F1 Job. 45 4L 2 Job KMk, Spark Streaming
HESJEAR 4 2 5 11 Job BM S ™A Job 5549, FF1Z4T Job S5 A B RDD A (1 k4 -

Streaming 3% 3| Spark A% 1) RDD 5 5¢ i) nl s HoAr i 2] rh [l F . 2247 2 e
2k HDFS 73 A A7l RGE T

17.1.2 Spark Streaming % = A% %

Spark Streaming 55 Spark SQL #H[r], 33 )& T Spark A4 1¥) 7 R 48, & 74 Spark
MR SERZ L N TRESE . Spark Streaming FfHEIC ] 11 25 U WL ol RDD 2], JF
P IL3514E 0 Tob W H R AS 45 I JZ IF) Spark W AZ AT ALRE o &5 0 - KR — > RDD Sl 334
WK Job HITRAS FIHRAT o RFT- HAT & mlami s Ak 1) A5 s Ak B e R 53 0 B 7 2 S N 20040
B AE T o AR G0 — H = A2 ) 57 RR L HE % &8 Spark Streaming A0 EE, F1KF AR B S IR 2L %
VRZ5 AU 3R G0 Wi i 3R e (0 ml A 2 L A 2R SE N o0 B A i A BE . H AT, SEI 0 B
BORAE HL g Al b N Tz



17.2 KafKa & 844

KafKa /& 1 LinkedIn F A& — 0 AnzUH B R4, T Scala 4S5, 1 nl KV
s M2 2 A o H ar TR 20 A 2CAL B R S8 4 Cloudera. Apache Storm. Spark i J1]
+ 385 KafKa [F4E K.

17.2.1 KafKa 45 &

(1) ARKEIR . F25E n] 5 B RAL I .

(2) EIAHUHISEEL TR 2255 6E )y, [RIIAT FHAS E 1) Zookeeper ZERF T 2 KafKa 4E

(3) 9L 7 il or D S BAAIEL G G ELBA A1 MQ(Message Queue)) BLAAE 7 4
TH D¢ 8 R U

(4) Fr AMCAFEH AR 2, RIS 2L T YE RGEN LI ZeroCopy HUK,
YT EE AL O R

17.2.2 ZeroCopy #& K

1. 145 VO #EEER

Pridg1# QLA VO 5% U0 i) —#H{ERGEWNEZ—H ) VHE—##1ER
BN~ 5% (GRS VO B2 VO (RSO .

2. ZeroCopy f{FEHIAR

PR3 GEFHEEE VO 84S 10 i) —31E R NZ— M5 13 GRS
/O B M 4% 1O P s0

P SV NS TIHFERGE R, H ZeroCopy THEFR 2 R 1Lt Rl AR 3 THER
WA TERE . SZPr b NIO $ K FileChannel [¥] transferTo # L1 ZeroCopy H AR$ETHE
e GHER T2t X Z i EdE E A, $27F T VO 1Efg). H N JZ 1) transferTo 7771 A
RIE T — D WETR R R RERAE, HERAEIFEAN S B DNERAE RGN AZ T B P A
=, PR 7 R NAZ S X 5 N 22 o0 X 22 (] A B AR R0 A S 7 W
JZ 10 R B W it e B i A B H P N ZE, R e A AE N AZ Sz 0P X 3 N
2 X 22 TR) R 2SR S it 72

17.2.3 KafKa fi# 13 /732
AR AR B AL R AT %R B KafKa SR8, 117 KafKa #A A 2 445 22 i) iy
) — R S R F . Topic KoR/rR TR, A= 1 Bl -2 X 3 KafKa BfFH i)

AN FEHEMNZ T, G353 KafKa S8 p f7IUEGE Topic 3= 8T Partition 43 [X.
14 KafKa 5€ XIS 2880 10— PR AE G 45 M)« 5810 DX IR R 2 18 4 B ) 3

AR E O — R RS, i HEEE RS HAA) KafKa 15 5. KafKa 724 #R5E FW H 5
1) 5 1 52 e 22 44) 4 Flume+KafKa+Spark Streaming. .
=
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17.2.4 KafKa % A 3.5 4% ¢ 4

KafKa P35 MR % Topic (—FiEsfEhirg 8R4, 44 Topic X HiR% 4
X (partition), A4 X 1 (AR SRS A AT A 240 . B2 1 H BRIk
RO B IS RS B Coffset), MRS BHm A By Hotr,  TIBR 5308 24 R INF i

17.2.5 KafKa 6 T £

1. fif TR

11+ KafKa J2igfT7E JVM V-5 LI mfF, e KafKa 2 [ E 5 4%
JDK. t1F KafKa i i Scala i 5 JF &, fEIE 4T Z 11 73 {5 ) Scala [ 18 45K 5¢ B 5 4 15
IRl e A 22 2% KafKa 22 [ i i % 3E Scala. X1 JDK 5 Scala [1)% %% n] 22 2% Hadoop M b 45
FHR T .

2. Zookeeper ()2t

77 KafKa # DUERE /700217, W KafKa 7 fifB) Zookeeper 5¢ lcE i 5 2 . KafKa
) A JE T e O AR R 2, & P KafKa [ Zookeeper H & 77 SEUI = A 3ERE JJ o
Rl B KafKa ZE 111 Zookeeper 70l LLAERE 77 S IZ 4T, 78 %2 %% KafKa 2 [ # F Zookeeper
Felf. KT Zookeeper SEHFIN 44 7] 2% Hadoop AHKF i .

3. ik KafKa Z23%40

ORI 1) KafKa %2540 n] £ M Chttp://kafka.apache.org/downloads.html) F#k. £
B 2 38 W05 0 R Y Scala WRASULES, A45K H katka 2.10-0.9.0.1.tgz fiiAS .

17.2.6 KafKa £ #% #% &

1. {EPAT Slave i 283 KafKa

tar -zxvf kafka 2.10-0.9.0.1.tgz -C /software/

#eoR: N5k KafKa 785 G404, A F 2% slfdj-nop 4144, F1¥F KafKa (K] )5 & 04T H 4
10,53 % kafka 2.10-0.9.0.1/libs [ 5%
2. TEPTANY Slave 1305, FACE RGN Ay

vi /etc/profile
M KafKa 1122 %% H 5%

export KAFKA HOME=/software/kafka 2.10-0.9.0.1
PATH=$PATH: SKAFKA HOME/bin

source /etc/profile
3. ALHL KafKa
vl /software/kafka 2.10-0.9.0.1/config/server.properties

LN MRENSY AN AY



broker.i1d=0
e B Zookeeper HEf¥
zookeeper.connect=YunSlave(0l:2181,YunSlave02:2181,YunSlave03:2181

e OARCE DL SlaveOl 7 i bl Aic &, oAl %> Slave 15 & [ ¥ brokerld {H &
AN [FH .

17.2.7 & % # {¢ A KafKa % #

1. i35l Zookeeper At

cd /software/zookeeper-3.10/bin

./zkServer.sh start
Jps
cd -

2. Bzl KafKa #5f

cd /software/kafka 2.10-0.9.0.1/bin

nohup ./kafka-server-start.sh ../config/server.properties &

Jps

cd -

3. gl

./kafka-topics.sh --create --zookeeper YunSlave01:2181,
YunSlave02:2181,YunSlave03:2181 —-replication-factor 3 —--partitions 1

—-—topic HelloKafka

Z R -
--zookeeper: 145 € Q1) F U5 B 706 21 ZK SR i3k
—replication-factor: F 45 7€ F 8 Hor BRI AZ =, Horb BIACRLRS 3280 B 1 i3 204k
—partitions: FT-¥5 & QI EE ) 38 R 17> X 2 E

—-topic: FTFaE G LT 3-8 44 Fr

4. 7% KafKa 18

./kafka-topics.sh --describe --zookeeper YunSlave01:2181,YunSlave02:2181,
YunSlave03:2181 —--topic HelloKafka

Poom: EER ZRK R, MNP HRE KafKa SEHE P52 10 10 H E RS B
5. Bz KafKa L@~

./kafka-console-producer.sh —-broker-list YunSlave01:9092,YunSlave 263
02:9092,YunSlave03:9092 —-topic HelloKafka 2%
this is first test!

this 1s second test02! ;;
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B BURBATARER 4 ks H 4% B KatKa SERERC . JALE R KafKa S 5
Zookeeper Y42 AEHAE YunSlave [ =& 77 5i L, LA

_broker-list: H 1355 KafKa ZEHF T a4 22,

—topic: FHT¥57E Z A7 i 21| KafKa FE1F 1) 38 H 5% .

6. kigh KafKa {ii9%¢#

./kafka-console-consumer.sh —-zookeeper YunSlave01:2181,YunSlave02:2181,

YunSlave03:2181 --from-beginning --topic HelloKafka

e, LIRS E 2 s e L KafKa Z28F P 0 B R e = & FT B0 .
VH A ZK R R KafKa 17 A5 BiE$: ) KafKa 428, Hr,
—-topic: H]TF5¢ M KafKa GEFEHE MUCEHE 1) 3-8 H 3% .

NFE:

(1) kafka-console-producer.sh #= kafka-console-consumer.sh %) % F F & KafKa 493=
wle T H.,

(2) & F KafKa Z—ANH.&F A, BAKEAMEAZAOGER, Biud > 5 FH
A Z B TAER BB, BPA T Al Tt E X8 SRR AR REAE

17.2.8 45k KafKa % 2%
5% 11 KafKa SR 75 705 2651 KafKa 15 00T BA T iR A58 BB 0 _BIT) Katka HEFE.

cd /software/kafka_2.10—0.9.0.1/bin

./kafka-server-stop.sh
{12 JE ARG jps A A A%, R P Katka HEFEWY 2K -
jps

17.2.9 KafKa £ 5% Flume

(1) #7840 KafKa P ARG Flume, 7] 56444 Flume ZE 5,

(2) 7F KafKa fE#E P 42 5l Flume 251 ] KafKa [1) Flume ffif, HeddifF2e 6 W 1) KafKa
AR AT S . Flume 14 KafKa [ 7 v A2 7 8 4 #2231 KafKa SRFH, 7850 BON 2N
HZ0ECE Flume (1) Sink 21 FRI AT

(3) KafKa il Flume SR Sink 417 Fc & <11 -

producer.sources.s.type = spooldir

producer.sources.s.spoolDir = /home/hadoop/dir/logdfs
producer.sinks.r.type = org.apache.flume.plugins.KafkaSink
producer.sinks.r.metadata.broker.list=YunSlave01:9092,YunSlave02:9092,Y
unsSlave03:9092

producer.sinks.r.partition.key=0



producer.sinks.r.partitioner.class=org.apache.flume.plugins.
SinglePartition
producer.sinks.r.serializer.class=kafka.serializer.StringEncoder
producer.sinks.r.request.required.acks=0
producer.sinks.r.max.message.size=1000000
producer.sinks.r.producer.type=sync

producer.sinks.r.custom.encoding=UTF-8

N B B R B B

producer.sinks.

ﬁ%ﬂi:

@© KT Flume [FJAH I & B HA8 15 H 4727 Hadoop AH KT 1.

@) 1ELERL Flume 1) KafKa S8+ 20 [6] B ) 2 Flume 28 A1 KafKa S5 7 .

B FE BRI A AN 73 B 3% 50 T, AL FH Flume+KafKa 5¢ BCEH WS A& B A 55 1k .

17.3 Socket 5 1E1E

.custom.topic.name=HelloKafka

17.3.1 netcat M % Socket & 4| 4 1L A

netcat J& KAk T Socket [{J2 il &5 2405 T (fRjFK ned, & [A) I L2 20 5 Jil 55 i
FUR 8% 7 S i e o 55 S 87 DTREHA I & SN (R Bl Socket 4% 38 1 1 F2 1 IR 45 i 1)
= B R s ok, FOEE R B 17.1 Fros.

192.168.37.153
' )
e 1y ﬁ%ﬁ;ﬁ@

e M B j PNIE

nc? i ncfli 55 i

Console 143 192.168.37.153 9999 —~ Console
A | J \ A
nc 192.168.37.153 9999 nc-1 9999
K 171

i Linux R 232565 ne f 2l CAFAE T B AE %235 Linux F 48 3 H 22255 o 28 300
i T H .
(1) J35) ne M55, FE0E 407 FEHLIFT 9999 ¥ 11 .

nc -1 9999
(2) Ja8) ne %) i, FEIEREE 5 14 9999 11 ne AR 55 i o

nc 192.168.37.153 9999

PeoR: W ne 257 i B W T IERE, W) ne A4S it FERE 2 45K . 7E 5 4L Spark Streaming
MR, L Spark Streaming i 78 4 ne %5 7 i (1) £ {71,
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(3) iz1T Spark F /7 #2 it [1Y) Spark Streaming F451 .
KM ne 27 i IF J3 80 ne Mr55 S, [AINAERE B S A R iy 22T HEp1K . Spark
Streaming [PJIZ 4TI FEUN T -

./run-example org.apache.spark.examples.streaming.NetworkWordCount
localhost 9999

BAT 2 iR -

iRy 4 F 7~ Spark Streaming Ff il ik 3 511% 2 localhost 9999 A1 Al 45 BEFE K 12 B (hr
BO o AP o A5 JovkaE B4 € 1 ENLERE IR 55 B B BB ek e R, R
P AL B 25 B AT I B A AL 1 7 22 )0 B)) Job SR 58 Rl A AL BEE ¥+ Spark Streaming F2 )7

Spark Streaming 5 Strom AH[R], Y2041 — 5 I [R] [R] B 20 45 2 AR U . s '—JZ
e 2 Ui A KafKa £68F, A K A 10 Flume. FERIRV A . 2800 1 & 55 HoAth 2,
KafKa MIiX£E2% “'EJJH_LERﬁIHf_"? SRIGHATGE T 70 M. Spark Streaming 7 U — X #HE8 4¢
v XGRS

Spark Streaming 5 Strom AH[A], —HEa{HEASEIE, K& A AEH# A A& — &

FFAE

17.3.2 A F A# 4 Spark Streaming /7% X, 2 4& o~ 41 & £

1. ik

10 38 [a] B 4140 Socket i 1Y 04k » K5 H7 BB 1 2040 & 1 Spark Streaming %1l 5 47
EH kK

2. Spark Streaming §1f{{j Socket ¥ I

PR SEHLLN T -

package com.bnyw.bigdata.spark.streaming.local;

import org.apache.spark.SparkConf;

import org.apache.spark.api.java.JavaRDD;

import org.apache.spark.api.java.function.VoidFunction;

import org.apache.spark.streaming.Durations;

import org.apache.spark.streaming.api.java.JavaReceiverInputDStream;

import org.apache.spark.streaming.api.java.JavaStreamingContext;

@SuppressWarnings ("unchecked")
public class SocketToPrint ({
public static void main(String[] args) throws InterruptedException {
SparkConf conf=new SparkConf();
conf.setMaster ("local[2]");
conf.setAppName ("WordCountOnLine") ;
JavaStreamingContext jsc=new JavaStreamingContext (conf,
Durations.seconds (5));
JavaRecelverInputDStream<String> JobLines=jsc. socketTextStream (
"CloudDeskTop", 9999) ;
JobLines. foreachRDD (new VoidFunction<JavaRDD<String>> () {

@Override



public void call (JavaRDD<String> javaRDD) throws Exception {
long size=javaRDD.count () ;
System.out.println("————- foreachRDD-call-collection-
size:"+s1ze+"——————— ") ;
javaRDD. foreach (new VoidFunction<String> () {
@Override
public void call(String line) throws Exception ({

System.out.println(line);

}):

1) ;

jsc.start (),

System.out.println("---—----—- already start-—--————-—-— my
jsc.awaitTermination () ;

System.out.println("-——————- already await-———-———- my -

jsc.close () ;

System.out.println("-—-———-—- already close-————————- ") ;

}

DStream, RDD 4 Partition [1) &% #0732 4 1790 5k Row, {H DStream "7 A 2 45 5k
WAZR 1> RDD, [fi{F RDD H Al 2 4510 sk 0 A8 pl Partition. A RDD 251 LT 1) £
YE# )& T Spark Core ] Job #4E, Job #EfEIH AR 7 i Z 5. Mi{E RDD Z MY AT 1
PAEA 22 i Driver AW #4E, A= Job 225 . javaRDD.count()iR|7][1] /& RDD
LA HITIE K row AR (R84 long), javaRDD.getNumPartitions()i [F][#] /& RDD &
R AL LGP 43 X partition [P E (ZE28 4 int). 1T partition +& row [FJEEF, Bl—) partition
P 24T 5k row, A row M2 0 1 partition [F A= 4 E A 0.

3. LT AHD Spark Streaming 11 Socket F 4l

(1) {E CloudDeskTop 7 xi | JF )5 Socket Wil ik 55

[hadoop@CloudDeskTop software]$ nc -1 9999

(2) 7E Eclipse "HizfT FIACHS . — HACHL I URIEAT, 80 6 8 1 s th s, (H23y
AT .

System.out.println ("--——— foreachRDD-call-collection-size:0-—————- ") ;
(3) jR[1 % CloudDeskTop 17 x5 [F) 45 il 5 % A\ Z0 4 -

liyongfu

P XA Eclipse 420 ST E1, Db -

System.out.println("-———— foreachRDD-call-collection-size:l-—————— ")
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liyongfu

(4) #7iR[\| % CloudDeskTop 15 fi =il & L, Pridiim A AT £ -
liyongfu

ligang

W Eclipse 47l £ 17 B[S 4y i -

liyongfu

17/08/19 18:09:00 INFO Executor: Finished task 0.0 in stage 4.0 (TID 5).
925 bytes result sent to driver

17/08/19 18:09:00 INFO TaskSetManager: Starting task 1.0 in stage 4.0 (TID
6, localhost, executor driver, partition 1, ANY, 6261 bytes)

17/08/19 18:09:00 INFO Executor: Running task 1.0 in stage 4.0 (TID 6)
17/08/19 18:09:00 INFO TaskSetManager: Finished task 0.0 in stage 4.0 (TID
5) in 62 ms on localhost (executor driver) (1/2)

17/08/19 18:09:00 INFO BlockManager: Found block input-0-1503137339200
locally ligang

4. SRS 2 B

JobLines #& DStream 5%, &+ EHAtE S . EHEHE K 3 Socket i I [ F14 35 HL,
— N EER SRS (W JobLines) X — MR E IS ]y B (WX By 5 870D ide
FIEHE 0 AT ZEPE ISR PL RDD A TEE, B A T B RRES T+, EiE
MG X G A8 RDD G EEH T4 EHd 5. BT Streaming AE4L A M EH YA
SAHTA B, S AR A X S JobLines HE 2 /DA77 — A ]S A 2311 RDD A 4% (1R
i) javaRDD), R ESCH Y e AT 2 s i 175 00 & 2> 24T Bl it -

F (R4 E I R B EaR B Bl sk B b, sl 58 & 0 % il se A7 7E— A
RDD 6. MR EURE S X R P AFAEZ /DA~ RDD 42550 G I 0]y B A R A
5] BN IR B ] ok 1) e K/, 1ZL B2 i Streaming HEZE H 2 5.

Spark Streaming [r]#¥ )& Spark Core [¥J 2= H, 1] Spark Core 341 RDD 447 Job
¥AE (—> RDD %/ —4~ Job). [t Spark Streaming 2006 2 UM AE &4 G I 2 450
KA AN RDD X%, DAEIEET K= 1 Spark Core HEATALBE

JobLines.foreachRDD J 1Z A 15 % 48 2 A1 1& 1) 3 J& 4 7. /F RDD 2 I [f] Spark
Streaming A4 A 1) B HUERAETE 1), 128 ETE 1) AHX) Spark Core J& 13 SparkCore [1)%5 )}
vy Driver AT AR o BRI i 30 AR AE A b IE AT B U A iz AT =0 R, hmfida 3
FTER 243 ] 55 20 W7 oK o 1] javaRDD. foreach S A0 B 44 Hp (r A AL i 1) 33 3L+ RDD A
S ATHAE ) Spark Core [F14€#%, Spark Core #1F RDD &, K AL ZERL Job 1EMVEEAT
% Spark izt (RIESRE— Worker 15 31 _FISATIX L84S . (AL RDD #RAE 1)
preEs I A S BoR B s 5 .



(1) iR,
MRS

17.3.3 A T % 2 4 Spark Streaming /% X, 2 42 o~ 41 & #1
3k 1 R4 Socket 3 IR I HC , K540I ) 1 KU 4744 51 HDFS 43

(2) Spark Streaming + 7 Socket % I o YOS SZHL U T -

package com

import
import
import
import
import
import
import
import
import
import
import

import

java.
java.

java.

org.
org.
org.
org.
org.
org.
org.
org.

org.

.bnyw.bigdata.spark.streaming.cluster;

apache
apache

apache

apache.

apache

apache.

apache

apache.

apache

10.I0Exception;
net.URI;
net.URISyntaxException;

.hadoop.conf.Configuration;

.hadoop.fs.FileSystem;
.hadoop.fs.Path;

spark.
. spark.
spark.
. spark.
spark.

. spark.

SparkConf;

apl.java.JavaRDD;

apl.java.function.VoidFunction;

streaming.Durations;

streaming.api.java.JavaRecelverInputDStream;

streaming.api.java.JavaStreamingContext;

@SuppressWarnings ("unchecked")
public class SocketToHDFS ({

private static FileSystem fs;

static/{

}

Configuration conf=new Configuration();

try

{

fs=FileSystem.get (new URI ("hdfs://nsl/"),

conf, "hadoop"):;

} catch (IOException | InterruptedException | URISyntaxException e) {

e.printStackTrace () ;

public static void main(String[] args) throws InterruptedException,

IOException ({

Path output=new Path ("/spark/streaming/output");

if(fs.exists (output) ) fs.delete (output, true);

SparkConf conf=new SparkConf () ;

conf.setAppName ("WordCountOnLine") ;

JavaStreamingContext jsc=new JavaStreamingContext (conf,

Durations.seconds (5)) ;

JavaReceliverInputDStream<String> JobLines=]sc.socketTextStream
("CloudDeskTop",9999);
JobLines.foreachRDD (new VoidFunction<JavaRDD<String>> () {

@Override

public void call (JavaRDD<String> javaRDD) throws Exception ({

long size=javaRDD.count();

System.out.println ("

foreachRDD-call-collection-size:

Spark Streaming
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"+SiEe+" _______ n);
1f(0!=size) javaRDD.saveAsTextFile ("/spark/streaming/

output") ;

270 }
});

Jjsc.start ()
jsc.awaltTermination();

Jjsc.close();

}
}

(3) )4 TFEN bin Hak, £ com CHF4TM 2 THEH & B dist Hogo.

cd /project/SparkStreaming-JAVA/bin
jar -cvfe /project/SparkStreaming-JAVA/dist/SocketToHDFS. jar

com.bnyw.bigdata.spark.streaming.cluster.SocketToHDFS com/

(4) FEAEHM L T I24T Spark Streaming 1) Socket |3 .
(D J13)) Zookeeper TEHF .

cd zookeeper-3.4.10/bin/
./zkServer.sh start

jps

cd -

@) 3z HDFS fE£f.

cd /software/hadoop-2.7.3/bin

./start-dfs.sh

Starting namenodes on [master0l master02]

master0l: starting namenode, logging to /software/hadoop-2.7.3/
logs/hadoop-hadoop—-namenode-master(01.out

master02: ssh: connect to host master02 port 22: No route to host
slaveOl: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slavelOl.out

slave02: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slavel02.out

slave03: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slavel03.out

Starting journal nodes [slave0l slave02 slave03]

slave02: starting journalnode, logging to /software/hadoop-2.7.3/1logs/
hadoop-hadoop-journalnode-slave02.out

slave0l: starting journalnode, logging to /software/hadoop-2.7.3/1logs/
hadoop-hadoop-journalnode-slave0Ol.out

slave03: starting journalnode, logging to /software/hadoop-2.7.3/1logs/

hadoop-hadoop-journalnode-slave03.out



3 J33)) Spark FEFF .

cd spark-2.1.1/sbin/

./start-master.sh

starting org.apache.spark.deploy.master.Master, logging to /
software/spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.
Master-1l-master0l.out

[hadoop@master0l sbin]$ ./start-slaves.sh

slaveOl: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slaveOl. out

slave03: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/1ogs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slave(O3.out

slave02: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1l-slave0O2.out

slaveOl: failed to launch: nice -n 0 /software/spark-2.1.1/bin/spark-class
org.apache.spark.deploy.worker.Worker ——webui-port 8081
spark://master01:7077

slaveO0l: full log in /software/spark-2.1.1/logs/spark-hadoop-org.
apache.spark.deploy.worker.Worker-1-slave(Ol.out

slave03: failed to launch: nice -n 0 /software/spark-2.1.1/bin/spark-class
org.apache.spark.deploy.worker.Worker —--webui-port 8081
spark://master01:7077

slave03: full log in /software/spark-2.1.1/logs/spark-hadoop-org.apache.
spark.deploy.worker.Worker-1-slave(O3.out

slave02: failed to launch: nice -n 0 /software/spark-2.1.1/bin/spark-class
org.apache.spark.deploy.worker.Worker ——webui-port 8081 spark://master01:
1077

slave02: full log in /software/spark-2.1.1/logs/spark-hadoop-org.

apache.spark.deploy.worker.Worker-1-slave(O2.out

(5) $&4¢ Spark Streaming I HH #I| Spark £27 .
O Kt H R & A1

[hadoop@CloudDeskTop dist]$ hdfs dfs -1s /spark
Found 1 items

drwxr-xr—-x - hadoop supergroup 0 2017-08-17 11:20 /spark/input

@ 35 ne i RS .

[hadoop@CloudDeskTop dist]$ nc -1 9999

ITETT R s M 4 S e, e ok T St Bty M 4 R 271

@ HH G — R intes Streaming N H BTN (HeALJoZids e BB M R T D
%
[hadoop@CloudDeskTop binl$ pwd 17
/software/spark-2.1.1/bin %
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[hadoop@CloudDeskTop binl$ ./spark-submit --master spark://master01:7077
--class com.bnyw.bigdata.spark.streaming.cluster.SocketToHDFS /project/

SparkStreaming-JAVA /dist/SocketToHDFS. jar

@ il AR I S R, 7E ne kS5 B4 T 6 T 4 A E s (41 my name
is liyongfu):

® HHA A H o2 & CAFAE:

[hadoop@CloudDeskTop dist]$ hdfs dfs -1s /spark
Found 2 items
drwxr-xr-x - hadoop supergroup 0 2017-08-17 11:20 /spark/input
drwxr-xr-x - hadoop supergroup 0 2017-08-19 17:47 /spark/streaming
[hadoop@CloudDeskTop dist]$ hdfs dfs -1s /spark/streaming
Found 1 items
drwxr-xr-x - hadoop supergroup 0 2017-08-1917:48 /spark/streaming/output
[hadoop@CloudDeskTop dist]$ hdfs dfs -1s /spark/streaming/output

Found 3 items

-rw-r--r—-— 3 hadoop supergroup 0 2017-08-19 17:48 /spark/streaming/
output/ SUCCESS

drwxr-xr-x - hadoop supergroup 0 2017-08-19 17:48 /spark/streaming/
output/ temporary

-rw-r--r—-— 3 hadoop supergroup 20 2017-08-19 17:48 /spark/streaming/
output/part-00000

[hadoop@CloudDeskTop dist]$ hdfs dfs -cat /spark/streaming/output/part-
00000

my name 1s liyongfu

Spark Streaming J{ AN i& 516 ] javaRDD.saveAsTextFile /7 A7 fiff Uit 2 & i 21 HDFS 4E
#F,  ROMAERT € I ) BB A S dom s il sk mAH XD, s i o A 24
RDD %4, B> RDD £E&#i4Ei% 3] Spark Core I 4T saveAsTextFile J7 i E06s f= 4k
—/NBT ) Job, AN Tob #SxAEXS MR M H % (WAL output H) T EIE
FRALT part-0000X 1) 3. fE DStream [] foreachRDD i%ACHT, Ay RDD fEHAT
saveAsTextFile /7 V40 7= 4 1] part-0000X A F2:#% Jim 10l [ RDD 78 i , [A Il 7E Spark Streaming
W AT 5E R R AR B 5 J5 — 1 RDD X R «  oh SEE & dleim 20 A s (R 2dls ANl 7
i, A SO B IE o7 =R SEHL .

1734 R FHEHEBLXTOE A /O iHo #7 5 #

IR EHEAE B, ANET) RDD #H8)&AH [E i seAF U= 0 s . IR T 4L
AN ] {4 FH saveAsTextFile /772, MNAE Task H4{i ] FileSystem 1] /O it W4T 41k
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package com

import
import
import
import
import
import
import
import
import
import
import

import

java.
java.
java.

java.

org.
org.
org.
org.
org.
org.
org.

org.

.bnyw.bigdata.spark.streaming.cluster;

apache
apache
apache

apache

apache.
apache.

apache.

apache

i0.I0OException;
net.URI;
net.URISyntaxException;

util.Iterator;

.hadoop.conf.Configuration;
.hadoop.fs.FSDhDataOutputStream;
.hadoop.fs.FileSystem;
.hadoop.fs.Path;

spark.
spark.
spark.

. spark.

SparkConft;

apl.java.JavaRDD;

apl.java.function.VoidFunction;

streaming.Durations;

import org.apache.spark.streaming.api.java.JavaReceiverInputDStream;

import org.apache.spark.streaming.api.java.JavaStreamingContext;

@SuppressWarnings ("unchecked")
public class SocketToHDFS2 ({

private static int count;

private static FileSystem fs;

private static final String outPath="/spark/streaming/output";

static/{

}

Configuration conf=new Configuration();

try {

fs=FileSystem.get (new URI ("hdfs://nsl1l/"), conf,

"hadoop") ;

} catch (IOException | InterruptedException | URISyntaxException e) {

e.printStackTrace () ;

private static void saveline (Iterator<String> its) throws IOException({

}

public static void main(String[]

Path outFile=new Path (outPath+"/part-"+count++);

FSDataOutputStream dos=fs.create (outFile, true);

try{

while(its.hasNext ()) {

String line=its.next();

}

dos.writeUTF(1line+"\n") ;

dos.flush () ;
}finally({

dos.close() ;

IOException {

args) throws InterruptedException,
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Path output=new Path (outPath):;
1f (fs.exists (output) ) fs.delete (output, true);
boolean flag=fs.mkdirs (output);

274 if (!flag)return;
SparkConf conf=new SparkConf ();
conf.setAppName ("WordCountOnLine") ;
JavaStreamingContext jsc=new JavaStreamingContext (conf, Durations.
seconds (5) ) ;
JavaReceliverInputDStream<String> JobLines=7]sc.socketTextStream
("CloudDeskTop", 9999) ;
JobLines. foreachRDD (new VoidFunction<JavaRDD<String>> () {
@Override
public void call (JavaRDD<String> javaRDD) throws Exception {
long size=javaRDD.count () ;
System.out.println("-———- foreachRDD-call-collection-
size:"+size+"——————— ") ;
1f (0==s1ize)return;
javaRDD. foreachPartition (new VoidFunction<Iterator
<String>> () {
private int count;

@QOverride
public void call (Iterator<String> its) throws Exception {

savelLline (1its) ;

});

});
jsc.start () ;

jsc.awaltTermination() ;

jsc.close () ;

}
2. P45 Spark Streaming {CRAFT 2 T FEH & PV dist H >

[hadoop@CloudDeskTop bin]$ pwd

/project/SparkStreaming-JAVA/bin
[hadoop@CloudDeskTop bin]$ jar -cvfe ../dist/SocketToHDFS2.jar com.bnyw.
bigdata.spark.streaming.cluster.SocketToHDFS2 com/

3. B33 nc k552

[hadoop@CloudDeskTop bin]$ nc -1 9999

4. J33)) Streaming v H A

[hadoop@CloudDeskTop bin]$ pwd



/software/spark-2.1.1/bin

[hadoop@CloudDeskTop bin]$ ./spark-submit --master spark://master01:7077

—-—class com.bnyw.bigdata.spark.streaming.cluster.SocketToHDFS2

/project/SparkStreaming-JAVA/dist/SocketToHDFS2. jar

5. 1F nc IR55yats il fhilh/ete/sysconfig/metwork—scripts/ifcfg—eth0 LG 25T

i HDFS B e 05 AL

[hadoop@CloudDeskTop software]$ hdfs dfs -1s /spark/streaming/output

Found 2 items

-rw-r—--r—--— 3 hadoop supergroup 173 2017-08-20 14:12 /spark/streaming/

output/part-0
-rw-r—-—-r—-— 3 hadoop supergroup 15 2017-08-20 14:11
/spark/streaming/output/part-1
[hadoop@CloudDeskTop software]$ hdfs dfs -cat /spark/streaming/output/

part-0

DEVICE=ethO

TYPE=Ethernet

ONBOOT=yes

NM CONTROLLED=yes

BOOTPROTO=static

IPADDR=192.168.37.154

NETMASK=255.255.255.0

GATEWAY=192.168.37.2

DNS1=192.168.37.2
[hadoop@CloudDeskTop software]$ hdfs dfs -cat /spark/streaming/
output/part-1

DNS2=8.8.8.8

17.4 KafKa =455 1E

17.4.1 A F Receiver # &, ¢§ KafKa £ &

(1) 1% Spark Streaming I F 3.

JavaStreamingContext jsc=JavaStreamingContext.getOrCreate

(checkpointDirectory, factory);

(2) VH 9 A% KatKa SO N Ed@ LR E GERR —EdrifLiticg, [
NS R WU 2D . — RSO, BN X (Partition) XA — MR,

(Thread)Map<String, Integer> topicThreadNum=new HashMap<String, Integer> () ;

(3) BEALIRE A PIIERE, SePrtRfE Streaming #2203 3 AN, B

B PR . 1ZA4bFE B Key 72 topic FREAZAFK, 1% 844 5K 7 B4E KafKa 2E1E
Fetdse e, AT
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topicThreadNum.put ("HelloKafKa", 2);

(4) BIEIET KafKa P PRI H 7.

276
JavaPalirReceiverInputDStream<String, String> linelList=KafkaUtils.

createStream(jsc,"YunSlave01:2181,YunSlave02:2181,YunSlave03:2181",

"FirstConsumerGroup", topicThreadNum) ;

R R P oo R e (LA IuFEUKR Key, I Key — A EL
R, B AN 0 EACEK value, I value Fon AT IC KB ). createStream J7 VA S 4]
B—1N24: For StreamingContext.

SB35 KafKa G052, HEmiEs: KafKa FERFhr U -

=2 %: KK Spark Streaming 14 KafKa 2EBF 17 2¢ 4 ID 44 8%, % ID HE XIF
PR¥FME—

FVUNZ%0: IR Spark Streaming 1% % KafKa SE#F 95 € T A PR A2 2 .

% LA Z 8. R x Streaming X 2 HCE] ) B HE W A7 Sl CERINE A
StorageLevel MEMORY AND DISK SER 2, E/nA{7if2E NAFFIBERD)

(5) 1345 DStream X % )i J ) 2E15:4F 5 Socket #A/E AL AH [A] -

JavaDStream<String> wordList=linelList.flatMap(new FlatMapFunction<
Tuple2<String, String>, String> () {
@Override
public Iterable<String> call (Tuple2<String, String> tuple) throws
Exception {
String line=tuple. 2;

return Arrays.asList (line.split ("™ "));

1) s

(6) JashiEdht.
@ Ji5l) Zookeeper 4ET

cd /software/zookeeper-3.4.10/bin

./zkServer.sh start
Jps
cd -

@) oz KafKa 528

cd /software/kafka 2.10-0.9.0.1/bin

nohup ./kafka-server-start.sh ../config/server.properties &



3 B F
——topicH IR E Streaming® F i 2 1) 3 8 44 R

./kafka-topics.sh --create --zookeeper
YunSlave01:2181,YunSlave02:2181,YunSlave03:2181
—--replication-factor 3

——partitions 1

—-—topic HelloKafka

@ BT AR 1) producer FF7E Shell £l & i A PIAT AL, --topic

R € Streaming 75 7 Vi i H2 1) 35 1 A4 K

./kafka-console-producer.sh —--broker-1list
YunSlave01:9092, YunSlave02:9092, YunSlave03:9092 —--topic HelloKafka

this 1s first test!

this 1s second test02!

® J%) HDFS 4E#f:

start-dfs.sh

Starting namenodes on [master0l master02]

master0l: starting namenode, logging to /software/
hadoop-2.7.3/1logs/hadoop-hadoop-namenode-master01.out

master02: ssh: connect to host master02 port 22: No route to host
slave02: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slave(02.out

slave03: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slave03.out

slave0l: starting datanode, logging to /software/hadoop-2.7.3/
logs/hadoop-hadoop-datanode-slave(l.out

Starting journal nodes [slave0l slave(02 slave03]

slave0l: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave0Ol.out
slave02: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave(02.out
slave03: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave03.out

® Ji75)) Spark ZEH:

start-master.sh
starting org.apache.spark.deploy.master.Master, logging to /software/

spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.Master-1-

master0l.out

[hadoop@master0l sbinl$ ./start-slaves.sh 277
slave0l: starting org.apache.spark.deploy.worker.Worker, logging to / N
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker. #
Worker-1l-slaveOl.out 17
X
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slave03: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slave0O3.out

slave02: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.

Worker-1-slave(O2.out
(D) 1&47 Spark-Streaming F£ )7 FF 0 55 A2 0 & 14T EL 4
17.4.2 A& T Direct # X, 49 KafKa % =&,

KafKa using Receiver £ :C | i W) ZK FLBF (1) &R TH:4E, BT Streaming
2 N ERFELEF v in) ZK SERER ] g 20 ZK ZEBE P IRAF 1 [ — MRS Coffset fmts &)
W 2 NN AL RN B2, 8 3 2 KafKa SEHF P 08 e R AL # . [R]f ) e RPIR S VT A —
BT B LB AR 2 b B Ok (ks mT R T 0 H AR S L (WAL)). {H404¢ ] Direct
P, PI{ Streaming 1E A VH 9% & HEEEE KafKa 28, DIRUE[F]— KafKa S8 1 1%L
P AR B — Ik, PRUESESS 2 (EINE20T ) WAL £20 .

Direct #<3, , Streaming $5{li /] KafKa J5i/= 1) API H##H:1F KafKa S8 (B AS
i+ ZK 5B ). Direct #5238 & T A A #EB 0 (R KafKa £E8#F 5 Streaming £71if;
B 1 A A BRECHE (1 AR o B Streaming ' RDD [1] partition 5 KafKa 2R 3=
@i Topic " [1Y] partition —%L, U1 Topic H 1] partition #H>4+ HDFS £E#£+ 1] —> Block.

SR b, Direct #zCEES Spark #4% T LA KafKa S 4E N K E AT R A kAl 2 ik
1T b3, Streaming PR UE 55 [ — 2P Y [ K E T+ Streaming i3 H checkpoint HLi (7
Streaming F£ 5 WAS T2 W ] F- B8 2 132 8X checkpoint SCAFSEILVKE ) F5f AMAT i offset i
¥, HEWIKZE KafKa BE8F IS5 — 4500 B30 — P 46# (transfmations), 4
J& 4 SE IR A BE L I )5 ) action #R1E .

1. @l Spark Streaming |- b 3¢

JavaStreamingContext jsc=JavaStreamingContext.getOrCreate

(checkpointDirectory, factory) ;

2. Gl KafKa jo&dli 25

Map<String, String> kafkaParam=new HashMap<String,String>();
kafkaParam.put ("metadata.broker.list","YunSlave01:9092, YunSlave02:9092,
YunSlave(03:9092") ;

3. gl s

Set<String> topics=new HashSet<String>():;

topics.add ("SparkStreamingDirected");

4. QI E L T C)E KafKa BEE LR &R 9800 Spark Streaming 5 A i

JavaPairInputDStream<String, String>



lineList=KafkaUtils.createDirectStream(jsc, String.class,

String.class, StringDecoder.class, StringDecoder.class, kafkaParam,

topics);

5. 3kHLE| DStream %%
HWEsE1E S Socket FxUAH [H]

JavaDStream<String> wordList=linelList.flatMap (new FlatMapFunction<

Tuple2<String, String>, String> () {

@Override

public Iterable<String> call (Tuple2<String,String> tuple) throws

Exception {
String line=tuple. 2;

return Arrays.asList (line.split ("™ "));

1) s

6. JshiishE
1) J33)) Zookeeper 4EHf

cd /software/zookeeper-3.4.10/bin
./zkServer.sh start

jps

cd -

2) )izl KafKa fEEF

cd /software/kafka 2.10-0.9.0.1/bin

nohup ./kafka-server-start.sh ../config/server.properties &
3) BEH BT
——topicE R EStreaming%E J b i 2 1) 3 R 44 B

./kafka-topics.sh --create —--zookeeper
YunSlave01:2181,YunSlave02:2181,YunSlave(03:2181
—--replication-factor 3

——partitions 1

-—-topic SparkStreamingDirected

4) IEE A= AR 1Y) producer F14E shell 51l & % A P4 T I 204

--topic Z #3155 Streaming 75 7 Vi i 1) A K

./kafka-console-producer.sh —-broker-list
YunSlave01:9092, YunSlave02:9092, YunSlave03:9092 —-topic
SparkStreamingDirected

this 1s first test!

this 1s second test02!
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5) Ji3) HDFS 42

start-dfs.sh

Starting namenodes on [master0l master02]

master0l: starting namenode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-namenode-master01.out

master02: ssh: connect to host master02 port 22: No route to host
slave02: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slave(02.out

slave03: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slave(03.out

slaveOl: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slaveOl.out

Starting journal nodes [slave0l slave(02 slave03]

slaveOl: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave0l.out
slave02: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave02.out
slave03: starting journalnode, logging to

/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave(03.out
6) Ji1%)) Spark FEH

start-master.sh

starting org.apache.spark.deploy.master.Master, logging to /software/
spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.Master-1-
masterOl.out

[hadoop@master0l sbin]$ ./start-slaves.sh

slave0l: starting org.apache.spark.deploy.worker.Worker, logging to
/software/spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1l-slaveOl.out

slave03: starting org.apache.spark.deploy.worker.Worker, logging to
/software/spark-2.1.1/1ogs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slave(O3.out

slave02: starting org.apache.spark.deploy.worker.Worker, logging to
/software/spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.worker.

Worker-l-slave02.out

7) 24T Spark-Streaming F% 7 3 M S 1 5 14T B g
17.5 1O XHSEHFRE

Spark Streaming 1] FLEE 14T € H ok FIOEME, 85 R Ed5 52 A\ Spark Streaming 1] /2

g, K R ER 3 RDD JE53E 4 Job W 424 3] Spark W AZHEAT 20 Hr Al AR EE



package com.

import
import
import
import
import
import
import
import
import
import
import
import
import
import

public

/ /B PR B B

java.
java.
java.
java.

java.

java
org.
org.
org.
org.
org.
org.

org.

17.5.1 K T 24244 4 Spark Streaming
PRSI

bnyw.bigdata.spark.streaming.cluster;

sgl.Connection;

sql.Date;

sgl.DriverManager;

sql.PreparedStatement;

sql.SQLException;
.util.Iterator;
apache.spark.SparkConf;
apache.spark.api.java.JavaRDD;
apache.spark.api.java.function.Function;
apache.spark.api.java.function.VoidFunction;
apache.spark.streaming.Durations;
apache.spark.streaming.api.java.JavaDStream;
apache.spark.streaming.api.java.JavaStreamingContext;

scala.Tupled;
class HDFSToDB {
/ /AR

private static int count;

private static Connection conn;
/ B R AR R AR R

private static PreparedStatement pstat;

static{

}

try

{

Class.forName ("com.mysql.jdbc.Driver");

conn=DriverManager.getConnection ("jdbc:mysqgl://

192.168.37.143:

3306/bnyw?characterEncoding=utfg8",

values(?,?2,2,?2)");

IerDtllr

} catch (Exception e) {

e.printStackTrace () ;

/ /M ERAFAERDD 7Y X K B
private static void batchSave (Iterator<Tupled4<Integer, String,
Double,

Date>>

partition,boolean isOver) throws SQLException/{

1f (1sOver) {

"123456") ;

pstat=conn.prepareStatement ("insert into tuser (uno, uname, height,birthday)
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while (partition.hasNext ()) {
Tupled4<Integer, String, Double, Date> row=partition.

next (),

pstat.setInt (1, row. 1());
pstat.setString (2, row. 2());
pstat.setDouble (3, row. 3());
pstat.setDate (4, row. 4());
pstat.addBatch()

}

pstat.executeBatch();

pstat.clearBatch();

pstat.clearParameters();

lelse(

while (partition.hasNext ()) {
Tupled4<Integer, String, Double, Date> row=partition.
next () ;
pstat.setInt(l, row. 1());
pstat.setString (2, row. 2());
pstat.setDouble (3, row. 3());
pstat.setDate (4, row. 4());
pstat.addBatch();

}

1f (++count%100==0) {
pstat.executeBatch();
pstat.clearBatch();
pstat.clearParameters();

count=0;

}
/ / i RDDEE &+ I
private static void saveToDB (JavaRDD<Tupled<Integer, String,
Double, Date>> javaRDD) throws Exception({
try{
final int partitionNum=javaRDD.getNumPartitions();
javaRDD. foreachPartition (new VoidFunction<Iterator
<Tupled<Integer, String, Double,Date>>> () {
private int count;
@Override
public void call (Iterator<Tupled4<Integer, String,
Double, Date>> its) throws Exception ({
if (++count>=partitionNum) {
batchSave (its, true);

lelse/



batchSave (its, false) ;

}) s
}finally/{
pstat.close();

conn.close () ;

}

public static void main(String[] args) throws Exception/({
SparkConf conf=new SparkConf ()
conf.setAppName ("Cluster HDEFS To HDFES");
JavaStreamingContext jsc=new JavaStreamingContext
(conf,Durations.seconds (8));
JavaDStream<String> dStreamLines=jsc.textFileStream

("/spark/streaming/input");

dStreamLines.foreachRDD (new VoidFunction<JavaRDD<String>> () {

@Override

public void call (JavaRDD<String> javaRDD) throws Exception {

int partitionNum=javaRDD.getNumPartitions ()

System.out.println("-————— foreachRDD-partitionNum:"

+partitionNum+ w____ "y ;

1f (0==partitionNum) return;

/ 7 ¥ATIE SR MRS A Jo 2 7 18 5 S P AT B PR 4R A

JavaRDD<Tupled<Integer, String, Double, Date>> mapRDD=javaRDD.

map (new

Function<String, Tupled4<Integer, String, Double,Date>> () {

@Override

public Tuple4<Integer, String, Double, Date> call

(String line) throws

Exception ({

String[] fieldValues=line.split ("\t");

Integer uid=Integer.parselnt (fieldvValues[0]):;

String uname=fieldValues[1];

Double height=Double.parseDouble (fieldValues

[21)

Date birthday=Date.valueOf (fieldvValues[3]);

return new Tupled4<Integer, String, Double

Date> (uid, uname, height, birthday) ;

});
/ / ¥§RDDAF ik 5% 2 B4 e
saveToDB (mapRDD) ;

Spark Streaming



Hadoop+Spark X #7E#& K ( #4RIK )

1) s

Jjsc.start();
m jsc.awaltTermination () ;

jsc.close() ;

17.5.2 4T84 21424 dist 8 &
1. UMIE TR RS 12

[hadoop@CloudDeskTop binl$ pwd
/project/SparkStreaming-JAVA/bin

2. WHERIFAY JAR £2

[hadoop@CloudDeskTop bin]$ rm -rf ../dist/=*

3. H&i#t JAR &2

[hadoop@CloudDeskTop binl]$ jar -cvfe ../dist/HDFSToDB.
com.bnyw.bigdata.spark.streaming.cluster.HDFSToDB com/
[hadoop@CloudDeskTop bin]$ 1s ../dist/
HDFSToDB. jar

17.5.3 B &% #

1. i35l Zookeeper At

cd zookeeper-3.4.10/bin/
./zkServer.sh start

cd -

Jps

2. BZ) HDFS 45

./start-dfs.sh

Starting namenodes on [master0l master02]

master0l: starting namenode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-namenode-master01.out

master02: ssh: connect to host master02 port 22: No route to host
slave02: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop—-datanode-slavel02.out

slave03: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slave03.out

slaveOl: starting datanode, logging to /software/hadoop-2.7.3/logs/



hadoop-hadoop-datanode-slaveOl.out

Starting journal nodes [slave0Ol slave02 slave03]

slave0l: starting journalnode, logging to /software/hadoop-2.7.3/1logs/
hadoop-hadoop-journalnode-slave(Ol.out

slave02: starting journalnode, logging to /software/hadoop-2.7.3/1logs/
hadoop-hadoop-journalnode-slave02.out

slave03: starting journalnode, logging to /software/hadoop-2.7.3/logs/

hadoop-hadoop-journalnode-slave03.out
3. K3zl Spark it

./start-master.sh

starting org.apache.spark.deploy.master.Master, logging to
/software/spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.
Master-1l-master0Ol.out

[hadoop@master0l sbin]$ ./start-slaves.sh

slaveOl: starting org.apache.spark.deploy.worker.Worker, logging to/
software/spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1l-slaveOl.out

slave03: starting org.apache.spark.deploy.worker.Worker, logging
to/software/spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1l-slave(O3.out

slave02: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.

Worker-1l-slave02.out

4. HERSEN
)78 Spark ) HDFS 4 N5 R U1 T

[hadoop@master0l sbin]$ hdfs dfs -1s /spark/streaming

Found 1 items

drwxr-xr-x - hadoop supergroup 0 2017-08-20 14:12 /spark/streaming/
output

[hadoop@master0l sbin]$ hdfs dfs -mkdir -p /spark/streaming/input
[hadoop@master0l sbin]$ hdfs dfs -1s /spark/streaming

Found 2 items

drwxr-xr-x - hadoop supergroup 0 2017-08-21 00:27 /spark/streaming/
input
drwxr-xr-x - hadoop supergroup 0 2017-08-20 14:12 /spark/streaming/
output
[hadoop@CloudDeskTop installl$ cat userl
100 ligang 1.67 1982-12-28 285
200 zhanghua 1.72 1983-10-12 .
300 chengian 1.78 1981-11-18 *®
400 guanyu 1.56 1996-08-08 17
=

Spark Streaming



Hadoop+Spark X277 K ( #4RiK )

500 zhangfei 1.64 1994-02-25
600 zhaoyun 1.76 1978-06-05

5. Bl MySQL £ %
E3

[root@DBO3 ~]# cd /software/mysql-5.5.32/multi-data/3306/
[root@DBO3 3306]# ./mysgld start

Starting MySQL...

[root@DB03 3306]# lsof -1:3306

COMMAND PID USER FD TYPE DEVICE SIZE/OFF NODE NAME
mysgld 1663 mysql 11lu IPv4 13983 0t0 TCP *:mysqgl (LISTEN)

[root@DB0O3 3306]# cd /software/mysql-5.5.32/bin/
[root@DB0O3 bin]# ./mysgl -h192.168.37.143 -P3306 —-uroot -pl23456 -Dbnyw

-e"show tables"™

[root@DB0O3 bin]# ./mysqgl -h192.168.37.143 -P3306 —-uroot -pl23456 -Dbnyw
-e"createtable if not exists tuser(uid int(11l) auto increment primary
key,uno int(11l),uname varchar (30),height double(4,2),birthday
date)engine=innodb charset=utfg"

[root@DBO3 binl# ./mysqgl -h192.168.37.143 -P3306 —-uroot -pl23456 -Dbnyw

-e"desc tuser"

+——————— - +—————t - +———— +—————— +
| Field | Type | Null | Key | Default | Extra |
+—————— +—————— +———— -t +———— - +
| uid | int(11) | NO | PRI | NULL | auto increment |

| uno | int (11) | YES | | NULL | |

| uname | varchar (30) | YES | | NULL | |

| height | double(4,2) | YES | | NULL | |

| birthday | date | YES | | NULL | |
- - +———— s +———— —— +

[root@DBO3 bin]l# ./mysql -h192.168.37.143 -P3306 —-uroot -pl23456 -Dbnyw
—e"select* from tuser"

6. $£4¢ Streaming v H1 %l Spark 4%
(1) BB 2SR

[root@DB0O3 bin]# ./mysqgl -h192.168.37.143 -P3306 —-uroot -pl23456 -Dbnyw
—e"select* from tuser"

(2) $¢4C Streaming MV .

[hadoop@CloudDeskTop binl$ pwd
/software/spark-2.1.1/bin



[hadoop@CloudDeskTop bin]$ ./spark-submit -—-master spark://master01:7077
—-—class com.bnyw.bigdata.spark.streaming.cluster.HDFSToDB /project/
SparkStreaming-JAVA/dist/HDFSToDB. jar

3) FrzElE I LL R EEHT BN, JFh1Y: Streaming £14 (1 HDES fERFER12 B FALEGE .

(4) AL E s 4 Streaming 14111 HDFS £ERE R 12
[hadoop@CloudDeskTop install]$ hdfs dfs —-put userl /spark/streaming/input/

(5) R ELET G 4T B 2ok o

(6) MHERF LA FE 2 15 AT 2l

[root@DB03 bin]l# ./mysgl -h192.168.37.143 -P3306 —-uroot -pl23456 -Dbnyw

—e"select* from tuser"

R f————— o —— Fm——————— o ————— o —————— B
| uid | uno | uname | height | birthday |

e t————— o —— fm—————— o —————— +

| 1 | 100 | ligang | 1.67 | 1982-12-28 |

| 2 | 200 | zhanghua | 1.72 | 1983-10-12 |

| 3 | 300 | chengian | 1.78 | 1981-11-18 |

| 4 | 400 | guanyu | 1.56 | 1996-08-08 |

| 5 | 500 | zhangfei | 1.64 | 1994-02-25 |

| 6 | 600 | zhaoyun | 1.76 | 1978-06-05 |

R f————— o ——— f————— o ——————— o ——————— +

(7) 2l A, B A IS e I B 2 A K

[hadoop@CloudDeskTop install]$ cp —a userl user?
[hadoop@CloudDeskTop install]$ hdfs dfs —-put user2 /spark/streaming/input/
[root@DB0O3 bin]l# ./mysqgl -h192.168.37.143 -P3306 —-uroot -pl23456 -Dbnyw

—e"select * from tuser"™

- R f————— f————— $————— ————— +

| uid | uno | uname | height | birthday |

e e e e e e +

| 1] 100 | ligang | 1.67 | 1982-12-28 |

| 2| 200 | zhanghua | 1.72 | 1983-10-12 |

| 3| 300 | chengian | 1.78 | 1981-11-18 | 237

| 4 | 400 | guanyu | 1.56 | 1996-08-08 |

| 5 | 500 | zhangfei | 1.64 | 1994-02-25 | EE

| 6 | 600 | zhaoyun | 1.76 | 1978-06-05 | 17
=
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| 7 | 100 | ligang | 1.67 | 1982-12-28 |
| 8 | 200 | zhanghua | 1.72 | 1983-10-12 |
| 9 | 300 | chengian | 1.78 | 1981-11-18 |
288 | 10 | 400 | guanyu | 1.56 | 1996-08-08 |
| 11 | 500 | zhangfei | 1.64 | 1994-02-25 |
| 12 | 600 | zhaoyun | 1.76 | 1978-06-05 |
ot o f————— - o ——— +

S:F5 I+ Spark Streaming f& — LT AR AN . FEFRE P TIRAE T E A
A A BNYE (Action) NIfili % Spark Streaming AEZE 1) H AL P pk %L (EventHandler),
Spark Streaming HE 4L 1 OB 88 SO AT IRAL AR BE
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Pplas ] URPR AN TGS et 35 il WA OC4E B2 IR 2 - O iEARZ i 2, il
N8 LU ] (21 1S B0 VTN ¥ B 8 V. W= R 5 s L R S 25 /NS WL S LE A AN (T D= = VA | B R
KHEAN I % b PAYIGI m] fg = A2 550k A 1) 2 d

Spark [WAL#5 572 2] @S2 AE MLLIB SyAE R 3Gl o MECHER A1 B K4, Spark [F#L
pRE M KA E n A 2 I, Bl AE RDD/DataFrame/DataSet 2 ' [1F) pREUF VL E, 5
{25 R X e S T LA 22 ) IR 25 Fh B8 Can g5 Rh [ml A 8095 305 525 i R EVESS),
12550300 pR B 1P 80 3 /& RDD. DataFrame &k DataSet.

Spark (i K IRT) ¢ K2 E & RDD, H5 Spark WA AT R ER, WA K EAL
JpEE it DataFrame. DataSet 25 5 51 JZ 1) API; 1{i [f] DataFrame fl DataSet #& 4 | #2fk—
MNEEERNE AL ZE I . HLes27 > B RDD. DataFrame 54 DataSet {9255 gl [ ml |n) &2,
A A8 o o o 8 e T P A5 2 P 1) R 5K SE A Y 4 3

Plas sz ) MR g vk 22 M SARHE RS H — A CEIBE AR el B A 20, #ES I
AR SR P 2 B . B — BHASH (B — Bl 2R ) A8 ¥ =Y w0 2cdis b
F R B 14518, 12458 B+ A IR 2 5y Beds 19— i .

MARERTE S (RIEEARL I Z5) 28T ge vt R s ALl 2ds i 43 th 4508, 2 ok
R ThIPIRG Ry, A IR RS BRAERf . [RIE, REIRHLAS 5 ) MO Tl =2
PR GEvE SR A i — FeBi A . O S AR s SR A TV SN HE R (1) I PR g
RN LR, YIS B HER B I B AR KD

18.12 #MBF I Ga £
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18.1.3 Spark B F I B AR E

RDD: [ Spark /4= LUK 2E AT ATAZ L APL.

DataFrame: [ Spark 1.3.x JF4h, F=22H] 1 AbHR B OC R A5 e R £ -
DataSet: [ Spark 1.6.x ¥4, % Spark 2.x B,

Yer: AR R A U] Spark 2.1.1 G RCAS

18.1.4 DataFrame 2 3% 4 4%

A S50 o — AL e 245 B Row X B ITELAAHTHESE (Catalyst) FIHRAT
5% (Tungsten) 5CRCTEEL, AIPEEPEAL 145 RDD v 52 7 5¢ S AT 20 L €, 52
HL—~ pushdown [¥) FHEEE{E. kb RDD 72 /lk55 )2, DataFrame 72 )% )2 14T 912,
i E Jeilii DataFrame o1 3€, 285 4T3 RDD 15

18.1.5 DataSet £ % 4 %4

7F DataFrame J&fil FHEE 5L+ Encoder 4 VR 12 M 22 440 &, B F B A S A 14
A HIEAT NP AT 2N iE e, R D ke A R A AL 3 R M R s e e v SN U R A1 4L
Eedf, HEHET Encoder 1) BERIF OB ST AR AERE: AL A LY GC ML
(FEAR GC K MR g B N AT H R A N B 5 AL ik =5 PR A Scala 510 H] Java i
SYmAE I ZE e (T DataSet #7 BEAT4n 2R 4G &, K DataSet H [ij A ¥ Python
M R): BrIEZAN, DataSet MitAb? . SQL J2 3 ML ] API ZwfeitfT 1 40—

18.1.6 #HAITF| F e b5 &

Spark % —4X, Tungsten 5| Z (]l Spark 2.x H* DataSet {4 FH 1) vF 54125 ) 5 55 —4X Tungten
5|5 (DataFrame {1 H]) AHEG, 7EREIER 3 A7 1HIAT T ACK IR Gede T OX LS ERAE R FE filter,
join, group. distinct 55). I PEVERE L IFETH E EARIAE L LA 710 .

(D G2 ANE T2 RES L IERAE S I — A BCE DI 5 7= A I B L P B
B I DERAE .

(2) B R R gk /D> 2 ok 20 F LA A ds A7 IS HAAR S48 1) £ M 48 e 1L A, Ao F#AIX CPU 1)
1A DA

(3) HEEHENE T CPU S 7 AL E T WAFT, XTFEZBANEE Cn—17
B2 — PNEANRND) U LT H 05 (5 2D HE R Ak, A
AU — B 5 ) 17 ORI T I EERAE, RO D T IR IR AR

18.1.7 Spark 2.x 9 # % H

7E Spark 15 F& 52 0 2 H {7 4 1IbfG NS € A, 93 7] & Spark 1.6.2 A1 Spark 2.1.1.
Horp, Spark 2.x L RS fE KSRV, B EBAX VO #E 71046 . Spark 2.x
[fJ Structured Streaming nJ H B3 T SR B B I, FFXHEUT) Spark £ s nl
HEPITAZ E A SQL & if], X/ Spark 1.x PAHKKIFES .

{t Spark 2.x "1 4L [) DataFrame, DataSet XfW.[FTG FIASE, KO EH AW £, X



FHLTIFR A “End To End Continues Application”, IX s Spark 2.x X 7|4 DAA: i AS (1K) 5 EZRFE

18.2 ¢ % [A] V3

ek [n] 5573 (Linear Regression) & ) F 26 44 2] 15 p& EO0 — A Bl 22 AN F A8 == H A AR &
Z BRI ) — R B[R 0B 71 AN AN H AR SR S SRR 8] B — oo &tk mlH, 24
H A2 1 [B V5 23 B 4 PR A 22 Ju gtk [m] 1S .

Ze Mk [Pl A S S 3 T

R O R EE S (RSP aURE 2 AR IEE, A IEE feature T (x.y.2,...) K
R, s REANAEE. DR AR IHE TN A B AR RN R A —Jog MR,
RAAEZ AN BAENZRR A Z et M=) FRF R EE G &R AU R AR M. 1 B2 (PR
HE label R f(x,y,z,..)&7~) KEATEAINZ: CRIFATIREIEAL), BRI 20010 45 6
FEAE— AN RTF fxyz. ) FXy.z ) E R 2 70 22 PR [P H 1F) R EE 1abel SHFIE{E 41N 1)
HNMAZEE By 5z, )3 RS R . Lot 8 50 By 57922 He A 2 i 42 98 5032 11
FEAi o

18.2.1 &£ o vz o 47t 42

(1) FaE M ek (h BKED;

(2) Hit cost FR%L(1(0)):

(3) FIAHEEE TR CETE SEskTES 10) 1 5 ME ;
(4) BREETRE (BT 8k & CCLRAEEHE DO

18.2.2 M 4 Arit 42

Spark 4 AV T IR SRk AU A S F B, 20 sk A G B pe— AN A
FEART) —HER S5, e 4R N O . AT A AR — &l YA
U)o ORI 5N 7 B . 3T RDD FI DataFrame )5 FEFR A 4t & FEAS KR B . 25T DataSet
R ARG R A, KIIE PR AR PR S SRR B, BB A I (] 982 Hoab
M AT Il s AN TG

18.2.3 A T AKX 6L Haizstt

(1) %57 Scala TFE SparkML, FF7E TFE H & T 614 input A output H %, sample H %
477 Spark-ML [FEAE S, input H sk A7 505 Z i 124, output H s H 147
JECTIUI J5 ) 254

[hadoop@CloudDeskTop SparkML]$ pwd

/project/scala/SparkML
[hadoop@CloudDeskTop SparkML]$ mkdir -p sample/lr input/lr output/lr
[hadoop@CloudDeskTop SparkML]$ 1s

bin input output sample src

Spark #LZ5F T
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(2) RJEEFEAE o

[hadoop@CloudDeskTop sample]$ pwd

/project/scala/SparkML/sample

[hadoop@CloudDeskTop sample]$ cat data

[hadoop@CloudDeskTop sample]$ cat data

(3)

1 7
12
17
18
25
27
34
37
42

0 42

= W 0~ 3 N e W M

AR ] PR A o

package com.bnyw.bigdata.spark.ml.local

import java.io.File

import org.apache.spark.

import
import
import
import
import
import
import
import
import
import
import
import
import
import

object

org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.

org.

apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.

apache.

spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.

spark.

SparkConf
SparkContext
api.java.JavaRDD
ml.
ml.linalg.Vector
ml.
ml.
.regression.LinearRegressionModel
.RDD

feature.VectorAssembler

linalg.DenseVector

regression.LinearRegression

.Row

.DataFrame
.SQLContext
.types.DataTypes
.types.StructField
.types.StructType

LinearRegressionML {

def delDir(file:File) :Unit={
1if(file.isFile| |file.listFiles () .length==0) {
file.delete () ;

return;

}

val fileList:Array[File]=file.listFiles();
filelList.foreach(file=>delDir (file));

file.delete () ;



def main(args: Array[String]): Unit = {
val conf:SparkConf=new SparkConf (),
conf.setAppName ("Local Scala Spark LinearRegressionML") ;
conf.setMaster ("local"™);
val sc:SparkContext=new SparkContext (conf);
val lines:RDD[String]=sc.textFile ("/project/scala/SparkML/
sample/1r", 1);
val featureField:StructField=DataTypes.createStructField("eno",
DataTypes.DoubleType, false);
val labelField:StructField=DataTypes.createStructField("score",
DataTypes.DoubleType, false);
val fieldList:java.util.List[StructField]=new java.util.ArrayList
[StructField] () ;
fieldList.add (featureField) ;
fieldList.add (labelField) ;
val structType:StructType=DataTypes.createStructType (fieldList);
val rows:RDD[Row]=lines.map((line:String)=>{
val fieldVals:Array[String]=line.split('\t');
val dl:Double= fieldvals (0) .toDouble;
val d2:Double=fieldVals(l) .toDouble;
Row (d1l,d2) ;
b))
val sglContext:SQLContext=new SQLContext (sc);
val dflines:DataFrame=sglContext.createDataFrame (rows, structType):
val inputColumns:Array[String]=Array[String] ("eno");
val assembler:VectorAssembler = new VectorAssembler () .setInputCols
(inputColumns) .
setOutputCol ("features") ;
val vecDF: DataFrame = assembler.transform(dflines);
val lrl:LinearRegression = new LinearRegression();
val 1lr2:LinearRegression = 1lrl.setFeaturesCol ("features").
setLabelCol ("score").
setPredictionCol ("pre score") .setFitIntercept (true);
val 1lr3:LinearRegression = 1lr2.setMaxIter (20).setRegParam(0.1).
setElasticNetParam(0) ;
val lr:LinearRegression = 1r3;
val 1lrModel:LinearRegressionModel = lr.fit (vecDF);
val samplePredictions:DataFrame = lrModel.transform(vecDF) ;
samplePredictions.createTempView ("PreScore");
val deviationDF:DataFrame=sglContext.sqgl ("select round (sum(pow

(score-pre score,?2))/

count (features),1l) deviation from PreScore");
deviationDF.show () ;
val rowl:Row=Row (14.0);
val row2:Row=Row (16.0) ;

Spark #L25F 5
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val datalist:java.util.List[Row]=new java.util.ArrayList[Row] ();
dataList.add (rowl)

datalList.add (row2)

m val dataDF:DataFrame=sqglContext.createDataFrame (datalList,

structType) ;

val feaDF:DataFrame=assembler.transform(dataDF) ;

val predictions:DataFrame = lrModel.transform(feaDF);

val selDataFrame:DataFrame=predictions.selectExpr ("features",

"round (pre score,l) as prediction");

selDataFrame. show

val predictResult:RDD[Row]=selDataFrame.toDF () .rdd;

val transRows:RDD[String]=predictResult.map ((row:Row)=>{
val features:DenseVector=row.getAs[DenseVector] ("features");
val prediction:Double=row.getAs[Double] ("prediction");
features+"\t"+prediction

b))

val f:File=new File("/project/scala/SparkML/output/1r");

1f (f.exists () &&f.isDirectory())delDir (f);

transRows.saveAsTextFile ("/project/scala/SparkML/output/1r") ;

sc.stop();

}

(4) {E Eclipse " HAT A ALK, {4 Scala iz47 4<Hh Spark M .
BATZ Ja R S AT EN T

R e +

| features |prediction |

| [14.0]] 60.9 |
| [16.0]| 69.1 |

IEAT 2 Ja A SR R R

[hadoop@CloudDeskTop output]$ pwd
/project/scala/SparkML/output
[hadoop@CloudDeskTop output]$ cat part-00000
[14.0] 60.9
[16.0] 69.1

1824 HTFHEHEHBAGL U as
1. ABEERS F kM

package com.bnyw.bigdata.spark.ml.cluster

import java.io.File



import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import

object

org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.

org.

apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.

apache.

apache

apache

spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.

java.net.URI

SparkConf

SparkContext

apl.java.JavaRDD

ml.
ml.
ml

ml.

.hadoop.fs.

feature.VectorAssembler

linalg.Vector

.linalg.DenseVector

regression.LinearRegression

.RDD

.Row

.regression.LinearRegressionModel

.DataFrame
.SQLContext

.types.
.types.
.types.
.types.

org.apache.hadoop.fs.Path

LinearRegressionML {

var fs:FileSystem=null;

{

}

DataType
DataTypes
StructField
StructType

FileSystem

.hadoop.conf.Configuration

val hconf:Configuration=new Configuration () ;
fs=FileSystem.get (new URI ("hdfs://nsl/"),hconf, "hadoop"™):;

def delDir(file:File) :Unit=({
if(file.isFile||file.listFiles () .length==0) {

return;

}

file.delete();

val fileList:Array[File]=file.listFiles();
fileList.foreach(file=>delDir(file));

file.delete () ;

}

def getStructType (fieldNames:Array[String], fieldTypes:Array[DataType],

1sNUl1lS:Array[Boolean]) :StructType={

1f (fieldNames.length!=fieldTypes.length| |fieldTypes.length!=
1sNU11lS.length) return null;

val

var 1:Int=0;

size:Int=fieldNames.length

var featureField:StructField=null;

val

[StructField] () ;

while (1<size) {

fieldList:java.util.List[StructField]=new java.util.ArrayList

featureField=DataTypes.createStructField(fieldNames (i),

Spark #LE 557
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}

}

fieldTypes(i),1sNU11S (1)) ;
fieldList.add (featureField) ;
i=i+1;
}
return DataTypes.createStructType (fieldList)

def mapStringToRowByRDD (rdd:RDD[String]) :RDD[Row]={

return rdd.map((line:String)=>{
val fieldVals:Array[String]=line.split('\t'");
val dl:java.lang.Double=java.lang.Double.parseDouble (fieldVals
(0)) 7
val d2:java.lang.Double=java.lang.Double.parseDouble (fieldVals
(1))~
Row (d1l,d2) ;

});

def main(args: Array[String]): Unit = {

val conf:SparkConf=new SparkConf ();
conf.setAppName ("Cluster Scala Spark LinearRegressionML") ;
val sc:SparkContext=new SparkContext (conf);
val lines:RDD[String]=sc.textFile ("/spark/ml/sample/lr", 1);
val rows:RDD[Row]=mapStringToRowByRDD (lines)
val structType:StructType=getStructType (Array[String] ("eno",
"score") ,Array[DataType]
(DataTypes.DoubleType, DataTypes.DoubleType) ,Array[Boolean]
(false, false) ) ;
val sglContext:SQLContext=new SQLContext (sc);
val dflines:DataFrame=sglContext.createDataFrame (rows, structType);
val inputColumns:Array[String]=Array[String] ("eno");
val assembler:VectorAssembler = new VectorAssembler() .setInputCols
(inputColumns) .setOutputCol ("features") ;
val vecDF: DataFrame = assembler.transform(dflines);
val lrl:LinearRegression = new LinearRegression();
val 1lr2:LinearRegression = 1lrl.setFeaturesCol ("features").
setLabelCol ("score") .setPredictionCol ("pre score").

setFitIntercept (true);

val 1lr3:LinearRegression = 1lr2.setMaxIter (20);
val lr:LinearRegression = 1r3;
val 1lrModel:LinearRegressionModel = 1lr.fit (vecDF);

val srcRDD:RDD[Stringl]=sc.textFile("/spark/ml/input/1lr", 1);

val srcRow:RDD[Row]=mapStringToRowByRDD (srcRDD) ;

val dataDF:DataFrame=sglContext.createDataFrame (srcRow, structType);
val feaDF:DataFrame=assembler.transform(dataDF) ;

val predictions:DataFrame = lrModel.transform(feaDF);

val selDataFrame:DataFrame=predictions.selectExpr ("features", "round

(pre score,l) as prediction");



val predictResult:RDD[Row]=selDataFrame.toDF () .rdd;

val transRows:RDD[String]=predictResult.map ((row:Row)=>{
val features:DenseVector=row.getAs[DenseVector] ("features");
val prediction:Double=row.getAs[Double] ("prediction");
features+"\t"+prediction

});

val distDir:Path=new Path("/spark/ml/output/1lr");

1f (fs.exists(distDir)) fs.delete(distDir, true);

transRows.saveAsTextFile ("/spark/ml/output/1r");

sc.stop ()

}

2. BERT
1) J33)) Zookeeper 4EHf

cd zookeeper-3.4.10/bin/
./zZkServer.sh start

cd -

jps

2) )iz HDFES 28

start-dfs.sh

Starting namenodes on [master0l master02]

master0l: starting namenode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop—namenode-master01l.out

master02: ssh: connect to host master02 port 22: No route to host
slave0l: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slaveOl.out

slave03: starting datanode, logging to/software/hadoop-2.7.3/
logs/hadoop-hadoop-datanode-slave(03.out

slave02: starting datanode, logging to/software/hadoop-2.7.3/
logs/hadoop-hadoop-datanode-slave02.out

Starting journal nodes [slave0l slave(02 slave03]

slave02: starting journalnode, logging to/software/hadoop-2.7.3/logs/
hadoop-hadoop-journalnode-slave(02.out

slaveOl: starting journalnode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-journalnode-slave(Ol.out

slave03: starting journalnode, logging to/software/hadoop-2.7.3/logs/

hadoop-hadoop-journalnode-slave03.out

3) Ja3)) Spark ZE

297
./start-master.sh -
starting org.apache.spark.deploy.master.Master, logging to/software/
spark-2.1.1/1ogs/spark-hadoop-org.apache.spark.deploy.master.Master-1- 18

-1

=
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masterO0l.out
[hadoop@master0l sbin]$ ./start-slaves.sh
slave0l: starting org.apache.spark.deploy.worker.Worker, logging to/

m software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1slaveOl.out
slave02: starting org.apache.spark.deploy.worker.Worker, logging to/
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slave02.out
slave03: starting org.apache.spark.deploy.worker.Worker, logging to/
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.

Worker-1-slave(O3.out

3. TR AU R TREH SR MY dist H ok

[hadoop@CloudDeskTop binl$ pwd
/project/scala/SparkML/bin
[hadoop@CloudDeskTop bin]$ 1s
com
[hadoop@CloudDeskTop bin]$ jar -cvfe ../dist/LinearRegressionML.jar
com.bnyw.bigdata.spark.ml.cluster.LinearRegressionML com/
[hadoop@CloudDeskTop bin]$ cd ../dist/
[hadoop@CloudDeskTop dist]$ 1s

LinearRegressionML. jar

4. WERTFEAEL
1) EAEHE b6 gt S A H s

[hadoop@CloudDeskTop software]$ hdfs dfs -mkdir -p /spark/ml/sample/lr
[hadoop@CloudDeskTop software]$ hdfs dfs -mkdir -p /spark/ml/input/lr
[hadoop@CloudDeskTop software]$ hdfs dfs -mkdir -p /spark/ml/output/lr
[hadoop@CloudDeskTop software]$ hdfs dfs -1s /spark/ml/

Found 3 i1items

drwxr-xr-x - hadoop supergroup 0 2017-08-24 00:05 /spark/ml/
input/lr

drwxr-xr-x - hadoop supergroup 0 2017-08-24 00:05 /spark/ml/
output/1r

drwxr-xr-x - hadoop supergroup 0 2017-08-24 00:05 /spark/ml/
sample/1r

2) FAEFEARYE HDFS 48 H %

[hadoop@CloudDeskTop 1lr]$ pwd

/project/scala/SparkML/sample/1r
[hadoop@CloudDeskTop 1lr]$ hdfs dfs -put data /spark/ml/sample/lr/
[hadoop@CloudDeskTop 1lr]$ hdfs dfs -1s /spark/ml/sample/lr/

Found 1 items



~YW-r——-Ir—-— 3 hadoop supergroup 50 2017-08-24 00:08
/spark/ml/sample/lr/data
[hadoop@CloudDeskTop 1lr]$ hdfs dfs -cat /spark/ml/sample/lr/data
1 7
12
17
18
25
27
34
37
42
0 42

3) AL EAL B YR £ HDFS 258 H %

= W @O ~ oy 0 e W N

[hadoop@CloudDeskTop 1lr]$ pwd
/project/scala/SparkML/input/lr
[hadoop@CloudDeskTop 1r]$ 1s
data
[hadoop@CloudDeskTop 1lr]$ hdfs dfs -put data /spark/ml/input/lr/
[hadoop@CloudDeskTop 1r]$ hdfs dfs -1s /spark/ml/input/lr/
Found 1 items
—rw-r——-r—-— 3 hadoop supergroup 18 2017-08-24 00:106
/spark/ml/input/lr/data
[hadoop@CloudDeskTop input]$ hdfs dfs -cat /spark/ml/input/lr/data
14.0 0.0
16.0 0.0

4) {E TR H s N OIEA ST 4 H 5 dist

[hadoop@CloudDeskTop SparkML]$ pwd
/project/scala/SparkML

[hadoop@CloudDeskTop SparkML]$ mkdir -p dist

[hadoop@CloudDeskTop SparkML]$ 1s

bin dist 1input output sample spark-warehouse src

5. RFAEWARHIFEAE 5 Spark HifE

[hadoop@master0l bin]$ pwd

/software/spark-2.1.1/bin

[hadoop@CloudDeskTop bin]$ ./spark-submit -—-master spark://master01:7077
—-—class com.bnyw.bigdata.spark.ml.cluster.LinearRegressionML /project/
scala/SparkML/dist/LinearRegressionML. jar

17/08/24 00:35:01 WARN util.NativeCodeLoader: Unable to load native-hadoop
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library for your platform... using builtin-java classes where applicable
17/08/24 00:35:02 INFO spark.SparkContext: Running Spark version 2.1.1

17/08/24 00:35:04 INFO spark.SparkEnv: Registering OutputCommitCoordinator
17/08/24 00:35:04 INFO util.log: Logging initialized @7614ms
17/08/24 00:35:04 INFO server.Server: jetty-9.2.z-SNAPSHOT

6. FAEIESTTIRINE R

[hadoop@CloudDeskTop ~]$ hdfs dfs -1s /spark/ml/output/lr

Found 2 items

300

-rw-r-—-r—— 3 hadoop supergroup 0 2017-08-24 00:36 /spark/ml/
output/lr/  SUCCESS

-rw-r—-—-r—— 3 hadoop supergroup 24 2017-08-24 00:36 /spark/ml/
output/1r/ part-00000

[hadoop@CloudDeskTop ~]$ hdfs dfs -cat /spark/ml/output/lr/part-00000
[14.0] 60.9
[16.0] 69.1

183 5 £ &

BRI FLEAAIRZ , W ERI M LA K-Means JRIRGLL, & FphIk T RE &1
IEACHIE, BIFE—A N 4ER9 230 Hoks n SIS Bl 7328 2 K AR, AlidE g sE i
1258 IR JER O i BE A O SR 2R b0 B B/

18.3.1 K-Means % £ 4t &2 32

K-Means BB R4 IR (features) 2 & U5E T iZ 4L FF A0 AR T A WV 1128 51
(RIS REME label), PRI e 38 aE bR SR B S5 261 [m )3 — 35, ¥ 0 el AF (8 v 6 ph 44
(B, ALK ZE ISR /Mg R o ARl a0 dreh, JL-T R s e ARLIT) pRZAEL 35 AN [A]
11 2R 00 B TP A AT 2 AUF IR A 1 40 5 3260 Y. 2 [A] — SR 2R pR AU

SRR M i) APT e Zidig i sR EH, IRt AN TR iR A & 7 BE S AR 1k P
Zn] Ry, SO H 25 CRBEWIFTL) Al B 2SS B R 28 n 1, 15
TR 21

18.3.2 R £o it e

(1) 76 n NEEESEE]F BEHLIME k 405 (BT Bk AN 1E PTG I 0
M, BRJE VST U 8% 65 B % 1 AT SR 2R b 5 R FE RN N (R 2R

(2) R AANRENF O A Fily, BRI E P BE & 25 A8 sl o v fE
AR T, ARG PRSI U 5% A B 2 45 H Bl 1B I SRS i R LR
NSAPNAIIE S~ e

(3) BHEAVE (2, REFIEMA, BEHPEREFOAEI —PMRETOLAES, 85
PR B e e AR, A IRGEAR.



1833 R FARBLAGER L LEHH
1. {4 km 0k

7t Scala T.F¢ SparkML H ¢ I input. output. sample %5 - H ¢ 70 Al @) km 13

1% o

[hadoop@CloudDeskTop SparkML]$ pwd
/project/scala/SparkML

[hadoop@CloudDeskTop SparkML]$ mkdir -p {input,output,sample}/km

[hadoop@CloudDeskTop SparkML]$ tree {input, output, sample}
input

F——— km

L— 1r

output

F——— km

L— 1r

sample

F——— km

L— 1Ir

2. REFEASEL A

[hadoop@CloudDeskTop km]$ pwd
/project/scala/SparkML/sample/km
[hadoop@CloudDeskTop km]$ cat data
man 45 marry
man 50 marry
woman 36 marry

woman 48 marry

3. ki &

[hadoop@CloudDeskTop km]$ pwd
/project/scala/SparkML/input/km
[hadoop@CloudDeskTop km]$ 1s
data
[hadoop@CloudDeskTop km]$ cat data
women 52
man 34
woman 25

woman 20

4. JETAR BRI JRa

package com.bnyw.bigdata.spark.ml.local
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import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import

object

java.io.File

org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.

org.

apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache

apache.

EMeansML {
def delDir(file:File) :Unit={
1f(file.isFile| |file.listFiles () .length==0) {

spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
log4d].

.log4dj.

spark.

rdd.RDD

SparkConf

SparkContext

.SQLContext
.types.DataTypes

. Row

.DataFrame
.types.StructType
.types.StructField
.types.DataType
.clustering.KMeans
.feature.VectorAssembler
.clustering.KMeansModel
.feature.StringIndexer
.Pipeline
ml.PipelineModel
Level

Logger

sql .Dataset

file.delete () ;
return;
}
val fileList:Array[File]=file.listFiles();
filelList.foreach(file=>delDir(file));
file.delete();
}
def getStructType (fieldNames:Array[String], fieldTypes:Array[DataTypel],
1sNU11S:
Array[Boolean]) : StructType=/{
if (fieldNames.length!=fieldTypes.length||fieldTypes.length!=1sNU11S.
length) return null;
val size:Int=fieldNames.length
var 1:Int=0;
var featureField:StructField=null;
val fieldList:java.util.List[StructField]=new java.util.ArrayList
[StructField] () ;
while (1<size) {
featureField=DataTypes.createStructField (fieldNames (i),
fieldTypes(i),1sNUL1S (1)) ;
fieldlList.add (featureField) ;

1=1+1;



}
return DataTypes.createStructType (fieldList);
}
def rddStringToRow (lines:RDD[String]) :RDD[Row]={
val rows:RDD[Row]=lines.map((line:String)=>{
val fieldvVals:Array[String]=line.split('\t');
var fl:Int=0;
val f2:Int=fieldvVals(l) .toInt;
if ("man".equalsIgnoreCase (fieldvals(0))) fl1=1;
if (2==fieldVals.length) {
Row (fl,f2);
lelse{
var fn:Int=0;
if ("marry".equalsIgnoreCase (fieldvals(2))) fn=1;
Row (fl,f2, fn) ;
}
H);
return rows
}
def main(args: Array[String]): Unit = {
Logger.getLogger ("org.apache.spark") .setLevel (Level .WARN)
val conf:SparkConf=new SparkConf ():-
conf.setAppName ("Local Scala Spark KMeansML");

conf.setMaster ("local") ;

val sc:SparkContext=new SparkContext (conf);

val sglContext:SQLContext=new SQLContext (sc);

val structType:StructType=getStructType (Array[String] ("gender", "age",
"marry"),

Array[DataType] (DataTypes.IntegerType, DataTypes.IntegerType,
DataTypes.IntegerType) ,Arra y[Boolean] (false, false, false));

val lines:RDD[String]=sc.textFile (" /project/scala/SparkML/sample/km", 1);
val rows:RDD[Row]=rddStringToRow (lines);

val dflines:DataFrame=sqglContext.createDataFrame (rows, structType);
val inputColumns:Array|[String]=Array[String] ("gender", "age");

val assembler:VectorAssembler = new VectorAssembler () .setInputCols
(inputColumns)

.setOutputCol ("features");

val vecDF: DataFrame = assembler.transform(dflines);

val kmeans:KMeans=new KMeans/|() ;

kmeans.setFeaturesCol ("features") ;

kmeans.setK(3) ;

kmeans.setMaxIter (20) ;
kmeans.setPredictionCol ("pre marry");
kmeans.setInitMode ("k-means| |") ;
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val kmeansModel :KMeansModel = kmeans.fit (vecDF) ;
val samplePredictions:DataFrame = kmeansModel.transform(vecDF) ;
samplePredictions.createTempView ("SampleTab") ;
var selDF:DataFrame=sqglContext.sqgl ("select marry,pre marry, count
(features) level from SampleTab group by marry,pre marry order by level
desc") ;
selDF.createTempView ("midl") ;
selDF.show(50) ;
selDF=sglContext.sqgl ("select pre marry,max(level) maxLevel from midl
group by pre marry");
selDF.createTempView ("mid2") ;
selDF.show(50) ;
selDF=sglContext.sql ("select midl.marry,midl.pre marry,mid2.maxLevel
from midl inner join mid2 on midl.pre marry=mid2.pre marry and midl.
level=mid2 .maxLevel") ;
selDF.createTempView ("premodel"™) ;
selDF.show (50) ;
val cost:Double = kmeansModel.computeCost (vecDF) ;
println("cost:"+cost)
val requireLines:RDD[String]=sc.textFile ("/project/scala/SparkML/
input/km", 1);
val requireRows:RDD[Row]=rddStringToRow (requirelLines);
val requireStructType:StructType=getStructType (Array[String]
("gender", "age"),
Array[DataType] (DataTypes.IntegerType, DataTypes.IntegerType) ,Array
[Boolean] (false, false)) ;
val requireDFLines:DataFrame=sglContext.createDataFrame (requireRows,
requireStructType) ;
val requireVecDF: DataFrame = assembler.transform(requireDFLines);
val requirePredictions:DataFrame = kmeansModel.transform(requireVecDF) ;
requirePredictions.createTempView ("srcdata") ;
val resultDF:DataFrame=sqglContext.sql ("select srcdata.
gender, srcdata.age, srcdata.pre marry, premodel .marry from srcdata,
premodel where srcdata.pre marry=premodel .pre marry");
resultDF.show () ;
val genderMap=Map((l->"man"), (0->"women") ) ;
val marryMap=Map((l->"marry"), (0->"unmarry") ),
val resultRDD:RDD[Row]=resultDF.toDF () .rdd;
val outRDD:RDD[String]=resultRDD.map ( (row:Row)=>{
val age:Int=row.getAs[Int] ("age");
val gender:Int=row.getAs[Int] ("gender");
val marry:Int=row.getAs[Int] ("marry");
genderMap (gender) +"\t"+age+"\t"+marryMap (marry)
b):
val fp:File=new File ("/project/scala/SparkML/output/km") ;



if (fp.exists())delDir (fp)
outRDD.saveAsTextFile ("/project/scala/SparkML/output/km") ;
sc.stop() -

}

}

5. FLIZAE Eclipse "PATACHEIGA D F AR 85 2R

[hadoop@CloudDeskTop km]$ pwd
/project/scala/SparkML/output/km

[hadoop@CloudDeskTop km]$ 1s
part-00000 part-00019 part-00038 part-00057 part-00076 part-00095
part-00114 part-00133 part-00152 part-00171 part-00190
part-00001 part-00020 part-00039 part-00058 part-00077 part-00096
part-00115 part-00134 part-00153 part-00172 part-00191

part-00017 part-00036 part-00055 part-00074 part-00093 part-00112
part-00131 part-00150 part-00169 part-00188
part-00018 part-00037 part-00056 part-00075 part-00094 part-00113
part-00132 part-00151 part-00170 part-00189

[hadoop@CloudDeskTop km]$ cat *

women 19 unmarry
man 24 unmarry
women 26 marry
women 52 marry

1834 A THEHABKXGE LA LM
1. PR R T B IR

package com.bnyw.bigdata.spark.ml.cluster

import java.io.File

import
import
import
import
import
import
import
import
import
import
import
import

import

org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.
org.

org.

apache

apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.

apache.

apache

apache.

. spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
. Spark.

spark.

rdd.RDD

SparkConf
SparkContext
.SQLContext
.types.DataTypes

- Row

.DataFrame
.types.StructType
.types.StructField
.types.DataType
ml.clustering.KMeans
ml.feature.VectorAssembler

ml.clustering.KMeansModel
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import
import
import
import
import
import
import
import
import
import

object

org.
org.
org.
org.
org.
org.

org.

apache.
apache.
apache.
apache.
apache.

apache.

apache

spark.
spark.
spark.
log4dj.
log4dj.
spark.

java.net.URI

org.apache.hadoop.conf.Configuration
org.apache.hadoop.fs.Path
KMeansML {

ml.feature.StringIndexer
ml.Pipeline

ml.PipelineModel

Level

Logger

sgl.Dataset
.hadoop.fs.FileSystem

var fs:FileSystem=null;

{

val hconf:Configuration=new Configuration():;
fs=FileSystem.get (new URI ("hdfs://nsl/"),hconf, "hadoop"):

}

def delDir(file:File) :Unit={

1if(file.isFile| |file.listFiles () .length==0) {

}

val fileList:Array[File]=file.listFiles() -
fileList.foreach(file=>delDir(file));
file.delete () ;

}

def getStructType (fieldNames:Array[String], fieldTypes:Array

file.delete () ;

return;

[DataType], 1sNU11S:
Array[Boolean]) :StructType=/{

if (fieldNames.length!=fieldTypes.length| |fieldTypes.length!
null;

1sNU11lS.length) return

val
var
var

val

size:Int=fieldNames.length

1:Int=0;

featureField:StructField=null;
fieldList:java.util.List[StructField]=new java.util.

ArrayList[StructField] () ;

while (1<size) {
featureField=DataTypes.createStructField (fieldNames (1),
fieldTypes (1),

fieldList.add (featureField) ;

1sNU11S (1)) ;

1i=1+1;

}

return DataTypes.createStructType (fieldList) ;

}

def rddStringToRow (lines:RDD[String]) :RDD[Row]=({



val rows:RDD[Row]=lines.map((line:String)=>{
val fieldVals:Array[String]=line.split('\t");
var fl:Int=0;
val f2:Int=fieldvVals (1) .toInt;
if ("man".equalsIgnoreCase (fieldvals (0))) f1=1;
if (2==fieldVvals.length) {
Row(fl,f2);
lelse
var fn:Int=0;
1f ("marry".equalsIgnoreCase (fieldvVals(2))) fn=1;
Row (fl,£2, fn);
}
b);
return rows
}
def main(args: Array[String]): Unit = {
Logger.getLogger ("org.apache.spark") .setLevel (Level .WARN)
val conf:SparkConf=new SparkConf ()
conf.setAppName ("Cluster Scala Spark KMeansML");
val sc:SparkContext=new SparkContext (conf);
val sglContext:SQLContext=new SQLContext (sc);
val structType:StructType=getStructType (Array[String] ("gender",
"age", "marry"),
Array|[DataType] (DataTypes. IntegerType,DataTypes.IntegerType, DataTypes.
IntegerType) ,Arra y [Boolean] (false, false,false));
val lines:RDD[String]=sc.textFile ("/spark/ml/sample/km", 1);
val rows:RDD[Row]=rddStringToRow (lines);
val dflines:DataFrame=sqglContext.createDataFrame (rows, structType);
val inputColumns:Array|[String]=Array|[String] ("gender", "age");
val assembler:VectorAssembler = new VectorAssembler ().
setInputCols (inputColumns) .setOutputCol ("features") ;
val vecDF: DataFrame = assembler.transform(dflines);
val kmeans:KMeans=new KMeans () ;
kmeans.setFeaturesCol ("features") ;
kmeans.setK(3) ;
kmeans.setMaxIter (20);
kmeans.setPredictionCol ("pre marry");
kmeans.setInitMode ("k-means| |") ;
val kmeansModel :KMeansModel = kmeans.fit (vecDF) ;
val samplePredictions:DataFrame = kmeansModel.transform(vecDF);
samplePredictions.createTempView ("SampleTab") ;

var selDF:DataFrame=sglContext.sqgl ("select marry,pre marry,count

307
(features) level from SampleTab group by marry,pre marry order by level
desc") ; %
selDF.createTempView ("midl") ; 18

=
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selDF.show(50) ;
selDF=sglContext.sqgl ("select pre marry,max(level) maxLevel from midl

group by pre marry");

308 selDF.createTempView ("mid2") ;
selDF.show (50) ;
selDF=sglContext.sqgl ("select midl.marry,midl.pre marry,mid2.maxLevel
from midl inner joln mid2 on midl.pre marry=mid2.pre marry and midl.
level=mid2 .maxLevel") ;
selDF.createTempView ("premodel") ;
selDF.show(50) ;
val cost:Double = kmeansModel.computeCost (vecDF) ;
println ("cost:"+cost)
val requirelLines:RDD[String]=sc.textFile ("/spark/ml/input/km", 1);
val requireRows:RDD[Row]=rddStringToRow (requirelLines);
val requireStructType:StructType=getStructType (Array[String] ("gender",
"age"),
Array[DataType] (DataTypes.IntegerType, DataTypes.IntegerType) ,Array]|
Boolean] (false, false)) ;
val requireDFLines:DataFrame=sglContext.createDataFrame (requireRows,
requireStructType) ;
val requireVecDF: DataFrame = assembler.transform(requireDFLines);
val requirePredictions:DataFrame = kmeansModel.
transform(requireVecDF) ;
requirePredictions.createTempView ("srcdata") ;
val resultDF:DataFrame=sqglContext.sql ("select srcdata.gender,
srcdata.age, srcdata.pre marry,premodel .marry from srcdata, premodel
where srcdata.pre marry=premodel.pre marry");

resultDF.show () ;

val genderMap=Map((l->"man"), (0->"women") ) ;
val marryMap=Map((l->"marry"), (0->"unmarry"));
val resultRDD:RDD[Row]=resultDF.toDF () .rdd;
val outRDD:RDD[String]=resultRDD.map ( (row:Row)=>{
val age:Int=row.getAs[Int] ("age"):;
val gender:Int=row.getAs[Int] ("gender");
val marry:Int=row.getAs[Int] ("marry");
genderMap (gender) +"\t"+age+"\t"+marryMap (marry)
}) g
val output:Path=new Path("/spark/ml/output/km") ;
if (fs.exists (output) ) fs.delete (output, true);
outRDD.saveAsTextFile ("/spark/ml/output/km") ;
sc.stop () s



2. I3 dist Hox

[hadoop@CloudDeskTop bin]$ pwd
/project/scala/SparkML/bin
[hadoop@CloudDeskTop bin]$ jar -cvfe ../dist/KMeansML.jar
com.bnyw.bigdata.spark.ml.cluster.KMeansML com/
[hadoop@CloudDeskTop bin]$ 1s ../dist/

KMeansML.jar LinearRegressionML.jar

3. BoitERE
1) J33l) Zookeeper £EHf

cd zookeeper-3.4.10/bin/
./zkServer.sh start

cd -

Jps

2) Ji%) HDFS 451

start-dfs.sh

Starting namenodes on [master0l master02]

master0l: starting namenode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-namenode-master0l.out
master02: ssh: connect to host master02 port 22: No route to host
slaveOl: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slaveOl.out

slave03: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slave(03.out

slave02: starting datanode, logging to /software/hadoop-2.7.3/logs/
hadoop-hadoop-datanode-slavel02.out

Starting journal nodes [slave0l slave02 slave03]

slave02: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave02.out
slave0l: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave(0l.out
slave03: starting journalnode, logging to

/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave03.out
3) Ji%)) Spark £

./start-master.sh

starting org.apache.spark.deploy.master.Master, logging to/software/
spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.Master-1-
masterO0l.out

[hadoop@master0l sbin]$ ./start-slaves.sh

slaveOl: starting org.apache.spark.deploy.worker.Worker, logging to /

Spark PS5 F 5



310

Hadoop+Spark X #75#% K ( #HRIK )

software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slave0Ol.out

slave02: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.worker.
Worker-1-slave02.out

slave03: starting org.apache.spark.deploy.worker.Worker, logging to /
software/spark-2.1.1/logs/spark-hadoop-org.apache.spark.deploy.worker.

Worker-1l-slave03.out

4. HERRRIFHEARL P
1) 42 E ¥ HDFS #£45

[hadoop@master0]l software]$ hdfs dfs -1s /spark/

Found 2 items

drwxr-xr—-x - hadoop supergroup 0 2017-08-20 06:46 /spark/input
drwxr-xr-x - hadoop supergroup 02017-08-21 00:27 /spark/streaming
[hadoop@master0l software]$ hdfs dfs -mkdir —p

/spark/ml/ {sample, input, output}/{1lr, km}

[hadoop@master0]l software]$ hdfs dfs -1s /spark/

Found 3 items

drwxr-xr—-x - hadoop supergroup 0 2017-08-20 06:46 /spark/input
drwxr-xr-x - hadoop supergroup 0 2017-08-27 04:44 /spark/ml
drwxr-xr-x - hadoop supergroup 02017-08-2100:27 /spark/streaming

[hadoopl@master0l software]$ hdfs dfs -1s /spark/ml

Found 3 items

drwxr-xr-x - hadoop supergroup 0 2017-08-27 04:44 /spark/ml/input
drwxr-xr-x - hadoop supergroup 02017-08-27 04:44 /spark/ml/output
drwxr-xr-x - hadoop supergroup 02017-08-2704:44 /spark/ml/sample

2) AR AE

[hadoop@CloudDeskTop SparkML]$ pwd

/project/scala/SparkML

[hadoop@CloudDeskTop SparkML] $ hdfs dfs —put sample/km/data /spark/ml/sample/km/
[hadoop@CloudDeskTop SparkML] $ hdfs dfs —put input/km/data /spark/ml/input/km/

3) #eA AR 2 Spark £EH

[hadoop@CloudDeskTop bin]$ pwd

/software/spark-2.1.1/bin

[hadoop@CloudDeskTop bin]$ ./spark-submit --master spark://master01:7077
-—class com.bnyw.bigdata.spark.ml.cluster.KMeansML /project/scala/
SparkML/dist/KMeansML. jar 1

4) BERRFILI G R

[hadoop@CloudDeskTop dist]$ hdfs dfs -1s /spark/ml/output/km



Found 201 items

r--r—-— 3 hadoop supergroup

/spark/ml/output/km/ SUCCESS

—YWw—r——r—-
/spark/ml/output/km/part-00000
3 hadoop supergroup

3 hadoop supergroup

—~YW-r——-r—-—
/spark/ml/output/km/part-00001
3 hadoop supergroup
/spark/ml/output/km/part-00002
3 hadoop supergroup

~rW-I——I—~—

—rW—-r——I——
/spark/ml/output/km/part-00003
—YrW-r—-——-Ir—-— 3 hadoop supergroup
/spark/ml/output/km/part-00004
—rW-r—-——-r—-— 3 hadoop supergroup
/spark/ml/output/km/part-00005
—YrW-r—-——-Ir—-— 3 hadoop supergroup
/spark/ml/output/km/part-00006
3 hadoop supergroup
/spark/ml/output/km/part-00007

3 hadoop supergroup

~YW-r——r——

—YW-r——T——
/spark/ml/output/km/part-00008
—rW-r—-——-r—-— 3 hadoop supergroup
/spark/ml/output/km/part-00009
—rwW-Ir——Ir—-— 3 hadoop supergroup
/spark/ml/output/km/part-00010
—rW-r—-——-r—-— 3 hadoop supergroup
/spark/ml/output/km/part-00011

—rW-r—-——-r—-— 3 hadoop supergroup

0 2017-08-27 05:08

0

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

2017-08-27

Pern: BT RmErr iR, E2 M HET B EAR g2,

[hadoop@CloudDeskTop dist]$ hdfs dfs -cat /spark/ml/output/km/=*

women 19

man

marn

marn

marn

women 22
women 23
women 24
women 25
women 20

marn

marn

womern

women

unmarry
24 unmarry

25 unmarry

22 unmarry

23 unmarry
unmarry
unmarry
unmarry
unmarry
unmarry
34 marry

26 marry

26 marry
52 marry

05:

05:

05:

05:

05:

05:

05:

05:

05:

05:

05:

05:

05:

07

07

07

07

07

07

07

07

07

07

07

07

07
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512 Pl Rl 2 A AR e N e B ) — P A, L% 5 e AR B 2 R [ AH OGP A 4k
B AVEAE AT, T AT B HTIR AEAN [ Ak 55 sk A7 AR 5 . LSRG LR
U I HESE AR GAE 9 S O o [ L BE AR AR RGP I A

18.4.1 NHILHHEE ik

(1) User-Based: &3 H FUAFIEARABETE S, LA AH [RIARFAE IR W 40 1 A (7] 1R 7o ot
(2) Item-Based: X&Tpy s iEAHRARE VEAR, L4 AH [R) 4 AE 1) F vt K > A HE A7 25 ) —
A

18.4.2 A #£ M HE 4k

1. F TP v

7 AN P SR R R s A X AN B P L A TR A A L AR . 2 pE
Blgrsete, FHILPE—HP SR A RS, REEARTE AL B30k 5 — S
A R dh e BIASTE]IR A P 38 ek A8 5]  r S A i 2 8 S AL .

2. HET RS ADE VT

Fie P E A B FER A SR B i, ARG A8 50 A fai o —
F P HEFE B R, RIS [R] ) A5 il ek 40 7] 1 48 A M 2 48t SE S A AL

Peon: AR SVA I B A U “PILARER . ANDLEE 7.

18.4.3 £ FARGHE L& H ko4
1. G4 als 2

{F Scala T.f¢ SparkML H =% T[] input. output. sample %5 - Hzg T 2712 als T
(FP

[hadoop@CloudDeskTop SparkML]$ pwd
/project/scala/SparkML

[hadoop@CloudDeskTop SparkML]$ mkdir -p {input,output, sample}/km
[hadoop@CloudDeskTop SparkML]$ tree {input, output,sample}
input




F——— km

L— 1r

2. AP R DR AR

[hadoop@CloudDeskTop als]$ pwd
/project/scala/SparkML/sample/als
[hadoop@CloudDeskTop als]$ cat data

1

= W W W M

1

= W e W

5.5
10.5
6.

Lo 1 O o oy &
oo o o I o I 5 I A I & p I &

3. FidBpIREDE B

[hadoop@CloudDeskTop als]$ pwd

/project/scala/SparkML/input/als
[hadoop@CloudDeskTop als]$ cat data

1

oy MMM

3

S I e 1 B = % B b T o &5 3 Y

4. Fe A Happ AL 98 S it et

package com.bnyw.bigdata.spark.ml.local

import org.apache.log4j.

import
import
import
import
import
import
import
import

import

org.
org.
org.
org.

orqg.

apache.
apache.
apache.

apache.

apache

log4dj.
spark.
spark.
spark.

. spark.

java.lo.File

org.apache.spark.

org.apache. spark.

org.apache. spark.

Level

Logger
SparkConf
sgl.SQLContext
SparkContext

ml . recommendation.ALS

sgl.types.DataTypes
sql.types.DataType
sgl.types.StructType
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import org.apache.spark.sqgl.types.StructField
import org.apache.spark.rdd.RDD

import org.apache.spark.sqgl.Row

314 import org.apache.spark.sqgl.DataFrame
import org.apache.spark.ml.recommendation.ALSModel
object ALSML {
def delDir(file:File) :Unit={
if(file.isFile| |file.listFiles () .length==0) {
file.delete () ;
return;
}
val filelList:Array[File]=file.listFiles():
fileList.foreach(file=>delDir(file));
file.delete () ;
}

def getStructType (fieldNames:Array[String],fieldTypes:Array

[DataType], isNU11S:

Array[Boolean]) :StructType={
if(fieldNames.length!=fieldTypes.length| |fieldTypes.length!=
1sNU11lS.length) return null;
val size:Int=fieldNames.length
var 1:Int=0;
var featureField:StructField=null;
val fieldList:java.util.List[StructField]=new java.util.
ArrayList[StructField] () ;
while (i<size) {

featureField=DataTypes.createStructField (fieldNames (1),
fieldTypes (1i),1sNU11S (1))
fieldList.add (featureField) ;
1+=1;
}
return DataTypes.createStructType (fieldList);
}
def rddStringToRow (lines:RDD[String]) :RDD[Row]={
val rows:RDD[Row]=lines.map((line:String)=>{
val fieldvVals:Array[String]=line.split('\t'"):
var fl:Int=fieldvals(0) .toInt;
val f2:Int=fieldvals(l) .toInt;
if (2==fieldVals.length) {
Row (fl,f2);
lelse{
var fn:Double=fieldvals (2) .toDouble;
Row (fl, £2, fn) ;

) s



}

return rows;

def main(args: Array[String]): Unit = {

Logger.getLogger ("org.apache.spark") .setLevel (Level .WARN) ;

val conf:SparkConf=new SparkConf (),

conf.setAppName ("Local Scala Spark ALSML");

conf.setMaster ("local") ;

val sc:SparkContext=new SparkContext (conf);

val sglContext:SQLContext=new SQLContext (sc);

val structType:StructType=getStructType (Array[String] ("userIid",
"itemId", "rating"),

Array[DataType] (DataTypes.IntegerType, DataTypes.IntegerType,
DataTypes.DoubleType) ,Array[Boolean] (false, false,false));

val lines:RDD[String]=sc.textFile("/project/scala/SparkML/sample/als", 1);
val rows:RDD[Row]=rddStringToRow (lines);

val dflines:DataFrame=sglContext.createDataFrame (rows, structType);
val als:ALS=new ALS();

als.setMaxIter (10) ;

als.setUserCol ("userIid") ;

als.setItemCol ("itemId") ;

als.setRatingCol ("rating");

als.setPredictionCol ("pre rating");

val alsModel :ALSModel=als.fit(dflines) ;

val samplePredictions:DataFrame = alsModel.transform(dflines);
samplePredictions.show () ;

samplePredictions.createTempView ("samplePreView") ;

val deviationDF:DataFrame=sqglContext.sgl ("select round (sum(

pow (rating-pre rating, 2))/count (userld),5) deviation from samplePreView") ;
deviationDF.show ()

val appLines:RDD[String]=sc.textFile ("/project/scala/SparkML/input/
als", 1);

val appRows:RDD[Row]=rddStringToRow (appLines) ;

val appStructType:StructType=getStructType (Array[String] ("userId",
"itemId"),Array[DataType] (DataTypes.IntegerType,DataTypes.
IntegerType) ,Array[Boolean] (false, false));

val appDflines:DataFrame=sqglContext.createDataFrame (appRows,
appStructType) ;

val appPredictions:DataFrame = alsModel.transform(appDflines):;
appPredictions.show () ;

appPredictions.createTempView ("appPrevView") ;

val appResult:DataFrame=sglContext.sqgl ("select mid.userId,ap.itemld,
mid.maxRating fro

(select userId,max (pre rating) maxRating from appPreView group by
userId)

mid, appPreView ap where mid.maxRating=ap.pre rating order by userId");
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5. ARHuatr R Pt
1) TAE AL 4 45 1

2) TRFE AL J7 2 Al

3) TR B . FH Bk 45 R

4) TR S e B G o M G vt 2 45 2R




I 2| 2| 6.504319]
I 6 | 1] NaN |
| 6 | 2 | NaN |

- - o= +

7S o N FH B0 o LI wserld FEREARFR MR L, IJGVEREAT FiLI, 554 NaN.
i) L DE I He A SBARIE GE vt 70 B AN ) N D &, RV AR [ 1) dtemId £t 37 AN userld 2
) P X IBE B it A [+ 1) userTd S ASA] itemld 22 i[9 OCIBE .t SR 7E A VI R 8 A 78 o )
HAS userld, T JGVLSEILAT1Z userId (1) Tl FIHHE 7

18.4.4 £ FHAEHGnE ik L koM

1. iRt
1) 33l Zookeeper £EHf

cd zookeeper-3.4.10/bin/
./zkServer.sh start

cd -

jps

2) iz HDFS S8

start-dfs.sh

Starting namenodes on [master0l master02]

master0l: starting namenode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-namenode-master0l.out
master02: ssh: connect to host master02 port 22: No route to host
slave0l: starting datanode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-datanode-slave(0l.out
slave03: starting datanode, logging to
/software/hadoop-2.7.3/logs/hadoop-hadoop-datanode-slave(03.out
slave02: starting datanode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-datanode-slave(02.out
Starting journal nodes [slave0l slave(02 slave03]

slave02: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave(02.out
slave0l: starting journalnode, logging to
/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave0Ol.out
slave03: starting journalnode, logging to

/software/hadoop-2.7.3/1logs/hadoop-hadoop-journalnode-slave03.out
3) Ji#l) Spark SEF¥

./start-master.sh
starting org.apache.spark.deploy.master.Master, logging to/software/

spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.master.Master-1-
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masterOl.out

[hadoop@master0l sbin]$ ./start-slaves.sh

slave0l: starting org.apache.spark.deploy.worker.Worker, logging to /
software/
spark-2.1.1/1ogs/spark-hadoop-org.apache.spark.deploy.worker.Worker-1-
slave(Ol.out

slave02: starting org.apache.spark.deploy.worker.Worker, logging to /
software/
spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.worker.Worker-1-
slave(02.out

slave03: starting org.apache.spark.deploy.worker.Worker, logging to /
software/
spark-2.1.1/1logs/spark-hadoop-org.apache.spark.deploy.worker.Worker-1-

slaveO3.out

2. HERSE IR DEREAS L
1) G E R H ok

[hadoop@CloudDeskTop software]$ hdfs dfs -mkdir -p /spark/
ml/{sample, input}/als

2) _bAEA I Z 4 21 HDFS 4 B

[hadoop@CloudDeskTop software]$ cd /project/scala/SparkML/sample/als/
[hadoop@CloudDeskTop als]$ hdfs dfs -put data /spark/ml/input/als/
[hadoop@CloudDeskTop als]$ hdfs dfs -cat /spark/ml/sample/als/data

1 1 5.5
10.5
6.

= W W W
= W e WM
b ~ @@ S O =

o o @ W koW

[hadoop@CloudDeskTop als]$ hdfs dfs -cat /spark/ml/input/als/data
1 3

[« I« S B A N A S e
R I 1 Y R ' B i B o B 6 Qi



3) AR B [R) 1L DE R Y

package com.bnyw.bigdata.spark.ml.cluster

import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import
import

object

org.
org.
org.
org.
org.

org.

apache.
apache.
apache.
apache.

apache.

apache

log4dj.
log4dj.
spark.
spark.
spark.

. spark.

java.lo.File

org.
org.
org.
org.
org.
org.
org.
org.

orqg.

apache

apache.
apache.
apache.
apache.
apache.
apache.

apache.

apache

. Spark.
spark.
spark.
spark.
spark.
spark.
spark.

spark.

Level

Logger

SparkConf

sgl.SQLContext

SparkContext

ml . recommendation.ALS

sql.types.
sgl.types.
sql.types.
sgl.types.

rdd.RDD
sql.Row

DataTypes
DataType
StructType
StructField

sgl.DataFrame

ml.recommendation.ALSModel

.hadoop.fs.FileSystem

java.net .URI

org.apache.hadoop.conf.Configuration

org.apache.hadoop.fs.Path
ALSML {

var fs:FileSystem=null;

{

val hconf:Configuration=new Configuration();

fs=FileSystem.get (new URI ("hdfs://nsl1l/"),hconf, "hadoop") ;

}

def getStructType (fieldNames:Array[String],fieldTypes:Array[DataType],
1sNU11S:

Array[Boolean]) :StructType={

if (fieldNames.length!=fieldTypes.length| |fieldTypes.length!=
1sNU11lS.length) return null;

val
var
var

val

11, =

featureField:StructField=null;

Int=0;

[StructField] ()

while (i<size) {

size:Int=fieldNames.length

fieldList:java.util.List[StructField]=new java.util.ArrayList

featureField=DataTypes.createStructField(fieldNames (i),

fieldTypes (i), isNU11S (1)) ;

fieldList.add (featureField) ;

1+=1;
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return DataTypes.createStructType (fieldList);

}
def rddStringToRow (lines:RDD[String]) :RDD[Row]={

320 val rows:RDD[Row]=lines.map((line:String)=>{

val fieldvals:Array[String]=line.split('\t'"):
var fl:Int=fieldvals(0) .toInt;
val f2:Int=fieldvals(l) .toInt;
if (2==fieldVals.length) {
Row (fl,f2);
lelse{
var fn:Double=fieldvVals (2) .toDouble;
Row (fl, £2, fn) ;
}
}) s
return rows
}
def main(args: Array[String]): Unit = {
Logger.getLogger ("org.apache.spark") .setLevel (Level .WARN) ;
val conf:SparkConf=new SparkConf();
conf.setAppName ("Cluster Scala Spark ALSML");
val sc:SparkContext=new SparkContext (conf);
val sglContext:SQLContext=new SQLContext (sc);
val structType:StructType=getStructType (Array[String] ("user1id",
"itemId", "rating"),
Array[DataType] (DataTypes.IntegerType, DataTypes.IntegerType,
DataTypes.DoubleType) ,Array[Boolean] (false, false, false));
val lines:RDD[String]=sc.textFile ("/spark/ml/sample/als"™, 1);
val rows:RDD[Row]=rddStringToRow (lines) ;
val dflines:DataFrame=sqglContext.createDataFrame (rows, structType):
val als:ALS=new ALS();
als.setMaxIter (10);
//als.setRegParam(0.16) ;
als.setUserCol ("userIid");
als.setItemCol ("itemId") ;
als.setRatingCol ("rating");
als.setPredictionCol ("pre rating");
val alsModel :ALSModel=als.fit(dflines);
val samplePredictions:DataFrame = alsModel.transform(dflines);
samplePredictions.createTempView ("samplePreView") ;
val deviationDF:DataFrame=sglContext.sql ("select round (sum(pow
(rating-pre rating,2))
/count (userId),5) deviation from samplePreView");
deviationDF.show ()
val appLines:RDD[String]=sc.textFile ("/spark/ml/input/als", 1);
val appRows:RDD[Row]=rddStringToRow (appLines) ;



val appStructType:StructType=getStructType (Array[String] ("userId",
"itemId"),
Array[DataType] (DataTypes.IntegerType, DataTypes.IntegerType),
Array[Boolean] (false, false)) ;
val appDflines:DataFrame=sglContext.createDataFrame (appRows,
appStructType) ;
val appPredictions:DataFrame = alsModel.transform(appDflines);
appPredictions.createTempView ("appPrevView") ;
val appResult:DataFrame=sglContext.sql ("select mid.userId, ap.
itemId, mid.maxRating from (select userId,max (pre rating) maxRating from
appPreView group by userId) mid, appPreView ap where mid.maxRating=
ap.pre rating order by userId");
val resultRDD:RDD[Row]=appResult.rdd;
val outputRDD:RDD[String]=resultRDD.map ( (row:Row)=>{
val userId:Int=row.getAs[Int] ("userid");
val itemId:Int=row.getAs[Int] ("itemId");
val maxRating:Float=row.getAs[Float] ("maxRating");
userId+"\t"+itemId+"\t"+maxRating
}):
val dist:Path=new Path ("/spark/ml/output/als");
1f (fs.exists (dist)) fs.delete (dist, true);
outputRDD.saveAsTextFile ("/spark/ml/output/als");

}

3. TR RS dist Hox

[hadoop@CloudDeskTop bin]$ pwd
/project/scala/SparkML/bin
[hadoop@CloudDeskTop bin]$ jar -cvfe ../dist/ALSML.jar com.bnyw.bigdata.
spark.ml.cluster.ALSML com/
[hadoop@CloudDeskTop bin]$ 1s ../dist/
ALSML.jar KMeansML.jar LinearRegressionML.jar

4. 222 PpRRLaE N 8] Spark 5%

[hadoop@CloudDeskTop binl$ ./spark-submit --master spark://master01:7077
-—class com.bnyw.bigdata.spark.ml.cluster.ALSML /project/scala/SparkML/
dist/ALSML. jar

17/08/30 09:09:14 WARN util.NativeCodeLoader: Unable to load native-hadoop
library for your platform... using builtin-java classes where applicable
17/08/30 09:09:15 WARN spark.SparkContext: Support for Java 7 is deprecated
as of Spark 2.0.0

17/08/30 09:09:36 INFO handler.ContextHandler: Started o.s.].s.
ServletContextHandler@de28cbe{/static/sqgl,null, AVAILABLE, @Spark}
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17/08/30 09:09:45 INFO mapred.FileInputFormat: Total input paths to process :

322 T -

17/08/30 09:11:34 INFO mapred.FileInputFormat: Total input paths to process :
17/08/30 09:12:26 INFO Configuration.deprecation: mapred.tip.id is

deprecated. Instead, use mapreduce.task.id

17/08/30 09:12:32 INFO handler.ContextHandler: Stopped o0.s5.j.s.
ServletContextHandler@29669b01{/jobs/json,null, UNAVAILABLE, @Spark}
17/08/30 09:12:32 INFO handler.ContextHandler: Stopped o0.s.j.s.
ServletContextHandler@2lecéeed{/jobs,null, UNAVAILABLE, @Spark}

5. AAPRDLIE A RS R

[hadoop@CloudDeskTop bin]$ hdfs dfs -cat /spark/ml/output/als/*
1 ] 5.348643
2 2 6.504319
6 1 NaN
6 2 NaN
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19.2.3 #%#E £
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FE 1}t BR
Uuser name F %
dq name 5 XA
power org (e FRA
power_type LS 257
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WE 201506 702354354 PHS_MRFTFhH R e8P —1RmL% 2015/06/01 23:45 33.68
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19.3.1 ##EZ4KE

L M AR SR FH 20 A B8 SR AR R e Il R AR b B AT R W R, JR s fe 5 e

i ik rp R, HA M IR AR PRI S AL R R A A B, DOOTURE NI LA
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— tHME 0.4kV380 0155141277 0190000185079 2015/1/M16 0:00 230.10 22990 230.40
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BESE HBSHMESS [T BRES HEAM U1 uz2 . u9s U96
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=18 0.4kV380 0155062744 90100685501 2015116 0:00 222 B0 222 80 223 80 222 60 222 80
330 _
B i
BEHX HREARESS fe axKEe HiEA A B E

1} —1HM94E 0.4kV380 0152405348 | 0190000207675 2015116 00:15 224 40 |

Uz =180 0.4kV380 0152405348 0190000207675 2015/1/16 00:30 274 90
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package com.bunfly.dataconvert;
hadoop.conf.Configuration;
fs.Path;

import org.apache.

import
import
import
import
import

org.
org.
org.
org.

org.

apache
apache
apache
apache

apache

.hadoop.
.hadoop.
.hadoop.
.hadoop.
.hadoop.

10.Text;

mapreduce.Job;

mapreduce.lib.input.FileInputFormat;

mapreduce.lib.output.FileOutputFormat;

public class DataConvert Conf {

public void Config() throws Exception ({
/ /3REC B AT ) 2 5L
Configuration conf = new Configuration();

/ /181 Z E e BAIRE—> JobXf %

Job job = Job.getInstance(conf,"DataConvert Conf");
/ /JE &) Jobitg BRE A

job.setJarByClass (DataConvert Conf.class);

/ /i 8Map A [

Jjob.setMapperClass (DataConvert Mapper.class);
/ /BB Reducefii i K B

job.setNumReduceTasks (0) ;

/ /W B ke yH 4t XA

job.setOutputKeyClass (Text.class) ;

/ /W B value d ) 28

job.setOutputvValueClass (Text.class);

2a>s-x VN

String inl = "/input/monitor data";

/ /v H R

String out = "/output/convert result";

/ /BRI BT AR A pathk Y
Path inputl = new Path(inl);

Path output = new Path (out);
/ /B AR DN B SO A 2L



FileInputFormat.addInputPath(job, inputl);
FileOutputFormat. setOutputPath(job, output);
System.out.println(job.waitForCompletion(true) ? 0 : 1);
}

}

Mapper 25

package com.bunfly.dataconvert;
import java.io.IOException;
import java.text.DateFormat;
import java.text.SimpleDateFormat;
import java.util.Calendar;
import java.util.Date;
import org.apache.hadoop.io.Text;
import org.apache.hadoop.mapreduce.Mapper;
public class DataConvert Mapper extends Mapper<Object, Text, Text, Text> {
public void map (Object key, Text wvalue, Context context)
throws IOException, InterruptedException ({
String[] g = value.toString() .split ("\t");
String ymd = DataConvert Mapper.YearConvert (q[4]):
String hms=null;
String time=null;
int 7=0;
for (int 1=5; i<qg.length; i++) {
hms = DataConvert Mapper.HourConvert(]);
time = ymd +"/"+ hms;
//qlO1 & TR, g1 EABESH. ql2]1 /79, qI316KMT. ql4]1 8k
//HE. q[5]
context.write (new Text (g[0] +"\t"+ g[1] +"\t"+ g[2] +"\t"+ gq[3]
+"\t"+ time), new Text (gq[i]));

Jj+=15;

}
/ / PEHU 73
public static String HourConvert (int 1) {
String time = "2010-01-01 00:00:00";
DateFormat dateFormat2 = new SimpleDateFormat ("yyyy-MM-dd HH:mm:ss") ;

Calendar cal = Calendar.getInstance();
String ss = null;
try {
cal.setTime (dateFormat2.parse (time)) ;
/ /=[R2 2D 3
cal.add(Calendar .MINUTE, 1) ;

Date a = cal.getTime ();

K F &7 FEM 67 K3 KX
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ss = dateFormat2.format (a) .substring (11, 19);
} catch (Exception e) {

e.printStackTrace () ;

332 J
return ss;
}
/ /PR A
public static String YearConvert (String time) {
DateFormat dateFormat2 = new SimpleDateFormat ("yyyy/MM/dd") ;
String year = null;
try {
String tiem = dateFormat2.format (dateFormat2.parse (time));
year =

} catch

tiem.substring (0, 10);
(Exception e) {
e.printStackTrace();

}

return year;

}

2. IHPRZHE ( Cleardata )

MR 25 Bk, 7748 L R e BB AR I L s o 420 L X R R B AE, 5 I R S 11 Ve [
& 220-0.1V~220+0.07V, Ziiifi ik MapReduce F2 50k HY HJE 1E 5 10 FE Hs . 7F B A2 AE
7.0 SFRFIRFLE, ARETEN R W 54 AWK dE, AU BRIl % .

P E R

package com.bunfly.cleardata;

import org.apache.hadoop.conf.Configuration;

import org.apache.hadoop.fs.Path;

import
import
import
import
public

public static void main (Stringl[]

}

org.
org.
org.

org.

apache
apache
apache

apache

.hadoop.
.hadoop.
.hadoop.
.hadoop.

10.Text;
mapreduce.Job;
mapreduce.lib.input.FileInputFormat;

mapreduce.lib.output.FileOutputFormat;

class ClearData Conf ({

ClearData Conf a

a.Config();

str) throws Exception ({

= new ClearData Conf () ;

public void Config() throws Exception {
/ /AREBCE SR 25

Configuration conf =

new Configuration();

/ /1B ZEBCE IR — > Job X %
Job Job =
/ /)3 8 Jobifs ZEARNE A H

job.setJarByClass(ClearData_Can.class};

Job.getInstance(conf, "ClearData Conft");



/ /A 8Map A [
job.setMapperClass (ClearData Mapper.class);
/ /)3 FJReduce A I

/ /W EReducefi i &0
job.setNumReduceTasks (0) ;

/ /B ke y{H I 5 H R H

job.setOutputKeyClass (Text.class) ;

/ /B E valueH ) 5 H R
job.setOutputValueClass (Text.class) ;

/ / GCE AR

String inl = "/output/convert result/p*";
/ /WL fa R

String out = "/output/cleardata";

//RRIAN . BT R hpath R A

Path inputl = new Path (inl);

Path output = new Path (out):;

/ /¥ ER AR I B SO F % 2N
FileInputFormat.addInputPath(job, inputl);
FileOutputFormat.setOutputPath(job, output);

System.out.println(job.waitForCompletion (true) 2 0 : 1);

}

Mapper 25

package com.bunfly.cleardata;
import java.io.IOException;
import org.apache.hadoop.i0.Text;
import org.apache.hadoop.mapreduce.Mapper;
public class ClearData Mapper extends Mapper<Object, Text, Text, Text> ({
public void map (Object key, Text value, Context context)
throws IOException, InterruptedException {
String[] g = value.toString() .split ("\t");
/ /S BRAE A 22 e %
if (g.length < 6) {
return;

}
/ /S BRAE K OFAAEL 4y 2% (1) T Rl

if (gl3] .equals("0"™) || gql3].equals(null) || g[5].equals("")) {
return;
}
try {
Double d = Double.parseDouble(q[5]): 333
/ /7 P HL R 2 1 AR %
if (d < 198 || d > 235.4) {
context.write (new Text (g[0] +"\t"+g[l] +"\t"+g[2] + 19
e

KT &7 FEMR 67 K37 KX
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"\t"_l_q[-?)] _I_"\t"_l_q[q:]

new Text());

+"\t"+q[5]),

}

} catch (Exception e) {

e.printStackTrace () ;

}

3. RIZHE (Relation )

RPENL SR, KERE X gibd. X AP, SEEFA7 . iy, BERA, AR,
FH s W Ta] s F R ) R s R 2 B

LWy

package com.bunfly.Relation;

import
import
import
import
import
import

public

org.
org.
org.
org.
org.

org.

apache.
apache
apache
apache
apache

apache

hadoop.
.hadoop.
.hadoop.
.hadoop.
.hadoop.
.hadoop.

conf.Configuration;

fs.Path;

10.Text;

mapreduce.Job;
mapreduce.lib.input.FileInputFormat;

mapreduce.lib.output.FileOutputFormat;

class Relation Conf {
[/ IR BT
public static void Config() throws Exception {

VL R L - &L e S

Configuration conf =

new Configuration();

/ /i3 ZEhC BRI — > JobX 4

Job job = Job.getInstance (conf, "CountPower Conf");
/ /)5 81 JobiF B RE KA H

job.setJarByClass (Relation Conf.class);

/ /) 8Map A [

job.setMapperClass (Relation Mapper.class);

/ /8 8Reduce A [

job.setReducerClass (Relation Reduce.class);

/ /W B Reducel i M E0E

job.setNumReduceTasks (1) ;

/ /W ke v E 15 H 2R
job.setOutputKeyClass (Text.class) ;

/ /¥ B valuefH ¥4 H KR
job.setOutputvalueClass (Text.class);
/ /BN

String inl

String in2
/ / BCE YR

= "/output/cleardata/part*";

= "/input/city data";



}

String out = "/output/countpower";

/BRI B AT R AR path R AY

Path inputl = new Path(inl);

Path input2 = new Path (in2);

Path output = new Path (out);

/ /¥ B AR I B SCAF %

FileInputFormat.addInputPath (job, inputl);
FileInputFormat.addInputPath (job, input2);
FileOutputFormat.setOutputPath (job, output);
System.out.println(job.waitForCompletion (true) 2 0 : 1);

Mapper 25

package com.bunfly.Relation;

import
import
import
import
import

public

java.io.IOException;

org.apache.hadoop.io0.Text;
org.apache.hadoop.mapreduce.InputSplit;
org.apache.hadoop.mapreduce.Mapper;
org.apache.hadoop.mapreduce.lib.input.FileSplit;

class Relation Mapper extends Mapper<Object, Text, Text, Text> {

public void map (Object key, Text value, Context context)

throws IOException, InterruptedException {
InputSplit t = context.getInputSplit();
String path = ((FileSplit) t).getPath() .getName () ;
System.out.println (path) ;
1f (path.contains ("part"™)) {
String[] g = value.toString() .split ("\t");
String month thime = g[4].substring(0,7);
/ /UL E R G A key, IF4 R s BAEfRid (ARARAR)
//qIO] KA, qILI1 RS ql2] 9. qral i e, qrs5]@erE.
/ /W FERSR] . AR IRECH 1
context.write (new Text (q[3]),
new Text ("AARAA™ +"\t"+ q[O0] +"\t"+ g[1l] +"\t"+ q[2]
+M\t"+ q[4]
+"\t"+ g[5] +"\t"+ month thime +"\t"+ "1"));
} else 1f (path.contains("city data")) {
String[] g = value.toString() .split ("\t");
/ /BB X %8 1E A key, value: BBBBBIRIR, ql[l] &X A, gl2]1ftHAT,
//q 313
context.write (new Text (q[0]),
new Text ("BBBBB" +"\t"+ g[1] +"\t"+ g[2] +"\t"+ g[3]))- 335

%
19

.

=
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Reduce 75

package com.bunfly.Relation;

import
import
import
import
import

public

java.lio.IOException;
java.util.ArrayList;

java.util.List;
org.apache.hadoop.io0.Text;
org.apache.hadoop.mapreduce.Reducer;

class Relation Reduce extends Reducer<Text, Text, Text, Text> {

public void reduce (Text key, Iterable<Text> values, Context context)

throws IOException, InterruptedException ({

}

//HK#houses number®& N %
List<String> list = new ArrayList<String>();
//HK3org numberk N %
List<String> 1list2 = new ArrayList<String> (),
for (Text wval : values) {
String[] g = val.toString() .split ("\t");
if (g[0].equals ("ARAARA")) {
list.add (q[1] +"\t"+ g[2] +"\t"+ q[3] +"\t"+ gq[4] +"\t"+ g[5]
+"\t"+ g[6] +"\t"+ q[7]);
} else 1f (g[0].equals ("BBBBB")) ({
list2.add(g[1l] +"\t"+ gq[2] +"\t"+ gq[3]):

}
for(String 1 : list) {
for(String j : 1list2) {

context.write(key, new Text (i +"\t"+ 7J));

4. il k% ( Count Error Number )

A ml 0, F s 9 sl 34 DT s B s v R U ) Yo BEDER AR 1) [] — 3k T 7 ()

i ] N

(ROAE, T DU R A i A4 Bk s R R & A0 B ] < B

BCFR:

package com.bunfly.count error number;

import org.apache.hadoop.conf.Configuration;

import org.apache.hadoop.fs.Path;

import
import
import
import

public

org.apache.hadoop.i10.Text;
org.apache.hadoop.mapreduce.Job;
org.apache.hadoop.mapreduce.lib.input.FileInputFormat;
org.apache.hadoop.mapreduce.lib.output.FileOutputFormat;

class Count Error Number {



/ /e bR R

public static void Config() throws Exception {
/7 AREUBC B S 2 5
Configuration conf = new Configuration();
/ /B ZE L E RI— A JobX
Job job = Job.getInstance (conf, "Count Error Number");
/ /)8 ) Jobis TAE KA H
job.setJarByClass (Count Error Number.class);
/ /A 8Map A [
job.setMapperClass (Count Error Number Mapper.class);
//)JaBReduce A [
job.setReducerClass{Count_Eerr_Number_Reduce.class};
/ /W EReducefi th i &R
job.setNumReduceTasks (1) ;
/ /B B ke y{E %t A
job.setOutputKeyClass (Text.class) ;
/ /B EvaluelH M KR
job.setOutputvValueClass (Text.class);
/ / BCE H AR
String inl = "/output/countpower/part*";
/ / BCE YR
String out = "/output/count error number";
/ /RIS B AT ER R R b Path R AY
Path inputl = new Path (inl);
Path output = new Path (out):
/ I RFER AR NN B SCA A
FileInputFormat.addInputPath (job, inputl);
FileOutputFormat.setOutputPath (job, output);
System.out.println(job.waitForCompletion (true) 2 0 : 1);

}

Mapper 23

package com.bunfly.count error number;

import java.io.IOException;

import org.apache.hadoop.io.Text;

import org.apache.hadoop.mapreduce.Mapper;

public class Count Error Number Mapper extends Mapper<Object, Text, Text,

Text> {

public void map (Object key, Text value, Context context)

throws IOException, InterruptedException ({
String[] g = value.toString() .split ("\t");
/ /LG Kt A key, IF4EkME BAEPR T (AAARR)
//Ql1013T  ql6] FJERTA
context.write (new Text (g[10] +"\t"+ gl[e6]),

KT &7 FEMR 67 K37 K
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new Text ("1"));

}

Reduce 75

package com.bunfly.count error number;
import java.lio.IOException;
import org.apache.hadoop.io.Text;
import org.apache.hadoop.mapreduce.Reducer;
public class Count Error Number Reduce extends Reducer<Text, Text, Text,
Text> {
public void reduce (Text key, Iterable<Text> values, Context context)
throws IOException, InterruptedException ({
int i=0;
int sum=0;

for (Text wval values) {

1 = Integer.valueOf (val.toString()):;
sum = sum + 1i;

}

context.write (key, new Text (sum+""));

}

5. A ksTENS (List_Error_Data )

A L i FE M A P A L R SR AN, A SR TS ] PN R R FE I R T O, B AR
AR TEANE R Bl . HEER ], sy X AR LR, R I [a] A0
R AR AL B AL Rl TERE AR P HS TF A0V &0 3R ml 4R 8 £k rE B RN 65 X 44 Bk gk — 25 0 o M
AN A TRE R4 EEPTN

MC B R

package com.bunfly.list error power;

import
import
import
import
import
import

public

org.
org.
org.
org.
org.

org.

apache
apache
apache
apache
apache

apache

class List
/ /B AR VETS
public static void Config() throws Exception {

/ /3R B AR 2 3

Configuration conf =

.hadoop.
.hadoop.
.hadoop.
.hadoop.
.hadoop.
.hadoop.

conf.Configuration;

fs.Path;

10.Text;

mapreduce.Job;
mapreduce.lib.input.FileInputFormat;

mapreduce.lib.output.FileOutputFormat;

Error Data {

new Configuration();

/ /83 ZE I E IR — > JobX %
Job job =
/ /)8 8 Jobis B EIE A M

Job.getInstance (conf,"List Error Data");



job.setJarByClass (List Error Data.class);

/ /A sMap A I

job.setMapperClass (List Error Data Mapper.class);
/ /a3 8hReduce A I

/ /W reducef i &=

job.setNumReduceTasks (0) ;

/ /BB ke v E 15 H 2R R

job.setOutputKeyClass (Text.class) ;

/ /W B valuefd 1) H KA

job.setOutputvalueClass (Text.class);

/ [ BCE AR

String inl = "/output/countpower/part*";

/ /B R

String out = "/output/list error data";

/BRI H AT R ARy Path R AY

Path inputl = new Path(inl);

Path output = new Path (out):;

/ /R ERAR A B SO 2
FileInputFormat.addInputPath (job, inputl);
FileOutputFormat.setOutputPath (job, output);
System.out.println(job.waitForCompletion(true) 2 0 : 1);

}

Mapper 25

package com.bunfly.list error power;
import java.io.IOException;
import org.apache.hadoop.io.Text;
import org.apache.hadoop.mapreduce.Mapper;
public class List Error Data Mapper extends Mapper<Object, Text, Text,
Text> {
public void map (Object key, Text value, Context context)
throws IOException, InterruptedException ({
String[] q = value.toString() .split ("\t");
/ /LB X G hkey, IFgic (5 Bbric (ARAAR)
/* qI1013kT gle] AJEMIE qI31/%5 ql8lGXAM qlolfkifs
* q[11HEZH ql4] AR q[511EH
*/
context.write (new Text (gq[l10]),
new Text (q[6] +"\t"+ q[3] +"\t"+ q[8] +"\t"+ q[9]
+"\t"+ gl[1l] +"\t"+ gl[4] +"\t"+ gl[5]));

KT8 FEMR 67 K37 KK
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6. A ( MainMethod )
MainMethod 5 /&HATHEN B AL EN .

package com.bunlfy.main;

import com.bunfly.Relation.Relation Conf;

import com.bunfly.cleardata.ClearData Conf;

import com.bunfly.count error number.Count Error Number;

import com.bunfly.dataconvert.DataConvert Conf;

import com.bunfly.list error power.List Error Data;

public class MainMethod {

public static void main (String[] args) throws Exception ({

// TODO Auto-generated method stub

/ /% WK

DataConvert Conf.Config();
/ /B

ClearData Conf.Config():

/ /G I BT B B

Relation Conf.Config();

/ /G bR A

Count Error Number.Config():;
/ /% bR VR
List Error Data.Config();

}

7. FAFisfrin el

W7 45 B 7] PowerProject.jar U 4% 2 KA AERE, 44T hadoop jar PowerProject.jar
2 IFRIEATIE R o & ek BFEF N\ ] MainMethod 28, FH4K X441 MainMethod 2 H (1)1
1], DataCaonvert Conf 254 HDFS () HDFS:/input/monitor data {4 1) 25045 % 4t il —
ORI 8] — 4%l %, Ff%n HH & HDFS:/output/convert result H . ClearDate Conf Z57F
HDFS:/output/convert result H 3% 57 132 A 45, A C 208 P8 HEATIE U6, JF 5 b 2udls &
HDEFS:/output/cleardata. Relation Conf M HDFS:/output/cleardata A1 HDFS:/input/city data
A, AR 45 Rk . HDFS /input/city data SCAFH GBI . A X B Q.
Jo K E s & 42 HDFS:/output/countpower H >k . Count Error Number 28 FH 52 B K 5 )
RE bR A DU, ARV B, AR DU E T I RRT RS R A — A
Pt . Count Error Number 251321 HDFS:/output/countpower/part* LA, i ol X #4548 vF 7y
259, 4 H 42 HDFS:/output/count error number W ff. List Error Data 2+ S8
b TR A1, 7 Al FE s i s A g A B O T o Bt AN iy SR RS A I ] P
b R 207 O, P 2 D e o ek e 43 3 v RN N P H 44 PR 3 AT 0 6 PR HS AR TE ATV O
MRS 704, 135 T 2T AP HEREL. 9. SX AR, Rz,
AL 25 ) W0 (] FIGER ) B S 7B . List. Error Data 25152 HDFS:/output/countpower/part*
A, RN I R A5, JFs T 4 HDFS:/output/list_error data H 3%




FE Iz AT FE W 19.8 Flrs.

0 MainMethod (F&J7 A1)

i

DataConvert Conf
J5 : /input/monitor data
TR

DataConvert Mapper
Hi s foutput/convert result

Gt eabR R R

|

ClearData Conf
s Jii : Joutput/conver t_result/p*
2P TE B
ClearData_Mapper
i /output/cleardata

X
Count_Error Number
{5 : Joutput/countpower/part*

Count_Error Numbe Mapper

Count_Error_ Number Reduce
Hi s /Joutput/count_error number

|

\ Fi] LR b L T 1

Relation_Conf
Ji : /output/cleardata/ part ]|
/input/city data

Gl EEE% Relation_Mapper

Relation Reduce
ti : /output/countpower

\\

~ List_Error_Data
i : /Joutput/countpower/part*

List Error Data Mapper
i - /output/list_error data

19.4

19.4.1 # 424% #r

R 3L LA B/S J7 504 Web Ui £ ILHI K. 11 J6ik7E Hadoop K& S o 2k
TSI Y, Pt DA S350 0 A SO R g A A dm 2 ok R A E, 15 9n S Tava AUAY,
1K R MAEE (MySQL) sz I i «

Sqoop J& @ T T, 3= E /] +4F Hadoop 54% 42 11144k )72 (MySQL ., PostgreSQL-++)
) BEAT B AR, AR — R R E R EE (5140 MySQL. Oracle, PostgreSQL 25) H[1]
Hidi 338 F) Hadoop ¥ HDFS 1, th A HDFS [ %4 5 3E 1 5¢ R B 5 e b . 5 ) HDFS
B NEE B0 R E T, ¢ R B E T oA NI R RAEAE R AN . HARRAE

LU

R FE=IN

sgoop export —--connect jdbc:mysqgl://192.168.153.205:3306/bunfly?

characterEncoding=UTF-8 —--username root -password 123456 --table count

error eonf --export-dir '/output/count_error_number/p*' --fields-

terminated-by '\t'

R T & 7 GENR A KB £ 4,
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PN EEAZE (Count Error Conf) [P E5M W 19.3 .

* 193
342 FE 15t FR
city name TRy
power error number H, R A B
month time JIJE I 1]

sgoop export —--connect jdbc:mysqgl://192.168.153.205:3306/bunfly?

characterEncoding=UTF-8 —--username root -password 123456 --table list
error data --export-dir '/output/list error data/p*' --fields-

terminated-by "\t'

SFANEVEETFEFER (List Error Data) £5M W13 19.4 s,

* 194

FE 15 A

city name T 44 B
month time JI 15 ][]
user name J

dq name XA
power org it g LA
power_type ENARZ S5l
time HARIER ]
erTor power A s

19.4.2 # i £ 7L
bR R s E AT an & 19.9 Fros.

iR s et E R R RE LT
Wi | AR v A peat Al | 2015-09 v 4 1
i B o

230

-e 0155083681
229 - 0155094527
228
227

.
220
225
L
224
201410 201411 201412 201501 201502 201503 201504 201505 201506 201507 201508 201509

i (]
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BiRE ER AL E | B i |

Wi BffAl: 2015-06 ftemi. | 4 v GREW: | 48 v

738019173 PHS_#kF 2015/06/01 23:45

2015/06 155317687 PNS_BEIIFAE 2015/06/11 23:45 55. 51
702356766 PNS_i¥XEE2¢ MEm IS AT 2015/06/21 23:45 74. 63
2015/06 155484499 Pus_{LIB 851 MEmEEXHBEAF 2015/06/31 20:45 164.19

mEmeENEsLT =18mE% 2015/06/23 23:45 308. 78
et o p P 2015/06/18 23:45 273. 00
2015/06/01 23:45 25. 52

[CE] 2015/06 734014427
2015/06 736016692
155141277

PusS_it#H/ K1z
Pis_ElEH Lz

PHS_$EEIH T
mR 2015/06 702354302 PHS_SAM I @it in HE R B P =AMk 2015/06/01 23:45 359, 72

My 201506 739011318 PiS_TEXFH FRos HER R8P =AMk 2015/06/01 03:15 307. 81
e 201506 732033197 PUS_HH TBE mEmsENEsLsT =180 2015/06/01 23:45 194. 86
ME 201506 702354033 PiS_RILH S HEE B By =AM 2015/06/01 23:45 248. 61
W% 2015/06 155490557 PuS_#XTicH HEE e Py = Mm% 2015/06/01 23:45 342.85
MR 2015006 702366211 PHS_KFEFT LK HER AP =fHMEK 2015/06/01 23:45 253. 00
AR 2015006 702354354 PHS_M &1 #TH R =AM 2015/06/01 23:45 33. 68
BE 201506 702359584 PHS_BHE D E HrEtesp =1800%% 2015/06/01 23:45 20. 66

WHTRE:1/124W | &% || & | & || #3 | osem | i

K 19.10

19.5 I IS

TV 2 B A o A R T R R R 2 — o TR (1R A I A7 K DA A5 F, ) Y RETAE
AW EEALE, B WREIEREIRY 2. DIy GeSE T AT A BRI ), St
BT AR R RO o A ECR AUARIE 25 S bR G ST S iz s, I R AR LR 11
IRER IR . AFhh s 238 IP TR, OREA5 H 8 0 A 2 B PR E A2 AT 17 DU AT XU 35 DA
FIRIC UL, WIARER T IS DA SR A Hs o 37 AR e 12, e KA 73 M vy
WS REAT 0%, Al R ARG T8 KAt T AR, g ek S 3 AR RE AN R S B Ak (1)
REWIR B+ I [A)R D A2 BF K

AT5H MEAE R . Hds b B B 52 =7 T U R E S 0 H AR, R U
B At . D9 SEBNE S5 BORAG BE AL BE A 0 N Al BEE UL, ORIk, K
ot MEAE TR 6 #i5r, WX EAR M. ETE. PR S BT Sqoop THFA
| MySQL ##i g, i B/S 1) 5 \AE Web TLUHIHEAT e

AT H NSEBR I H AR SEBER 0 Mk 55 DR RO iR RS, ik BRI UHER: 6 Bl i
F BRI H T ACRAR ARSI SE, 39N S KB AR (5 Do
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